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Abstract. We address the problem of proving the validity of computa-
tion on ciphertexts of homomorphic encryption (HE) schemes, a feature
that enables outsourcing of data and computation while ensuring both
data privacy and integrity. We propose a new solution that handles com-
putations in RingLWE-based schemes, particularly the CKKS scheme
for approximate arithmetic. Our approach efficiently handles ciphertext
arithmetic in the polynomial ring Rq without emulation overhead and
manages ciphertexts maintenance operations, such as modulus switch-
ing, key switching, and rescaling, with small cost. Our main result is a
succinct argument that efficiently handles arithmetic computations and
range checks over the ring Rq. To build this argument system, we con-
struct new polynomial interactive oracle proofs (PIOPs) and multilinear
polynomial commitments supporting polynomials over Rq, unlike prior
work which focused on finite fields. We validate the concrete complex-
ity of our approach through implementation and experimentation. Com-
pared to the current state-of-the-art on verifiable HE for RNS schemes,
we present similar performance for small circuits while being able to ef-
ficiently scale to larger ones, which was a major challenge for previous
constructions as it requires verifying procedures such as relinearization.

1 Introduction

Homomorphic Encryption (HE) is a cryptographic primitive that allows per-
forming computations directly on encrypted data without requiring decryption.
This powerful capability enables data privacy in scenarios where sensitive data
must be processed by untrusted third-party servers for storage and computa-
tion. HE has undergone significant advances, in terms of assumptions and effi-
ciency [BV11,BGV12,FV12,Bra12,GSW13,CKKS17,CGGI16], that made HE
more feasible for a broader range of applications.

Verifiable HE Due to the inherent malleability of homomorphically encrypted
ciphertexts, HE cannot ensure the integrity of the computation. This is a crucial
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limitation in the context of outsourcing computations, where both the correct-
ness of the computation and the privacy of the data must be guaranteed. To
tackle this problem, a line of research investigates how to add integrity proper-
ties to HE—a problem that lies at the intersection of two fundamental areas of
research in cryptography: HE and Verifiable Computation (VC) [GGP10]. The
latter (which includes the broader area of succinct zero-knowledge arguments,
aka SNARKs) indeed deals with proving the correctness of computation out-
puts in a way that can be efficiently checked. HE and VC have each undergone
tremendous efficiency advances that brought them to being used in practice. It
is therefore natural to ask whether one can combine them to obtain a seemingly
practical solution that addresses both privacy and integrity.

State-of-the-art The above combination is the core idea of many works in the
state of the art, which we divide into two primary approaches: proving plaintext
computations under HE and proving ciphertext computations. Both approaches
have their merits and limitations (see Table 1). We are only interested in works
where the verifier does sublinear work in the circuit size.

Proving plaintext computations. This approach, denoted HE-IOPs in [ACGS23],
consists in generating an encrypted proof by executing a proof system on the
plaintexts under HE. Although a naive application of this idea would lead to an
expensive use of HE, recent works [GGW24,ACGS23,GBK+24] showed how to
make it practical by executing under HE only the information-theoretic compo-
nent of the SNARK, namely an interactive oracle proof (IOP) based on the FRI
protocol [BBHR18]. The advantages of this approach are efficiency (especially
compared to the very expensive solutions based on proving ciphertext computa-
tions – see below) and the support of “full” HE computations, including noise
maintenance operations such as bootstrapping. On the other hand, HE-IOPs
have two inherent limitations: they cannot support HE schemes for arithmetic
of approximate numbers, like CKKS [CKKS17] (because the plaintext space of
CKKS is not suitable to instantiate an IOP), and they ensure data privacy in a
weak adversarial model where the verifier must keep secret whether verification
passes. The reason is that in HE-IOPs verifying a proof requires decryption, and
this can be exploited to extract a bit of information on the plaintext, defeating
IND-CPA security. This security model is quite restrictive in practice, as in real
life the verifier’s acceptance bit may leak for multiple reasons (error messages,
re-computation, etc.). In contrast, a private VC should guarantee security in the
presence of verification oracles [FGP14].

Proving ciphertext computations. This approach, formalized in [FGP14], consists
in using a verifiable computation scheme (e.g., a SNARK) to prove the correct-
ness of the homomorphic computation on the HE ciphertexts. This has two main
benefits. First, it ensures privacy in the strong adversarial model of verification
oracles. Second, it does not impose any inherent restriction on the HE schemes
that it supports (i.e. even [CKKS17] can be used). The main drawback of this
approach is the expensive cost for the prover. This stems from two fundamental
challenges involved in verifying operations on HE ciphertexts using a SNARK:
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Scheme Verif Ctxt Arithm. Ctxt Maint. Bootstrapping HE schemes

Generic SNARK pub # # # any
[BCFK21] pub  — — BV*
[GNS23] priv  # # any

HE-IOPs priv, no VO    exact

Our work pub  H# # any

Table 1: State of the art of verifiable computation for RingLWE-based HE. No-
tation: #=emulated, H#=efficiently emulated,  =native support

1. HE ciphertexts are typically elements of the ring Rq = Zq[X]/(XN + 1),
whereas SNARKs typically work best on computations over large finite fields.

2. Virtually all HE schemes require so-called ciphertexts maintenance opera-
tions (e.g., modulus-switch, key-switch, and rescaling), which involve non-
algebraic operations such as real division and rounding.

General-purpose SNARKs can prove ciphertext arithmetic and maintenance op-
erations by emulating them. This is unfortunately very costly. Knabenhans,
Viand, and Hithnawi [KVH24,VKH23] recently provided an evaluation of these
costs showing that, after various optimizations, the cost of proving one multipli-
cation translates into ≈ 3 billion R1CS constraints.

Two works in the state of the art [BCFK21,GNS23] address the first chal-
lenge via proof systems specialized for Rq. However, [BCFK21] supports purely
algebraic Rq operations (i.e., no maintenance) and thus applies only to a sim-
ple RingLWE-based HE [BV11] for constant-depth computations. Similarly, the
Rinocchio SNARK of [GNS23] captures R1CS constraints over Rq, which cover
well the arithmetic part of the HE computation but need expensive emulations
based on bit decomposition to handle ciphertexts maintenance (challenge 2).
Rinocchio has a few more limitations: it relies on new non-falsifiable assump-
tions, verification requires a secret key, and it needs a trusted setup that builds
a CRS of size (at least) 2N(log(q) + λ) · S bits for S R1CS constraints. This is
hardly scalable as 2N(log(q) + λ) is ≈ 223 even for small instances of CKKS,
when proving non-algebraic maintenance operations, S will typically be ≥ N ·|C|,
where |C| is the circuit size and N ≈ 214. This makes the CRS size quadratically
depend on N , which can quickly get to the order of many gigabytes of memory.

Other related work. A third category of results provide verifiable computation for
applications where verification efficiency is not crucial [CKP+24,ABPS24]. These
works require the verifier to run linearly in the witness size. Hence, their solutions
do not scale for scenarios of (private and verifiable) outsourced computation,
where the client would only be interested to outsource if it does sublinear work
on the circuit size. Our results, on the other hand, provide a VC scheme for
general computation where the verifier is succinct.
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Our Contributions We propose a novel solution for verifiable homomorphic
encryption, focusing on the second approach—proving ciphertext computations.
To present our techniques we focus on the CKKS scheme because it offers unique
advantages in supporting computations over approximate numbers, a feature
that is increasingly important in many real-world applications. Also, CKKS is
an interesting candidate as it cannot be captured by the recent HE-IOP approach
and thus completely lacks efficient solutions. Nevertheless our proof techniques
are flexible enough to be extended to other popular schemes like BGV and BFV.

Our approach allows us to overcome the challenges 1) and 2) mentioned
above. First, it supports ciphertext arithmetic in Rq natively, i.e., without any
emulation overhead. Second, it supports ciphertext maintenance operations such
as modulus switching, key switching, and rescaling, with a small emulation
overhead. And, unlike [GGW24, ACGS23, GBK+24], our scheme achieves se-
curity against verification oracle attacks. We design our succinct argument fol-
lowing the modular approach of combining polynomial interactive oracle proof
(PIOPs) [BCS16,CHM+20,BFS20], an idealized information-theoretic protocol
where the interactions between prover and verifier happens in form of poly-
nomial evaluation oracles, and polynomial commitments [KZG10], that replace
the oracles in the PIOP with actual commitments to the polynomials. In more
detail, our new succinct argument stems from the combination of various con-
tributions: a proof-friendly version of CKKS that allows good arithmetization,
a PIOP consisting of a customized version of the GKR protocol and a novel
look-up argument (both over Rq) and a polynomial commitment over Rq. For
each of them, as detailed below, we provide efficient implementations.

Proof-friendly CKKS. We address the main incompatibilities between RNS-
based HE schemes and proof systems:

- CKKS, similarly to many other HE schemes (e.g. BFV/BGV), relies on
Residue Number System (RNS)-based arithmetic for efficiency, which in turn
relies on rings that are typically unfriendly to the information-theoretic (IT)
components of proof systems. Previous solutions relied on soundness am-
plification techniques (e.g. repetitions) which would introduce at least 2–4×
slowdown. We implement CKKS directly over a proof-friendly ring, and show
how to get efficient RNS arithmetic for it by exploiting techniques adapted
from public key cryptography, such as incomplete NTTs [LS19].

- We redesign CKKS’s mod switching operations to allow all proofs to be
performed on a single ring, even if the scheme itself changes rings. This avoids
problems such as connecting proofs over different arithmetic structures.

- We define and set up parameters to allow for core HE operations, such as
key switchings and rescalings, to be performed in an approximate way such
that we can relax the statements to be proven, which allows us to accelerate
our proofs in up to 2 times.

PIOP for CKKS. We show how to take advantage of our proof-friendly CKKS
to design an efficient characterization of homomorphic evaluations in terms of
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a GKR arithmetic circuit and a collection of range checks. These range checks
are crucial to efficiently express the non-algebraic maintenance operations, as
they ensure that each element of a large vector v ∈ Rn

q is a polynomial with
coefficients bounded by some B < q. Once we have this characterization, our
main result is the construction of PIOPs for the two aforementioned relations,
namely arithmetic circuits and range checks. While prior work shows PIOPs for
such relations over finite fields, we construct them for the ring Rq. To build
them we rely on the sum-check protocol [LFKN90] and its extension to rings
with exceptional sets [CCKP19]. In particular, our contribution is twofold.

- For the case of arithmetic circuits, instead of using a naive PIOP version
of GKR [GKR08] we take advantage of the structure induced by our arith-
metization, which results in a circuit of constant depth (consisting of only 4
layers), independent of the size or depth of the HE circuit.

- For the case of range checks, we use the approach of table lookups [STW24],
namely a succinct proof that convinces the verifier that a value belongs to
a large table of values, for example this table may include all values within
a certain range. However, since CKKS requires to check large bounds (e.g.,
B can be of 50 or 300 bits), we rely on the table decomposition technique of
Lasso [STW24] which we extend to work for tables of Rq values.

Notice that neither our version of GKR nor our Lasso-style range proof are
affected by the recent attacks on the Fiat-Shamir heuristic [KRS25]. For the
former, notice that our GKR circuit has constant depth 4, whereas the the
lowest-depth circuits that can be attacked by [KRS25] must have depth greater
or equal than dcomm+dh+O(1) (for comm a multi-linear polynomial commitment
scheme computable by a depth dcomm arithmetic circuit and h a hash function
computable by a depth dh arithmetic circuit). For the latter, the grand-product
argument that we employ is computed using Quark’s techniques [SL20]. In any
case, for circuits with such canonical representation, the authors acknolewdge
their attack is not applicable [KRS25, Remark 3].

Multilinear Polynomial Commitment for Rq. The last piece to build our succinct
argument is a suitable polynomial commitment (PC) for multilinear polynomials
in Rq[X]. We propose a new construction that fits this arithmetic. First, we show
how to use the splitting of Rq into the product of (large enough) finite fields, so as
to reduce the problem of designing a PC for Rq[X] into that of designing PCs for
polynomials over finite fields. Second, we instantiate the latter using the flexible
linear code-based construction from [BCG20, GLS+23]. Brakedown [GLS+23]
instantiates this construction with an expander-graph based error correcting
code that is agnostic to the finite field, a useful property in our case where the
finite fields do not have a large number of roots of unity, preventing us from using
PCs based on FRI [BBHR18]. On the other hand, instantiating this construction
with Reed-Solomon codes (which leads to a polynomial commitment implicit in
Ligero [AHIV17]) would provide smaller proof size and verifier time, and it is
preferable as long as Reed-Solomon encoding can be performed fast. Such fast
performance depends on whether one has a large enough set of roots of unity
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in order to enable NTTs. Our fields have a “moderately large” set of roots of
unity which, depending on the size of the polynomials, may not be enough to
directly use Reed-Solomon codes. We find a balance in this situation and propose
a new instantiation of this PC that uses a “piecewise” Reed-Solomon encoding,
resulting in better performance in our setting, as confirmed by our experiments.

Implementation and Evaluation.We implement and benchmark our proof-friendly
version of CKKS and all the main building blocks required for implementing our
construction. We show that our proof-friendly CKKS implementation only intro-
duces an overhead of up to 20% for ciphertext multiplications over a “regular”
instantiation of the scheme, being still faster than commonly used libraries such
as HELib [HS14]. For all other components of our construction, we show that,
by themselves, they enable concretely practical performance, and we estimate
the costs of employing them on small applications. Compared to previous litera-
ture, our results for small (depth-1) circuits indicate similar performance levels
as [VKH23]4, which is the state of the art on concrete performance for verifiable
RNS HE schemes. However, contrary to [VKH23], we verify full-featured RNS-
based leveled HE schemes, including key switching and relinearization opera-
tions, which enables our solution to scale to larger circuits, whereas performance
in [VKH23]’s approach would deteriorate exponentially with the circuit depth.

On bootstrapping. In this work, we consider CKKS in “levelled” mode (i.e.,
rescaling is the only noise-management technique), and do not focus on boot-
strapping, as we see it as a natural extension of the techniques we provide.
While the specific details may vary depending on which version of bootstrap-
ping is considered [CHK+18, BCC+22, BMTH21, CCS19, HK20], most of them
consist of similar main steps. Within these, rotations and modulus raising are the
only building blocks that we do not explicitly describe here. Translating them
into the operations we cover is nonetheless straightforward. Rotations are ho-
momorphic evaluations of Galois automorphisms, which only require coefficient
permutations and key switching (both operations covered by our framework).
Modulus raising, in turn, can be verified analogously to the many other modu-
lus switching operations we perform, with the only particularity that the cost of
proving it would be proportional to the largest modulus it operates on.

Outline In Sec. 2 we provide preliminary notions needed for the rest of the
paper. In Sec. 3 we describe our proof-friendly version of CKKS. In Sec. 4 we
describe the arithmetization of our CKKS scheme, which reduces the problem of
designing a PIOP for the homomorphic computation to a PIOP for an arithmetic
circuit satisfiability relation and a PIOP for range checks. We instantiate the
former in Sec. 4.2 with a GKR-style proof and the latter in Sec. 4.3 with a
look-up argument for Rq. In Sec. 5 we present our improved version of the
Brakedown polynomial commitment that allows compiling the previous PIOP

4 We can’t have concrete comparisons for circuits of larger depth since [VKH23] is
limited to depth 1 circuits
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into a SNARK. Finally in Sec. 6 we give benchmarks for all the mentioned
building blocks.

2 Preliminaries

Notation. For a positive integer n, [n] denotes the set {0, . . . , n − 1}. In what
follows R denotes a finite commutative ring with unity. Given a ∈ R, [a]b denotes
reducing a modulo b. If a ∈ R is an element of a polynomial ring, [a]b denotes
the coefficient-wise reduction. We denote vectors in bold. For a vector v ∈ Rn,
we denote by v[i] its i-th coefficient. We write [v]p to denote modular reduction
of each component of v.

We write a
$←− R to mean that a is sampled uniformly at random from the

ring R and e← χ to mean that e is sampled according to the distribution χ.

An indexed relation R is a set of tuples (i,x;w) where i is the index, x the
statement and w the witness. The language L(R) associated to a relation R is
the set of pairs (i,x) for which there exists a witness w such that (i,x;w) ∈ R.

2.1 Background on rings

We denote by R[X1, . . . , Xℓ] the set of polynomials of ℓ variables and coefficients
in R and by R(≤d)[X1, . . . , Xℓ] the subset of polynomials of individual degree≤ d.

Definition 2.1 (Exceptional sets). An exceptional set is a subset S ⊂ R
with the property that a− b is an invertible element of R for each pair of distinct
elements a, b ∈ S.

Lemma 2.2 (Generalized Schwartz-Zippel lemma). Let f ∈ R[X1, . . . , Xℓ]
be a non-zero polynomial of total degree d. Then for an exceptional set S ⊂ R

Pr
(r1,...,rℓ)←Sℓ

[f(r1, . . . , rℓ) = 0] ≤ d

|S|

Multilinear extensions. Given a function f : {0, 1}ℓ → R, its multilinear
extension (MLE) is the (unique) multilinear polynomial f̃ : Rℓ → R such that
f(b) = f̃(b) for all b ∈ {0, 1}ℓ. The MLE of f is the following polynomial

f̃(X1, . . . , Xℓ) =
∑

b∈{0,1}ℓ
f(b) · χb(X1, . . . , Xℓ)

where χb(X1, . . . , Xℓ) =
∏ℓ

k=1 χbk(Xk), with χ1(X) = X and χ0(X) = 1 −X.

Analogously, the MLE of a vector v = (v0···0, . . . , v1···1) ∈ R2ℓ (conveniently
indexed in binary) is the polynomial ṽ(X1, . . . , Xℓ) =

∑
b vb · χb(X1, . . . , Xℓ).
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2.2 Polynomial IOPs for Rings

We recall the definition of polynomial interactive oracle proofs (PIOP), using
the notion of (indexed) oracle relations of [CBBZ23].

Definition 2.3 (Oracle Relations). An indexed oracle relation R is an in-
dexed relation in which the index i and the statement x include pointers to oracle
polynomials with coefficients in a ring R, and the polynomials are part of the wit-
ness w. A pointer to a polynomial p is denoted by JpK

Definition 2.4 (Polynomial IOPs). Let R be a ring and R be an indexed
oracle relation for (multivariate) polynomials with coefficients in R. A polyno-
mial IOP for R is an interactive protocol between a prover P and a verifier V,
compactly denoted by ⟨P(i,x,w),V(i,x)⟩, such that:

- In each round the prover P(i,x,w) sends oracle polynomials and/or ring
elements, and the verifier V(i,x) sends random challenges. Each oracle JpK
specifies the number of variables ℓ and the degree in each variable.

- The verifier can query all the oracles, the ones sent by the prover and the ones
included in (i,x), at arbitrary points r ∈ Rℓ. At the end of the execution, V
accepts or rejects.

- Correctness: For any honest execution of ⟨P(i,x,w),V(i,x)⟩ on (i,x;w) ∈
R, the verifier accepts.

- δ-Soundness: A PIOP is δ-sound if for any unbounded adversary Adv and
any (i,x) /∈ L(R), Pr [⟨Adv(i,x),V(i,x)⟩ = 1] ≤ δ.

- δ-Knowledge Soundness: A PIOP is δ-knowledge-sound if there exists a PPT
oracle machine Ext (which can query all the oracle polynomials at arbitrary
points) such that for any adversary Adv and any (i,x)

Pr

[
b = 1 ∧ (i,x;w) /∈ R :

⟨Adv(i,x),V(i,x)⟩ = b

w← ExtAdv(i,x)

]
≤ δ

Remark 2.5. As shown in [CBBZ23, Lemma 2.3], any δ-sound PIOP for an oracle
relation R is δ-knowledge sound, if the witnesses of the relation R consist only
of polynomials provided as oracles in the statement.

We measure the efficiency of a PIOP according to the following metrics: the
running times TP and TV of prover and verifier, the number of rounds r, the
query complexity q (i.e., number of queries made by the verifier), the number of
oracles sent by the prover o, and the size s of the proof oracles (i.e., the sum of
length of all the polynomials sent by the prover).

Virtual oracles Following [CBBZ23], we use the notion of virtual oracles. For
an arithmetic function g, an oracle to g(Jp1K, . . . , JpkK) consists of the list of
oracles {Jp1K, . . . , JpkK} and the description of g. A query of a virtual oracle
g(Jp1K, . . . , JpkK) at any point x can be realized by querying each oracle JpjK on
some xj and then, given {yj = pj(xj)}, computing g(y1, . . . , yk).
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Sum-check protocol Let R be a ring, p : Rℓ → R be an ℓ-variate polynomial
of degree at most d in each variable. The sum-check (oracle) relation Rsum is
the set of tuples (y; p) (resp. ((y, JpK); p)) such that y =

∑
i∈{0,1}ℓ p(i). The sum-

check protocol [LFKN90], originally introduced for finite fields only, reduces for
the verifier V the problem of computing y to that of evaluating p at a point
(r1, . . . , rℓ) sampled from an exceptional set. Below we describe Πsum as either
an interactive proof or a PIOP. In our protocols, V might not be given (oracle
access to) p(r1, . . . , rℓ) directly, but rather enough information to compute that
on its own. For example, for p = fg + h, where V knows f , it might be given
(oracle access to) g(r1, . . . , rℓ) and h(r1, . . . , rℓ).

The sum-check protocol/PIOP Πsum for Rsum

for j = 1 to ℓ

P computes and sends gj(X)←
∑

i∈{0,1}ℓ−j p(r1, . . . , rj−1, X, i).

V sends rj ←$ S.

P sends p(r1, . . . , rℓ). (In the PIOP version: V queries JpK on (r1, . . . , rℓ)).

V accepts if the following checks are satisfied:

∀j ∈ [ℓ] : gj−1(rj−1) = gj(0) + gj(1), where g0(r0) = y

gℓ(rℓ) = p(r1, . . . , rℓ)

Theorem 2.6. Let S ⊆ R be an exceptional set. The PIOP for Rsum described
above has perfect completeness and δ-knowledge-soundness with δ = dℓ/|S|.

Proof. It follows from the soundness analysis in [CCKP19] and Remark 2.5. ⊓⊔

Polynomial commitments and compilation to SNARKs. In order to use
PIOPs in the real world one needs a polynomial commitment scheme. This is
cryptographic primitive that allows one to commit to a polynomial p and to
later convince a verifier that y = p(a) for the committed p. Compiling a PIOP
for relation R into a public-coin interactive argument of knowledge for the same
relation one consists of two steps: replace every oracle sent by the prover with a
commitment to the underlying polynomial, and replace every verifier’s query to
an oracle JpK at a point a with sending the actual value p(a) and proving its cor-
rectness w.r.t. the commitment of p by using the ⟨ProveEval,VerEval⟩ protocol.
To this standard compilation technique we add the observation that if we start
from a PIOP for an oracle relation R then we can easily build a (preprocessing)
commit-and-prove argument. For completeness we recall in appendix D the defi-
nitions of polynomial commitments and SNARKs, and we state the compilation
theorem along with its efficiency results.

3 Proof-friendly CKKS

Practical implementations of homomorphic encryption schemes such as CKKS
[CKKS17] and BGV [BGV12] commonly rely on reasonably specific arithmetic
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structures for efficiency, most often based on Residue Number Systems (RNS)
over polynomial rings that can be fully split and mapped to the product of
word-sized prime fields. Conversely, most proof systems techniques have different
arithmetic requirements, typically relying on larger (than word size) fields, for
soundness reasons. Aligning these constraints (without forgoing HE performance
or VC soundness) is an intricate task and often introduces substantial perfor-
mance overhead over entire constructions. Other challenges arise from operations
such as rescaling and mod switching procedures that change the computation
ring, which is not natively supported by most proof systems. In this work, our
first step is to define a proof-friendly version of full-RNS CKKS [CHK+19] that
avoids these issues in a close to optimal way. Specifically, we instantiate CKKS
with the following modifications, which are detailed later in this section.

1. The RNS arithmetic is implemented over rings that split into extension fields
of configurable degree d. This enables us to fulfill the requirements for sound-
ness but prevents the use of RNS with typical NTT-based arithmetic for fully
splitting rings. Instead, we implement RNS using incomplete NTTs [LS19],
which require asymptotically more expensive multiplications, but introduce
minimal overall overhead in practice. In fact, they have been shown to even
provide performance improvements for some use cases in the public-key cryp-
tography literature [TS24,AHKS22].

2. The scheme is entirely defined over a single ring Rq0 . Any operations that
would map to a ring different from Rq0 (e.g., modulus switching) have their
results embedded back into Rq0 . This embedding is defined with respect to
ideals of Rq0 that enables reducing the number of RNS components through-
out the computation, as usual in RNS-based HE implementations. We for-
malize this change via a slightly different CRT map (see Section 3.2).

3. Parameters are set up to allow for approximate rescalings and base decom-
positions, which are significantly faster to prove and verify.

3.1 Setting

Let N be a power of two and q0 =
∏L

i=0 pi for some integer L, such that each pi
is a prime in the format 2aN/d+ 1 for some odd integer a and suitable power-
of-two value d. Then, for each pi, the cyclotomic polynomial XN + 1 factors in
Zpi [X] into k = N/d irreducible factors

XN + 1 =

k−1∏
j=0

(Xd − ζ(2j+1)),

where ζ ∈ Zpi is a 2N/d-th primitive root of unity. By the Chinese Remainder

Theorem (CRT), the ring Rq0 := Zq0 [X]/(XN + 1) splits as Rq0 =
∏L

i=0 Rpi =∏L
i=0

(∏k−1
j=0 Ri,j

)
, with each Ri,j = Zpi

[X]/(Xd − ζ(2j+1)) being a field of size

pdi . By choosing an appropriate value for d, we have exceptional sets with enough
elements for soundness security. Notice that the size of the largest exceptional
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set in Rq0 is given by the size of its smallest field component. For example, d = 4
would be a safe choice for 32-bit primes. We refer to [LS19,TS24,AHKS22] and
Section 6 for details on efficient arithmetic over these rings.

3.2 CRT

For all 0 ≤ j ≤ L we define qj =
∏L−j

i=0 pi and in what follows we use l to
compactly denote l = L − j. Similarly, we define R := Z[X]/(XN + 1) and
Rqj = Zqj [X]/(XN + 1) for all 0 ≤ j ≤ L. Let ωj = (p0, p1, . . . , pl) be a CRT
base for qj and given a ∈ Rq0 , we define the inverse CRT map as follows:

CRT−1ωj
(a) :=

(
[a]p0

, [a]p1
, . . . , [a]pl

)
∈ Rl+1

q0 . (1)

Note that, in general, the inverse CRT for ωj would be defined as a map
Rq0 → Rp0 × . . . × Rpl

. We slightly modify this, by adding an embedding from
Rp0
× . . .×Rpl

to Rl+1
q0 . More precisely, our mapping looks like:

Rq0 → Rp0
× . . .×Rpl

↪→ Rl+1
q0

a 7→ a :=
(
[a]p0

, [a]p1
, . . . , [a]pl

)
↪→

(
a′⊺

0 , . . . ,a
′⊺
l

)
,

where a′⊺
i =

[
[a]pi

]
p0

,
[
[a]pi

]
p1

, . . . ,
[
[a]pi

]
pl

, 0 . . . , 0︸ ︷︷ ︸
j times

.

Let Qi = q0/pi and Q̂i =
[
(q0/pi)

−1]
pi

be the usual constants for CRT

recomposition, we define the generator of the ideal defining our embedding as
zl :=

∑l
i=0 QiQ̂i = CRT(1, . . . , 1︸ ︷︷ ︸

l+1 times

, 0, . . . , 0) ∈ Rq0 .

For each 0 ≤ j ≤ L, the CRT recomposition vector for a given a ∈ Rq0 is:

PWωl
(a) :=

([
aQ0Q̂0

]
q0
,
[
aQ1Q̂1

]
q0
, . . . ,

[
aQlQ̂l

]
q0

)
. (2)

For any a, b ∈ Rq0 , for any level j, the following equivalence holds

a · b · zl ≡ ⟨PWωl
(a),CRT−1ωl

(b)⟩ · zl (mod q0). (3)

This follows from a direct application of the CRT in the ideal defined by zl.

3.3 CKKS

Let q0 < q1 < · · · < qD−1 be a chain of moduli for a circuit of depth D and
(ω0, ω1, . . . , ωD−1) their respective CRT bases, χkey be the secret key dis-
tribution over R, and χerr, χenc be discrete Gaussian distributions over Rq0 .
Below we present our version of the CKKS scheme. Algorithms SecretKeyGen,
PublicKeyGen, Enc, Add, SAdd, and SMult are unchanged and thus omitted. For
a full description of CKKS as presented in [CKKS17], as well as the algorithms
mentioned above, see Appendix A.
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evk← KeySwitchGen(s, s2): For sk = (1, s), for i = 0, . . . , L, sample ai
$←− Rq0 ,

sample ei ← χerr. Compute bi = −ai · s+ ei +PWωL
(s2)[i] (mod q0). Recall

that l = L− j, for each level j ∈ {0, . . . , D − 1}, compute

evk := (evkj,0, evkj,1)← ((zlbi)i=0,...,l, (zlai)i=0,...,l) ∈
(
R2

q0

)l+1
.

Notice that all key switching keys are generated in Rq0 for all levels, but
we “manually” change levels by moving them to the ideals defined by zl.
In practice, zeroed RNS components do not need to be processed, yielding
similar performance as typical RNS implementations.

µ+ e′ ← Dec(sk, ct): Given a ciphertext ct ∈ Rq0 for some level j, parse (c0, c1) =
ct. Output the CRT recomposition of the first l = L−j components of ⟨ct, sk⟩,
namely CRTωj

(⟨ct, sk⟩).

(d0, d1, d2)← PreMult(ct0, ct1, j): For some level j ∈ {0, . . . , D − 1}, compute

(d0, d1, d2) := (ct0[0] · ct1[0], ct0[0] · ct1[1] + ct1[0] · ct0[1], ct0[1] · ct1[1]), (4)

as an element of R3
q0 . Then, we perform the key switching as follows.

ct′ ← KeySwitch(evk, ct = (d0, d1, d2)): output ct′ = (c′0, c
′
1) where

c′i := di + ⟨CRT−1ωj
(d2), evkj,i⟩ ∈ Rq0 , i = 0, 1. (5)

ct′′ ← Rescale(ct′, j): Let ct′ = (c′0, c
′
1), and p−1l = [qj+1/qj ]qj+1

· zl ∈ Rq0 .

We re-scale by computing ct′′ := (c′′0 , c
′′
1) ∈ R2

q0 as follows

c′′i :=
(
c′i − [c′i]pl

)
p−1l ∈ Rq0 , i = 0, 1. (6)

3.4 Noise analysis

In principle, the noise analysis for our version of CKKS is the same as for usual
instantiations of the scheme [CKKS17,CCH+24,KPP22,CHK+19]. However, to
accelerate range proofs, we also allow for approximate versions of the rescaling
and key switching procedures. The computation itself remains unchanged but,
as we discuss in Section 4.1, we relax the proven statements as follows:

1. In the key switching: Instead of computing CRT−1ωj
, the prover could compute

some other decomposition that still recomposes correctly with the factors of
PW (as in Equation 3), but for which the decomposed values are bounded
by some slightly larger constant M such that max(pi) ≤M ≤ 2max(pi).

2. In the rescaling: Instead of computing [c′1]pl
, it computes [c′1]pl

± u · pl, for
some u ∈ Rq0 such that ∥u∥∞ ≤ 1.

These relaxations allow a malicious prover to introduce some additional noise to
the results of these procedures. This noise, however, only increases the original
noise of each procedure by a factor of at most 2. We detail this analysis and
prove this bound in Appendix B.



Verifiable Computation for Approximate Homomorphic Encryption Schemes 13

4 PIOP for CKKS

We present a PIOP for proving a computation over CKKS ciphertexts. We begin
by characterizing this as a combination of an arithmetic circuit and range checks.
Then in Sections 4.2 and 4.3 we construct PIOPs for these two relations.

4.1 Relations for computations on CKKS ciphertexts

To arithmetize an HE computation, we think of it as being organized in mul-
tiplicative layers, where each layer consists of independent homomorphic mul-
tiplications. We denote by D the depth of the HE circuit, i.e., the number of
multiplicative layers, and byW the width, i.e., the number of multiplication gates
within the same layer. For ease of presentation we assume that all layers have
the same width W , except for the output layer l = D−1, whose width is out, the
number of ciphertexts output by the HE circuit. Also, we denote by in the num-
ber of input ciphertexts, the width of layer 0. Layer l = 0, . . . , D−1 takes inputs

(c(i))i=0,...,l, with c(i) = (c
(i)
0 , c

(i)
1 ) ∈ R2W

q , that are either the circuit’s inputs c(0)

or outputs of previous layers, and it outputs c′′(l+1) = (c
′′(l+1)
0 , c

′′(l+1)
1 ) ∈ R2W

q .
For simplicity, we assume that the final circuit’s outputs only come from the out-
puts of the last layer. Without loss of generality, we assume that the first part
of the layer performs linear operations and then pre-multiplication.5 Thus it can

be described by vectors of quadratic polynomials Q
(l)
0 ,Q

(l)
2 : RlW+in

q → RW
q and

Q
(l)
1 : R

2(lW+in)
q → RW

q such that

(d
(l)
0 ,d

(l)
1 ,d

(l)
2 ) =

(
Q

(l)
0 (c

(l)
0 , . . . , c

(0)
0 ),Q

(l)
1 (c

(l)
0 , c

(l)
1 , . . . , c

(0)
0 , c

(0)
1 ),Q

(l)
2 (c

(l)
1 , . . . , c

(0)
1 )

)
(7)

Next is the key-switching, which takes the values d
(l)
0 ,d

(l)
1 ,d

(l)
2 to compute

c
′(l)
b = d

(l)
b + ⟨evkl,b,CRT−1ωl

(d
(l)
2 ), ⟩ b = 0, 1, (8)

where the vector evkl,b ∈ RL+1−l
q is constant to the circuit. Since we cannot

prove eq. (8) algebraically due to the modular reductions within CRT−1ωl
, we use

non-determinism and introduce values w
(l)
ks,0, . . . ,w

(l)
ks,L−l ∈ RW

q such that c
′(l)
b =

d
(l)
b +

∑L−l
i=0 evkl,b[i] ·w(l)

ks,i, with b = 0, 1 or, more compactly, using eq. (7) we de-

rived for d
(l)
0 and d

(l)
1 , we can write c

′(l)
b = Q

(l)
b ((∪bb′=0c

(i)
b′ )

l
i=0)+L

(l)
b ((w

(l)
ks,i)

L−l
i=0 ),

b = 0, 1, for linear polynomials L
(l)
b : RW×L−l

q → RW
q that encode the in-

ner product by evkl,b for b = 0, 1. To ensure that the non-deterministic inputs

w
(l)
ks,0, . . . ,w

(l)
ks,L−l are indeed CRT−1ωl

(d
(l)
2 ), we must ensure that their compo-

nents are in the correct range and that they recompose to d
(l)
2 , i.e.∥∥∥w(l)

ks,i

∥∥∥
∞

< pi, i ∈ [L+ 1− l]. (9)

5 We assume that we do not perform noise-maintenance operations after linear oper-
ations.
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d
(l)
2 −

L−l∑
i=0

PWωl
(1)[i] ·w(l)

ks,i = 0, (10)

where the vector PWωl
(1) is constant to the circuit. Using the equations 7 for

d
(l)
0 ,d

(l)
1 ,d

(l)
2 , then the system of equations 10 can be rewritten as:

Q
(l)
2 ((c

(i)
1 )li=0)− L

(l)
2 (w

(l)
ks,0, . . . ,w

(l)
ks,L−l) = 0 (11)

for a linear polynomial L
(l)
2 : RW×L−l

q → RW
q defined by the inner product by

PWωl
(1). The values c

′(l)
0 , c

′(l)
1 are then inputs to the re-scaling procedure:

c
′′(l+1)
b = (c

′(l)
b − [c

′(l)
b ]pL−l

)p−1L−l, b = 0, 1 (12)

where p−1L−l is a constant in Rq. Again one proves eq. 12 using non-determinism.

We introduce inputs w
(l+1)
quot,0,w

(l+1)
quot,1,w

(l)
rmd,0,w

(l)
rmd,1 ∈ RW

q such that, for b = 0, 1

w
(l+1)
quot,b =

(
Q

(l)
b ((∪b

′

b′=0c
(i)
b′ )

l
i=0) + L

(l)
b ((w

(l)
ks,i)i∈[L+1−l])−w

(l)
rmd,b

)
p−1L−l, (13)

with the conditions that∥∥∥w(l+1)
quot,0

∥∥∥
∞
,
∥∥∥w(l+1)

quot,1

∥∥∥
∞

< q/pL−l (14)∥∥∥w(l)
rmd,0

∥∥∥
∞
,
∥∥∥w(l)

rmd,1

∥∥∥
∞

< pL−l. (15)

The values w
(l+1)
quot,0,w

(l+1)
quot,1 are the outputs of the layer.

To summarize, the correct computation of layer l is characterized by the
algebraic checks in eq. 11 and eq. 13, and the range checks of eq. 9, eq. 14 and
eq. 15. We can compactly describe the algebraic part with a quadratic circuit

checkC(l)
(
(c(i))li=0, (w

(l)
ks,i)

L−l
i=0 , (w

(l)
rmd,b)b=0,1, (w

(l+1)
quot,b)b=0,1

)
= 0. The fact that

the output of each layer is input to the next layer allows arranging the whole
computation into a single, flattened, quadratic polynomial that is the parallel
execution, for l = 0, . . . , D − 1, of

C(l)
(
(c(0), (w

(i)
quot,)

l
i=1), (w

(l)
ks,i)

L−l
i=0 , (w

(l)
rmd,b)b=0,1, (w

(l+1)
quot,b)b=0,1

)
.

We compactly denote this polynomial withC(x,wks,wrmd,wquot,y), where x :=

{c(0)b }b, wks := {w(l)
ks,i}i,l, wrmd := {w(l)

rmd,b}l,b, wquot := {w(l)
quot,b}l<D,b, y =

{w(D)
quot,b}b. On the other hand, the range constraints can be verified separately.

Optimizations. For the range constraints, we can use the following optimization.
In eq. 9 we can take the bound to be 2ui , where ui is such that 2ui−1 < pi < 2ui .

Correctness of the values w
(l)
ks,i is still guaranteed by the recomposition check in

eq. 11. Given our specific choice of the RNS primes pi (Sec. 6), there is a single
u that satisfies the above inequalities for all pi. This is particularly useful, as we
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can use a single batched range proof for all the elements (w
(i)
ks,0, . . . ,w

(i)
ks,L−i)

D
i=1.

The same optimization can be used for the constraints in eq. 15. Note that, the

values w
(l)
rmd,b will still give a small representative of [c

′(l)
b ]pL−l

in Rq, namely

w
(l)
rmd,b = [c

′(l)
b ]pL−l

+ k · pL−l with k ∈ {0,±1}. This will only affect the noise by
a small factor, as shown in Sec. 3.4 and Appendix. B.

PIOP for RCKKS We present the relation for a computation on CKKS ci-
phertexts including the above optimization to do a single range check on all the
values that share the same bound. Specifically, we define the following oracles:

- Jx̃K for the MLE of x := c
(0)
0 ∥c

(0)
1 ;

- JỹK, for the MLE of y := w
(D)
quot,0∥w

(D)
quot,1;

- Jw̃2uK for the MLE ofw2u := w
(1)
ks,0∥ . . . ∥w

(D−1)
ks,0 ∥w(1)

rmd,0∥w
(1)
rmd,1∥ . . . ∥w

(D−1)
rmd,0 ∥w

(D−1)
rmd,1 ;

- Jw̃lK for the MLE of wl := w
(l)
quot,0∥w

(l)
quot,1, for l = 1, . . . , D − 1;

The relation that describes a computation of depth D on CKKS ciphertexts is:6

RCKKS =
{
(C, (Jx̃K, Jw̃2uK, {Jw̃lK}Dl=1, JỹK); (x,w2u , {wl}Dl=1,y)) :

C(x,w2u , {wl}Dl=1,y) = 0 ∧ ∥w2u∥∞ < 2u ∧
D−1∧
l=1

∥wl∥∞ < q/pL−l−1 ∧ ∥y∥∞ < q/pD−1

}

Finally, we give a PIOP for RCKKS , which relies on PIOPs for the relations

Rrange = {(i,x;w) := (B, Jw̃K;w) : |w| < B}
RAC = {(i,x;w) := (C, (Jx̃K, JỹK, Jw̃K); (x,w)) : C(x,y;w) = 0}

PIOP ΠCKKS for (i,x;w) ∈ RCKKS

P and V run ΠAC for (C, (Jx̃K, JỹK, Jw̃2uK, {Jw̃lK}D−1
l=1 );x,y,w2u , {wl}D−1

l=1 ) ∈ RAC

P and V run Πrange for (2u, Jw̃2uK;w2u) ∈ Rrange and (q/pD−1, JỹK;y) ∈ Rrange

For l = 1, . . . , D − 1,

P and V run Πrange for (q/pL−l−1, Jw̃lK;wl) ∈ Rrange.

Remark 4.1. (Automorphisms) The homomorphic evaluation of Galois automor-
phism is often seen as a challenging operation to prove due to its reliance on key
switchings. Since we show how to prove key switching efficiently, the main chal-
lenge is solved. It remains to show that we are able to prove the (plaintext)
automorphisms themselves. For completeness, we recall the Rotate algorithm
in Appendix A. Here we give a high level idea how to use our techniques for
arithmetizing the automorphism operation. Let (c0, c1) ∈ R2

q . An automorphism
indexed by a ∈ Z∗2N acts on the ciphertexts as (c0(X

a), c1(X
a)) ∈ R2

q . Notice
that this is not an algebraic operation over the ring Rq, as it involves the coef-
ficients of the ciphertexts. To prove it, we use a decomposition technique that

6 The range check on y can be removed when y is known to the verifier.
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we will employ later in Sec. 4.3 in our range proof. First, the prover inputs non-
deterministic elements (waut,0,waut,1) ∈ R2N

q , claimed to be the vectors whose
components are the coefficients of c0, c1, seen as degree-0 polynomials. Then it
computes

c′i := Pa ·waut,i ∈ RN
q , i = 0, 1

where Pa ∈ RN×N
q is the matrix defined by Xa. Finally, it re-composes the

vectors c′0, c
′
1 to obtain elements c′0 ∈ Rq and c′1 ∈ Rq that correspond to c0(X

a)
and c1(X

a). This is an algebraic operation over Rq. To summarize, proving an
automorphism reduces to two relations, namely an arithmetic circuit relation
given by the multiplication by Pa, the re-composition procedure and a relation
similar to Rdecomp in Sec. 4.3, that decomposes an element in Rq into an array
of coefficients interpreted as degree-0 elements.

4.2 PIOP for RAC

ΠAC , our PIOP for the arithmetic relation RAC , is based on an optimized PIOP
version of the GKR protocol [GKR08,GKR15]. Towards building ΠAC , we first
describe RAC as a circuit consisting of the four following layers:

- Layer 3 consists of the input ciphertexts to the VC scheme, together with the
non-deterministic inputs provided by the prover. These non-deterministic in-
puts include all intermediate ciphertexts that result from HE multiplication,
as well as the claimed output HE ciphertexts.

- Layer 2 has the outputs of a series of inner product gates. These gates en-
code any linear operations performed on the input and/or intermediate ci-
phertexts, together with the subsequent pre-multiply step of CKKS, i.e. the
quadratic polynomials Q0,Q1 and Q2 from Section 4.1.

- Layer 1 contains the outputs of the key-switching procedure.
- Layer 0 are the output wires, which are hardcoded to 0 for satisfiability of
the “base decomposition consistency” and “rescaling consistency” gates.

NOTATION:

- We use #(x) to denote ⌈log2(|x|)⌉ for a set of wires x.
- By abuse of notation, we use d2 (resp. c′) to refer to the set of wires holding such
values, i.e. such output of the premultiply (resp. key switching) step.

- d01 refers to the set of wires holding values d0, d1, i.e. such output of premultiply.
- IP refers to the wires holding the non-deterministic prover inputs. BD refers to
the subset of IP containing the base decomposition of d2 values. quot refers to the
“quotients” in the rescaling step, i.e. the outputs of the HE rescaling operation.

- We use in (resp. out) to refer to the wires holding the encrypted inputs (resp.
outputs) of the verifiable computation system.

- aux refers to all the non-deterministic prover inputs which are not outputs, i.e.
aux = IP \ out. In particular, it consists of the set of wires aux, 2u (for values
< 2u) and, for j = 0, . . . , D − 1, sets aux, j (for values < q/qL−j−1).

- Vi(x) (resp. VS(x)) refers to the value on wire x of layer i (resp. the set S).
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As in standard GKR, we will reduce a claim about the output layer to claims
about the input layer by making use of sum-check. In more details, we introduce
RAC-optimized layer consistency equations which relate a claim about the MLE
of the values on some layer to a claim about the MLEs of values in previous
ones. Eventually, all of these claims are reduced to claims that can be checked
by querying the oracles present in RAC .

Layer consistency equations The consistency of the output layer with pre-
vious ones is described in Equation (16). Towards this, we introduce new predi-
cates for the consistency of rescaling and base decomposition. Two thirds of the
evaluations of Ṽ0(Z) in the boolean hypercube correspond to rescaling (one for
c′0, another for c

′
1) and the other third to the base decomposition. For a relation

c′′b =
(
c′b − [c′b]pl

)
p−1l , b ∈ {0, 1} we call c′′b the quotient and [c′b]pl

the remainder.

The layer consistency equation for this layer is:

0 = Ṽ0(Z) =
∑

x∈{0,1}#(c′),y∈{0,1}#(IP )

t∈{0,1}#(d2)

(
r̃escon1(Z,x) · Ṽ1(x) + r̃escon3(Z,y) · Ṽ3,IP (y)

+ b̃dcon2(Z, t) · Ṽ2,d2
(t) + b̃dcon3(Z,y) · Ṽ3,IP (y)

)
. (16)

where predicates rescon1, rescon3, bdcon2, bdcon3 are 0 everywhere except
in the following cases

rescon1(z,x) = 1, if wire x holds the z-th c′ value.

rescon3(z,y) = −1, if wire y holds the z-th remainder.

rescon3(z,y) = −pl, if y belongs to the l-th HE layer and holds the z-th quotient.

bdcon2(z, t) = 1, if wire t holds the z-th d2 value.

bdcon3(z,y) = −PWωl
(1)[i], if y belongs to the l-th HE layer and holds the i-th

decomposition of the z-th d2 value.

Consistency between layer 1 (which contains the outputs of key switching)
and both the outputs of pre-multiply (in layer 2) together with the base decom-
position of d2 values is described as follows:

Ṽ1(Z) =
∑

x∈{0,1}#(d01),y∈{0,1}#(BD)

(
ãdd(Z,x) · Ṽ2,d01

(x) + ẽvk(Z,y) · Ṽ3,BD(y)
)
.

(17)

The corresponding predicates add (resp. evk) appear in Equation (27) (resp.
Equation (28)) Appendix E.1.

Finally, consistency between layers 2 and 3 can be done through the predi-
cate for inner products Xmult(z,x,y) from [LXZ21] (see Equation (29) in Ap-
pendix E.1). Notice how, given the “flattened” version of the HE circuit these
inner products are enough to verify its satisfiability.
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Ṽ2(Z) =
∑

x∈{0,1}#(in),u∈{0,1}#(quot)

y∈{0,1}#(in),v∈{0,1}#(quot)

(
X̃mult(Z,x,y) · Ṽin(x) · Ṽin(y)+

X̃mult(Z,u,v) · Ṽ3,quot(u) · Ṽ3,quot(v) + X̃mult(Z,x,v) · Ṽin(x) · Ṽ3,quot(v)
)
.

(18)

Progressing through the layers The ΠAC PIOP starts by invoking the sum-
check protocol (not the PIOP) on Equation (16) and moving towards layer 3.
At the end of the execution of the sum-check for each of the layer consistency
equations, P sends to V what it claims are {ṼSj

(rj)}j , for random sum-check
challenges rj and the relevant sets of wires Sj in that equation.

After executing sum-check on Equation (17) and before executing it on Equa-
tion (18), we need to reduce claimed values Ṽ2,d01

(r01) (from the sum-check on

Equation (17)) and Ṽ2,d2(r2) (from sum-check on Equation (16)) into a claim

about Ṽ2(Z). In order to do this, we follow the approach from [ZLW+21]. For a
set S among {d01, d2}, define predicates C2,S(Y, Z) as follows:

C2,S(y, z) =

{
1, if wire y in V2,S is the z-th wire in V2.

0, otherwise.

V samples s01, s2 ←$ S so as to randomly combine P’s claims. Now, by running
the sum-check protocol on Equation (19), P ends by claiming an evaluation Ṽ2(s)
(for a random sum-check challenge s ←$ S#(V2)) which can be substituted into
Equation (18) so as to advance towards the input layer.

s01Ṽ2,d01
(r01) + s2Ṽ2,d2

(r2) =

s01
( ∑
z∈{0,1}#(V2)

C̃2,d01(r01, z)Ṽ2(z)
)
+ s2

( ∑
z∈{0,1}#(V2)

C̃2,d2(r2, z)Ṽ2(z)
)
=

∑
z∈{0,1}#(V2)

Ṽ2(z)
(
s01C̃2,d01(r01, z) + s2C̃2,d2(r2, z)

)
. (19)

After executing the sum-check protocol on Equation (18), we still need to
match the syntax of ΠAC given in ΠCKKS . Hence, we want to reduce claims
Ṽ3,quot(rquot), Ṽ3,quot(r

′
quot), Ṽ3,BD(rBD) and Ṽ3,IP (rIP ) to claims aboutD+1 or-

acles: JṼoutK for the claimed ciphertext outputs, JṼaux,2uK for all non-deterministic
inputs from the prover that need to be proven smaller than 2u and finally, for
j = 1, . . . , D−1, JṼaux,jK for non-deterministic inputs from the prover that need
to be proven smaller than q/qL−j−1 . We generalize the strategy from [ZLW+21]
that we applied in layer 2 so that we can reduce claims about sets Si into sets
Tk as long as (∪iSi) ⊆ (∪kTk). In our concrete situation, notice that out and
aux are disjoint sets of wires which contain quot ∪BD ∪ IP . For a set S among
{quot, BD, IP} and j ∈ {1, . . . , D − 1} ∪ {2u} we define predicates:

Ca,j,S(y, z) =

{
1, if wire y in VS is the z-th wire in Vaux,j .

0, otherwise.
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Co,S(y, t) =

{
1, if wire y in VS is the t-th wire in Vout.

0, otherwise.

V samples squot, s
′
quot, sBD, sIP ←$ S, so that P and V execute the sum-check

PIOP on Equation (20) to obtain the reduction we are looking for. We write
Ca,j,q instead of Ca,j,quot due to space constraints.

squotṼ3,quot(rquot) + s′quotṼ3,quot(r
′
quot) + sBDṼ3,BD(rBD) + sIP Ṽ3,IP (rIP ) =∑

x∈{0,1}#(aux,2u)

Ṽaux,2u(x) ·
(
sBDC̃a,2u,BD(rBD,x) + sIP C̃a,2u,IP (rIP ,x)

)
+

D−1∑
j=1( ∑

zj∈{0,1}#(aux,j)

Ṽaux,j(zj) ·
(
squotC̃a,j,q(rquot, zj) + s′quotC̃a,j,q(r

′
quot, zj) + sIP C̃a,j,IP (rIP , zj)

))
+

∑
t∈{0,1}#(out)

Ṽout(t) ·
(
squotC̃o,quot(rquot, t) + s′quotC̃o,quot(r

′
quot, t) + sIP C̃o,IP (rIP , t)

)
.

(20)

Putting all of the above together, we obtain ΠAC , the PIOP for RAC . The
witness w is formed by Ṽaux,2u and {Ṽaux,j}D−1j=0 . The statement x consists of

pointers to the input and output oracles JṼinK, JṼoutK as well as the witness
JṼaux,2uK, {JṼaux,jK}D−1j=1 . The index i consists of oracles to all the wiring predi-

cates we have introduced, namely Jr̃escon1K, Jr̃escon3K, Jb̃dcon2K, Jb̃dcon3K, JãddK,
JẽvkK, JX̃multK, JC̃2,d01

K, JC̃2,d2
K, {JCa,j,qK, JCa,j,IP K}D−1j=1 , JCa,2u,BDK, JCa,2u,IP K, JCo,quotK

and JCo,IP K. Due to space constraints, the precise ΠAC protocol and the proof
of the following theorem appear in Appendix E.1.

Theorem 4.2. Let S ⊆ Rq be an exceptional set. Let Πsum be a PIOP for
Rsum. Then ΠAC is a PIOP for RAC with perfect completeness and knowledge
soundness error O(|C|/|S|).

4.3 A PIOP for range checks

We present a PIOP for proving that a polynomial is the multilinear extension of
a vector of elements from the ring Rq := Zq[X]/(XN +1) whose coefficients are
all in the range [0, B − 1]. Here we assume that B is a power of 2. At the end of
the section we discuss how to deal with the more general case.

We model range checks as a table lookup and thus we construct a PIOP for
the indexed oracle relation

Rrange = {(i,x;w) = (TB , JṽK; ṽ) : ∀i ∈ {0, 1}ℓ ṽ(i) ∈ TB} (21)

where ṽ is a multilinear polynomial in Rq[X1, . . . , Xℓ], and TB is the table con-
taining all the elements of Rq with coefficients in [0, B − 1]. TB has BN entries
that we index by tuples (idx1, . . . , idxN ) ∈ [0, B−1]N such that TB [idx1, . . . , idxN ] =∑N

j=1 idxj ·Xj−1 ∈ Rq.
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Below we present the idea of the construction, which is an extension of Lasso’s
techniques for table lookups [STW24] to polynomial rings.

Decomposing TB. Let B = 2b, N = 2ν , let c = 2γ be an integer such that c | b
and β = B1/c. Let dig

(β)
k (idx) be the function that on input an integer idx returns

the k-th digit of its base-β decomposition, i.e., idxk such that idx =
∑

k idxkβ
k−1.

Let to-int(j) be the function that on input a binary vector j returns the integer∑
k jk2

k−1. We state the following lemma which shows how to “decompose” a
lookup into TB into c ·N lookups in the smaller tβ = {0, . . . , β − 1} of size β.

Lemma 4.3. Let ṽ ∈ Rq[X1, . . . , Xℓ] and tβ = {0, . . . , β − 1}. Then ∀i ∈
{0, 1}ℓ, ṽ(i) ∈ TB iff ∃h̃ ∈ Rq[X1, . . . , Xℓ+ν+γ ] such that

∀i ∈ {0, 1}ℓ : ṽ(i) =
∑

j∈{0,1}ν
k∈{0,1}γ

h̃(i, j,k) ·Xto-int(j) · βto-int(k) (22)

∀i ∈ {0, 1}ℓ, j ∈ {0, 1}ν ,k ∈ {0, 1}γ : h̃(i, j,k) ∈ tβ (23)

The proof of the lemma follows from the observation that every element of TB

can be expressed as the following combination of elements of tβ .

TB [idx1, . . . , idxN ] =

N∑
j=1

idxj ·Xj−1 =

N∑
j=1

c∑
k=1

dig
(β)
k (idxj) · βk−1 ·Xj−1

=

N∑
j=1

c∑
k=1

tβ [dig
(β)
k (idxj)] ·Xj−1 · βk−1

Let p̃β,N be the multilinear polynomial such that ∀j ∈ {0, 1}ν ,k ∈ {0, 1}γ :
p̃β,N (j,k) = Xto-int(j) · βto-int(k). We can use Lemma 4.3 to derive

(TB , JṽK; ṽ) ∈ Rrange ⇐⇒ ∃h̃ : (p̃β,N , (JṽK, Jh̃K); (ṽ, h̃)) ∈ Rdecomp

∧ (tβ , Jh̃K; h̃) ∈ Rrange

where Rdecomp = { (i,x;w) = (Jp̃β,N K, (JṽK, Jh̃K); (p̃β,N , ṽ, h̃)) :

∀i ∈ {0, 1}ℓ ṽ(i) =
∑

(j,k)∈{0,1}ν+γ

h̃(i, j,k) · p̃β,N (j,k)
}

and to construct the following PIOP.

PIOP Πrange for (TB , JṽK; ṽ) ∈ Rrange

P computes the multilinear polynomial h̃ as the decomposition of ṽ according to equa-
tion (22), and sends Jh̃K

P and V run

a PIOP Πdecomp for (Jp̃β,N K, (JṽK, Jh̃K); (p̃β,N , ṽ, h̃)) ∈ Rdecomp

a PIOP Πβ
range for (tβ , Jh̃K; h̃) ∈ Rrange.
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Theorem 4.4. Let Πdecomp (resp. Πβ
range) be a PIOP for Rdecomp (resp. Rrange)

with perfect completeness and knowledge error δdecomp (resp. δrange). Then Πrange

is a PIOP with perfect completeness and knowledge error δdecomp + δrange.

The proof is immediate by definition of Rrange and by the fact that the two

PIOPs share the oracle Jh̃K. Therefore, we continue by showing a PIOP Πdecomp

for Rdecomp, and a PIOP for Rrange, dubbed Πβ
range, in which the table in the

index only contains elements of Zq (precisely in [0, β − 1]).

PIOP for Rdecomp. To check that two multilinear polynomials ṽ, h̃ satisfy equa-
tion (22), the verifier samples a random challenge ri ←$ Sℓ and we use the
sum-check protocol to show that ṽ(ri) =

∑
(j,k)∈{0,1}ν+γ h̃(ri, j,k) · p̃β,N (j,k).

PIOP Πdecomp for (Jp̃β,N K, (JṽK, Jh̃K); (p̃β,N , ṽ, h̃)) ∈ Rdecomp

V sends a random challenge ri ←$ Sℓ

P sends yv = ṽ(ri)

Define the virtual oracle Jp∗K = Jp̃β,N K · Jh̃′K where

h̃′(Xℓ+1, . . . , Xℓ+ν+γ) = h̃(ri, Xℓ+1, . . . , Xℓ+ν+γ)

P and V run the sum-check PIOP for ((yv, Jp∗K); p∗) ∈ Rsum where V answers any
query to h̃′(rj , rk) with a query to h̃(ri, rj , rk).

// Alternatively, if a O(c ·N) cost is affordable by V, V can compute p̃β,N (rj , rk) on its own.

Theorem 4.5. Let S ⊆ Rq be an exceptional set. Πdecomp is a PIOP for Rdecomp

with perfect completeness and knowledge error (ℓ+ 2ν + 2γ)/|S|.

For lack of space the proof is in Appendix E.2.

PIOP for lookup in tβ. To prove that a multilinear polynomial h̃ satisfies

equation (23), that is a lookup of h̃ into tβ , we present a protocol based on a
simplification of Spartan’s memory checking techniques [Set20].

First, we state the following lemma which reduces the lookup relation into
an equality of multisets. See Appendix E.2 for the proof.

Lemma 4.6. Let q > 2ℓ
∗
, let h̃ be an ℓ∗-variate multilinear polynomial over Rq,

and let t̃β be the MLE of a table of size β = 2b/c whose elements are all distinct.

Then we have that ∀i ∈ {0, 1}ℓ∗ h̃(i) ∈ {t̃β(j) : j ∈ {0, 1}b/c} if and only if
there exist polynomials read ts ∈ Rq[X1, . . . , Xℓ∗ ], final cts ∈ Rq[X1, . . . , Xb/c]
such that WS = RS ∪ S where

WS = {(t̃β(j), 0) : j ∈ {0, 1}b/c} ∪ {(h̃(i), read ts(i) + 1) : i ∈ {0, 1}ℓ
∗
}

RS = {(h̃(i), read ts(i)) : i ∈ {0, 1}ℓ
∗
}

S = {(t̃β(j), final cts(j)) : j ∈ {0, 1}b/c}

Following the lemma above, the PIOP prover builds the multilinear polyno-
mials read ts, final cts and aims to convince the verifier that WS = RS ∪ S. To
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prove this multiset equality, the verifier sends random challenges σ, τ ←$ S, the
prover computes and proves

WS =

WSt︷ ︸︸ ︷∏
j∈{0,1}b/c

(t̃β(j)− τ)

WSh︷ ︸︸ ︷∏
i∈{0,1}ℓ∗

(h̃(i) + σ(read ts(i) + 1)− τ) (24)

RS =
∏

i∈{0,1}ℓ∗
(h̃(i) + σ · read ts(i)− τ) (25)

S =
∏

j∈{0,1}b/c
(t̃β(j) + σ · final cts(j)− τ) (26)

and the verifier checks that WSt ·WSh = RS ·S. Finally, to prove the correctness
of each of these four values, we use Quark’s grand product technique.

Lemma 4.7 (Grand product Lemma [SL20]). P =
∏

i∈{0,1}ℓ v(i) if and
only if there exists a multilinear polynomial f in ℓ + 1 variables such that
f(1, . . . , 1, 0) = P , and ∀i ∈ {0, 1}ℓ it holds f(0, i) = v(i) and f(1, i) =
f(i, 0) · f(i, 1),∀i ∈ {0, 1}ℓ.

In Fig. 1 we give a full specification of the PIOP for Rrange where ℓ∗ = ℓ+
ν+γ. Given a vector x = (x1, . . . , xm), we denote by x′ the vector (x2, . . . , xm).

Theorem 4.8. Let S ⊆ Rq be an exceptional set. The PIOP for Rrange has
perfect completeness and has knowledge error O((2ℓ

∗+b/c)/|S|).

In Appendix E.2 we give the proof of the theorem and we provide a detailed
efficiency analysis of Πβ

range.

Efficiency of Πrange. The efficiency of the PIOP Πrange is that of Πβ
range (in-

stantiated with ℓ∗ = ℓ + ν + γ) with the following additional costs stemming
from Πdecomp. To summarize:

- the number of rounds is r = max(ℓ+ ν + γ, b/c) + 2;
- the prover sends o = 7 oracles for a total size s = 2ℓ+ν+γ+1 + 3 · 2b/c;
- the proving time is TP = O(2ℓ+ν+γ + 2b/c);
- the verifier time is TV = O(ℓ+ ν + γ + b/c);
- the number of verifier’s queries is q = 25, which includes the 22 queries of
Πβ

range plus the queries ṽ(ri), h̃(ri, rj , rk) and p̃β,N (rj , rk) in Πdecomp.
7

Arbitrary bounds The PIOP Πrange assumes the bound B to be a power of
two. To model arbitrary integer bounds, we can use standard techniques from
literature, see e.g. [CCs08], to reduce them to the one with a power-of-two bound.
Let 2u−1 < B < 2u, then for an integer x:

x ∈ [0, B) ⇐⇒ x ∈ [0, 2u) ∧ x−B + 2u ∈ [0, 2u).

Thus a statement (TB , JṽK; ṽ) ∈ Rrange for a non-power-of-two bound B is equiv-
alent to checking (T2u , JṽK; ṽ) ∈ Rrange ∧ (T2u , JṽK−B + 2u; ṽ) ∈ Rrange.
7 The oracle Jp̃β,N K is part of the index.
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PIOP Πβ
range for (tβ , Jh̃K; h̃) ∈ Rrange

1: P constructs the multilinear polynomials read ts, final cts that encode the counters

of the memory accesses when reading the values {h̃(i) : i ∈ {0, 1}ℓ
∗
} from the

memory {t̃β(j) : j ∈ {0, 1}b/c}, and sends Jread tsK, Jfinal ctsK.

V replies with random σ, τ ←$ S.

2: P constructs multilinear polynomials f
(1)
WSh

, f
(1)
RS , f

(1)
WSt

, f
(1)
S such that

∀i ∈ {0, 1}ℓ
∗
: f

(1)
α (i) = f

(i1)
α (i′, 0) · f (i1)

α (i′, 1) for α = WSh,RS

∀j ∈ {0, 1}b/c : f
(1)
α (j) = f

(j1)
α (j′, 0) · f (j1)

α (j′, 1) for α = WSt, S

where for a given i ∈ {0, 1}m, i′ denotes (i2, . . . , im), and the polynomials f
(0)
α are

f
(0)
WSh

= h̃+ σ · (read ts+ 1)− τ, f
(0)
RS = h̃+ σ · read ts− τ ,

f
(0)
WSt

= t̃β − τ, f
(0)
S = t̃β(j) + σ · final cts− τ .

P sends Jf (1)
WSh

K, Jf (1)
RS K, Jf (1)

WSt
K, Jf (1)

S K.

V replies with random χ←$ S, ρ←$ Sℓ∗ , ξ ←$ Sb/c.

3: P and V run sum-check PIOPs for ((0, Jh∗K);h∗) ∈ Rsum and ((0, Jt∗K); t∗) ∈ Rsum

where Jh∗K, Jt∗K are the virtual oracles: // see below for the definition of g

Jh∗K = gχ,ρ

(
Jh̃K + σ · (Jread tsK + 1)− τ, Jh̃K + σ · Jread tsK− τ, Jf (1)

WSh
K, Jf (1)

RS K
)
,

Jt∗K = gχ,ξ

(
Jt̃βK− τ, Jt̃βK + σ · Jfinal ctsK− τ, Jf (1)

WSt
K, Jf (1)

S K
)

V queries Jf (1)
WSh

K, Jf (1)
RS K, Jf (1)

WSt
K, Jf (1)

S K on (1, 0) and checks if

f
(1)
WSt

(1, 0) · f (1)
WSh

(1, 0) = f
(1)
RS (1, 0) · f (1)

S (1, 0)

Function gχ,ρ(f
(0)
1 , f

(0)
2 , f

(1)
1 , f

(1)
2 )

fk ← (1−X0) · f (0)
k +X0 · f (1)

k , k = 1, 2

return (f1(1,X)− f1(X, 0) · f1(X, 1) + χ · (f2(1,X)− f2(X, 0) · f2(X, 1))) · ẽq(ρ,X)

Fig. 1: Construction of the PIOP Πβ
range

5 Multilinear Polynomial Commitments for CKKS Rings

To compile our PIOP into an argument system (cf. Section 2.2), we need a poly-
nomial commitment for multilinear polynomials in Rq[X1, . . . , Xℓ], and we are
not aware of solutions that work natively with this type of rings. In this sec-
tion, we first observe that we can use the decomposition of Rq as product of
fields (see Sec. 3) to reduce the problem to designing polynomial commitments
for multilinear polynomials over finite fields. Most existing PC schemes in the
literature work either for specific prime fields [KZG10], or for finite fields with
a large number of roots of unity [BBHR18]. However, none of these categories
match the fields yielded by our decomposition of Rq. For this reason, we resort
to a polynomial commitment scheme described in Brakedown [GLS+23] and im-
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plicit in [BCG20]. These are transparent-setup commitments which only require
error correcting codes with large enough relative minimum distance, and they
only require the underlying finite field to be large, but we do not strictly need
additional properties such as having many 2k-th roots of unity.

Polynomial commitments for (Rq)≤1[X1, . . . , Xℓ] from polynomial commitments
over finite fields. Since Rq is isomorphic to a direct product of finite fields
Rq ≃ F(1) × · · · × F(µ) as detailed in Section 3, we can obtain a polynomial
commitment scheme PC for (Rq)≤1[X1, . . . , Xℓ] from a family of polynomial

commitment schemes PC(i) for F(i)
≤1[X1, . . . , Xℓ], i ∈ [µ]. To alleviate notation we

denote X = (X1, . . . , Xℓ). Let Φ : Rq → F(1) × · · · × F(µ) be a ring isomorphism
and Φ(i) : Rq → F(i) its projection to the i-th component for i ∈ [µ]. These
notations extend naturally to Φ : Rq[X] → F(1)[X] × · · · × F(µ)[X] and Φ(i) :
Rq[X] → F(i)[X]. Note that f is multilinear if and only if for all i ∈ [µ],
Φ(i)(f) is multilinear; moreover Φ commutes with polynomial evaluation: given
a ∈ Rℓ

q, we have Φ(f(a)) = (f (1)(a(1)), . . . , f (µ)(a(µ))) where f (i) = Φ(i)(f) and

a(i) = Φ(i)(a) (here Φ(i) is applied componentwise to a).
Given a polynomial f , the prover defines its commitment to be the vector

of commitments to each f (i) = Φ(i)(f) using PC(i). Later, to prove f(a) =
y, the prover shows f (i)(a(i)) = y(i) using the evaluation proof procedure in

PC(i), where a(i) = Φ(i)(a) and y(i) = Φ(i)(y). We give the formal description in

Appendix F. It is immediate that if all PC(i) are complete (respectively binding,
knowledge sound) then PC is complete (respectively binding, knowledge sound).

The polynomial commitments for F(i)
≤1[X1, . . . , Xℓ] We sum up here the polyno-

mial commitment construction described in [GLS+23] and implicit in [BCG20]. It
applies to multilinear polynomials in F[X1, . . . , Xℓ] where F is an arbitrary (large
enough) finite field. We only describe the version with proof size and verifier time
O(2ℓ/2) (i.e. square root in the input size 2ℓ) but note this is generalized in the
aforementioned papers to a construction where both complexities are O(2ℓ/t).
Moreover, we assume ℓ is even and define m = 2ℓ/2. Then f ∈ F≤1[X1, . . . , Xℓ]
is characterized by the m2 evaluations {f(b) : b ∈ {0, 1}ℓ}, and we can arrange
these in a square matrix Uf ∈ Fm×m such that the following holds: for any
a ∈ Fℓ, there exist q1 ∈ Fm, q2 ∈ Fm with f(a) = ⟨q1 ·Uf , q2⟩.8 The commitment
scheme makes use of a linear error-correcting code C of length M , dimension m,
and minimum distance γM , with some encoding function Enc : Fm → C ⊆ FM .

In the committing phase, the prover encodes each row of Uf with Enc result-

ing in Ûf ∈ Fm×M and then commits to Ûf with a Merkle tree. In fact, since
later the prover needs to open full columns, we can take the leaves of the Merkle
tree to be each of the columns of the matrix.

8 Concretely, given a ∈ Fℓ, let q1 =
⊗ℓ/2

i=1(ai, 1−ai) and q2 =
⊗ℓ/2

i=1(aℓ/2+i, 1−aℓ2+i),
with ⊗ denoting the Kronecker product. If a ∈ {0, 1}ℓ, both q1 and q2 are unit
vectors. The (i, j)-th position of U is then f(b) for the unique b ∈ {0, 1}ℓ such that
the q1, q2 associated to that b are respectively the i-th and j-th unit vectors.
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Given a and y for which the prover claims f(a) = y, the prover and verifier
engage in a two-phase protocol. In the testing phase, the prover shows the con-
sistency of the commitmentby opening a random linear combination v = r ·U of
the rows of U , and a random set of columns Q (of a pre-agreed size |Q| = t) of

Ûf (resulting in a submatrix ÛQ
f ) where r and Q are queried by the verifier. Now

the verifier checks that Enc(v)|Q = r · ÛQ
f . In the evaluation phase the prover

wants to show that ⟨q1 · Uf , q2⟩ = y. The prover sends a claimed v′ = q1 · Uf

and proves its correctness similarly to the testing phase, i.e. opening a random

subset Q′ of columns of Û of size t. The verifier checks Enc(v′)|Q′ = q1 · ÛQ′

f .
and ⟨v′, q2⟩ = y. See Appendix F for a more formal description of this scheme.

Proposition 5.1 (from [GLS+23]). Let γ be the relative minimum distance of
the error correcting code C (i.e. its minimum distance is γN) if the testing phase
passes with probability at least N/|F|+(1−γ/3)t, then there exists a multilinear
polynomial f ′ ∈ F≤1[X1, . . . , Xℓ] such that on query (a, y) either f ′(a) = y or
the verifier rejects the evaluation phase with probability at least 1− (1− 2γ/3)t.

Choosing Enc in practice In our case our fields are of the form F = Fp4 for p
of 49 bits. Brakedown [GLS+23] introduced a code based on expander graphs
that is linear-time encodable and does not require a large set of roots of unity
in the field. On the other hand, if we do have a large set of 2k-th roots of unity,
and furthermore this set is contained in the base field Zp, then Reed-Solomon
codes (which lead to a construction implicit in Ligero [AHIV17]) are a preferable
choice for Enc, as in this case encoding is fast and we can get much larger
relative minimum distance γ than in the expander-graph solution, and hence
the size of the proof and verifier times are much smaller 9. For our parameters,
we have a “moderately large” set containing exactly N/2 roots of unity in Fp,
but depending on the application it may be that m ≥ N/2. In that case, we
suggest to use a piecewise Reed-Solomon code, where we split the input message
in 4m/N blocks of length N/4 and encode each block independently with a
[N/2, N/4, N/4 + 1]-RS code (more details in Appendix F). The resulting code

has rate 1/2 and relative minimum distance γ = N/8m = N/2
ℓ
2+3. For example,

for ℓ = 226, N = 214, this leads to γ = 1/4; achieving soundness error 2−128 then
requires opening t = 1020 columns, as opposed to 6593 in the parameter set
analyzed in Brakedown, leading to roughly 6× shorter evaluation proofs.

6 Practical performance

The efficiency analyses of Sections 4.2 and 4.3 allow one to characterize perfor-
mance for our construction (summarized in Table 2) and establish its asymptotic
advantages over alternative approaches. Notwithstanding, assessing concrete ef-
ficiency requires additional experimental data, as we rely on new proof com-
ponents as well as custom instantiations of existing ones. Considering this, we

9 in fact, for Reed-Solomon codes there is a refined analysis [BCI+20,GLS+23] that
improves the soundness error from Proposition 5.1 to N/|F|+(1−γ)t, which further
reduces t for a given security parameter
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Maximum size Sum-checks Commitments Eval proofs

ΠAC WD(L+ 8) 5 3 +D 4 +D
Πrange Nc(W (D + 1)(L−D/2) + 2DW ) 3D 7D 25D

Table 2: Summary of costs for our construction for a circuit of width W and
depth D. Maximum size refers to the input size, in number of Rq0 elements, of
all sum-check and commitments.

implement and benchmark all basic building blocks required by our construction.
Our goal is not to provide a full solution, which we believe should be tailored
to application-specific needs, but to demonstrate the efficiency of each subcom-
ponent of our proposal and, ultimately, show that its practicality boils down
almost entirely to the choice of some basic and well-studied proof tools, such as
polynomial commitment schemes, for which we present a candidate solution.

We experiment with two sets of HE parameters, (N = 213, L = 3) and
(N = 214, L = 6), extracted from applications using CKKS and similar schemes.
These parameters allow for several choices of prime size, which should be made
according to the noise and secret key distributions for security. For generality,
we benchmark with 49-bit primes, which is the largest size allowing for optimal
performance on IFMA-based polynomial arithmetic implementations [BKS+21].
We note our results can be easily extrapolated to other parameter sets with the
same dimension N and number of RNS components L. We run all experiments
on an m7i.metal-48xl instance on AWS (Intel Xeon Platinum 8488C at 3.2GHz
and 768GB memory) using at most 48 threads for multithreaded experiments.

6.1 Proof-friendly CKKS

The first component of our construction is our proof-friendly version of CKKS
(Section 3), which works over a single ring Rq0 that splits into extension fields
of configurable degree d. We implement full RNS arithmetic for it using incom-
plete NTTs [LS19] evaluated as d independent executions of negacyclic NTTs
of dimension N/d, for which, in turn, we implement using HEXL [BKS+21].
We consider d ∈ {2, 4} and perform quadratic-time polynomial multiplication in
the non-splittable components (since d is small). Using this arithmetic backend,
we implement our proof-friendly CKKS in Python and compare it with CKKS
in HELib [HS14] instantiated with similar parameters (same ring dimension,
number of RNS components, and modulus size). We also compare it with our
own implementation of “regular” CKKS using HEXL directly (without our spe-
cial ring). Table 3 shows the results. The difference in performance with HELib
is explained by implementation factors unrelated to our modifications10. Com-
pared to HEXL, our proof-friendly CKKS multiplication is at most 20% more
expensive while the performance of RNS polynomial multiplication deteriorates
linearly with the degree of the field (as expected for our quadratic-time multi-
plications).
10 We consider the standard “package build” of HELib.
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N,L = 8192, 3 N,L = 16384, 6
Proof-friendly CKKS CKKS Proof-friendly CKKS CKKS

d = 2 d = 4 HEXL HELib d = 2 d = 4 HEXL HELib

NTT 0.032 0.030 0.035 - 0.147 0.127 0.210 -

Poly Mul 0.029 0.054 0.013 - 0.140 0.250 0.080 -

CKKS Mul 1.107 1.205 1.023 18.316 7.394 8.457 7.197 48.407

Table 3: Performance of the proof-friendly version of CKKS. Time in milliseconds
for a single-threaded execution.
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Fig. 2: Performance of our sum-check and Brakedown [GLS+23] polynomial com-
mitments. Time for a multi-threaded execution with up to 48 threads. Brakedown
commitment time is per Rq0 component.

6.2 Proof and verification performance

The consistency check circuits for rescalings and base decompositions, introduced
in Section 4.1, are duals of the respective CKKS computations, hence presenting
performance similar as already reported in Table 3. Once the circuit is evaluated,
proving it consists just of sequences of sum-check protocol executions and vari-
ous uses of the polynomial commitment. For the former, we take the linear-time
sum-check protocol from Libra [XZZ+19]. We implement it over the same ring
defined for our proof-friendly CKKS and benchmark it for inputs of size 210 to
221. Figure 2a presents the results. For the polynomial commitment scheme, our
main choice is Brakedown [GLS+23], for which we benchmark both the original
implementation and specific optimizations enabled by our choice of parameters.
Figure 2b presents the results for the original implementation. We measure com-
mit, prove, and verification times considering only arithmetic in the base field
Fp, since extension fields are not supported by the original implementation.

Improvements to Brakedown. A single Brakedown commitment runs in less
than a second for all of our parameters, but that is only for a single component of
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Rq0 . As discussed in Section 3.1, Rq0 splits in LN/d components, thus requiring
LN/d Brakedown commitments, which would take between 1 minute (for input
size 215, N = 213, and L = 3) and 16 hours (for input size 226, N = 214, and
L = 6), based on the results of Figure 2b. We improve these results by propos-
ing different choices of encoding, as discussed in Section 5. Particularly, Brake-
down relies on expander-graph codes to be field-agnostic, whereas our choice
of field enables the efficient computation of Reed-Solomon codes of moderate
size. Considering that, we implemented a version of Brakedown’s encoding using
an optimized implementation of RS codes. For our largest parameter set, we
could reduce encoding time to just 8.9 minutes, an improvement of two orders of
magnitude over [GLS+23]. Table 4 in Appendix G presents the complete results.
This improvement is a consequence not only of replacing the encoding but also of
employing a significantly more optimized implementation. Addressing whether
proof and verification could also be accelerated to this extent is not as straight-
forward and diving into specific optimizations for Brakedown would fall outside
our scope, especially when using it is ultimately an option within our proposal.
On the other hand, we note that proof and verification only require procedures
that are asymptotically much cheaper than commitments while Brakedown im-
plements them at the same level of optimization. This could indicate that similar
improvements might be possible, but we leave such assessment as future work.

6.3 Application-level estimates

Putting together the performance summary of Table 2 with the experimental
results presented in this section, we can estimate concrete costs for our con-
struction and compare it with previous literature. Let us take, for example,
the “Medium circuit” from [VKH23], which evaluates a noise flooding opera-
tion with RNS parameters (N = 213, L = 3), the same we consider in our
experiments11. This circuit is composed of a single ciphertext-ciphertext mul-
tiplication, followed by mod-switching, and a noise flooding realized via a lin-
ear combination of O(λ) ciphertexts with binary coefficients. Fixing the size
of the lookup table to 20-bit, the circuit for mod-switching and multiplication
yields (W,D,L,N, c) = (1, 1, 3, 8192, 5). Linear combinations have a negligible
cost in our approach, but, for completeness, we take λ = 128 and add it the
maximum size of ΠAC . With these values, we have that ΠAC has maximum size
11+128 = 139 while Πrange has maximum size 286720. It is clear that the cost is
dominated by the latter whereas the former is negligible. From Figure 2, we have
that, for this maximum size, each sum-check takes 4 seconds while each Rq0 com-
mitment takes 4.9 minutes in the original implementation of Brakedown, or just
1.9 seconds in our optimized RS encoding (see Table 4 for details). Supposing all
sum-checks and commitments of Πrange are at the maximum size, which is a very
loose upper bound, this would result in 13.3s for all commitments and 12s for all
sum-checks. Proof and verification are asymptotically much cheaper than com-

11 [VKH23] uses the BGV scheme instead of CKKS, but ciphertext computations
should be similar and our framework could also capture BGV.
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mitments and sum-checks, as discussed in Section 6.212. For reference, [VKH23]
reports a minimum of 443 seconds to prove this circuit with Rinocchio and 83
minutes with Aurora. Adjusting for differences in implementation and execution
environments, this should put the performance of both works at the same order of
magnitude. Our major advantage, however, is that our estimate includes the cost
for proving key switchings, which are not supported in [VKH23]. Concretely, we
could prove two (or many) consecutive multiplications at costs of similar order
whereas performance in [VKH23] would degrade exponentially since ciphertexts
cannot be re-linearized.

It should be noted that this estimate includes the costs of all main procedures
required by our construction, but does not account for secondary factors like
data representation and other implementation challenges that may arise when
implementing a complete framework. Examining these implementation aspects
is a necessary, nontrivial, step that we leave for future work. As such, we limit
our experiments and proof of concept implementation to the goal of providing
enough evidence of practical improvements over previous literature, and, in this
regard, [VKH23] is currently the most practical solution for RNS schemes.
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A Homomorphic Encryption

Definition A.1. A public-key Homomorphic Encryption scheme HE over a set
of admissible circuits C consists of the following algorithms.

(pp, C)← HE.Setup(1λ,M,C) : Given a message spaceM, a set of admissible
circuits C, output the public parameters pp and the ciphertext space C such
that the scheme is semantically secure.

(sk, pk, evk) ← HE.KeyGen(1λ, C, pp) : Given the public parameters pp and the
ciphertext space C, output the secret key sk, the public key pk and the evalu-
ation key evk.

ct← HE.Enc(pk,m) : Given a message m ∈M, output its encryption ct.
m′ ← HE.Dec(sk, ct) : Given a ciphertext ct and its corresponding secret key sk,

output the decryption of ct, m′.
ct′ ← HE.Eval(evk, ct, C) : Given an admissible circuit C ∈ C, such that C :
M→M, output a ciphertext ct′ corresponding to an encryption of C(m).

When the context is clear, we will omit specifying the sk, pk, pp, C parameters.

Remark. In the definition of the Eval algorithm above, we have written C :M→
M for simplicity. We note that the definition can be trivially extended to any
(admissible) circuit C :Mκ →Mκ′

, for any κ, κ′ ∈ N.

Definition A.2. (Semantic Security) Let HE = (KeyGen,Enc,Dec,Eval) be a
(public-key) homomorphic encryption scheme as defined above, let (pp, C) ←
Setup(1λ,M,C), and let A be an adversary. The advantage of A with respect to
HE is defined as follows, with (sk, pk, evk)← KeyGen(1λ, C, pp):

AdvheAdv(λ) :=
∣∣Pr[Adv(pk, ct) = 1 : ct← Enc(pk, 1)]

− Pr[Adv(pk, ct) = 1 : ct← Enc(pk, 0)]
∣∣.

HE is semantically secure if AdvheAdv(λ) = negl(λ) for every PPT adversary A.

A.1 CKKS

Let q, q′ be two ciphertext moduli, let P be the “special modulus” used in key-
switching and let χ be the error distribution, and S be the secret-key one. We
note that we are presenting the CKKS scheme as in the original paper [CKKS17],
as opposed to other versions, such as the RNS one [CHK+19]. Note in particular
that we omit the specifics of levels – this is on purpose, since algorithms (for
example Enc are typically presented “at the top level”, but can be defined at
any level).

sk← SecretKeyGen(λ): Sample s← S and output sk = (1, s).

pk← PublicKeyGen(sk): Parse sk = (1, s) and sample a ← Rq uniformly at
random and e← χ. Output pk = ([−as+ e]q, a).



36 Authors Suppressed Due to Excessive Length

evk← EvaluationKeyGen(sk, sk′): Parse sk = (1, s), sk′ = (1, s′). Note that for
applying KeySwitch after a multiplication, s′ = s2. Sample a′ ← RPq uni-
formly at random and e′ ← χ. Output evk = ([−a′s+ e′ + Ps′]Pq, a

′).

ct← Enc(pk,m): For a message m ∈ R. Let pk = (p0, p1), sample v ← S and
e1, e2 ← χ. Output ct = ([m+ p0v + e1]q, [p1v + e2]q).

m← Dec(sk, ct): Let s = sk and ct = (c0, c1). Output m = [c0 + c1s]q.

ct← Add(ct0, ct1): Output ct = ([ct0[0] + ct1[0]]q, [ct0[1] + ct1[1]]q).

ct′ ← SAdd(ct, α): Given a level l, a scalar α ∈ Rql for some level l, compute
ct′ := (c0 + α, c1) (mod ql). Return ct′.

ct′ ← SMult(ct, α): Given a level l, a scalar α ∈ Rql for some level l, compute
ct′ := (c0 · α, c1 · α) (mod ql). Return ct′.

ct← PreMult(ct0, ct1): Set d0 = [ct0[0]ct1[0]]q, d1 = [ct0[0]ct1[1] + ct0[1]ct1[0]]q,
and d2 = [ct0[1]ct1[1]]q. Output ct = (d0, d1, d2).

ct← Rotate(ct′, a): For a ∈ Z∗2N , and ct′ = (ct′0, ct
′
1) a ciphertext encrypted

under sk′ = (1, s), apply the automorphism ct′ 7→ ct = (ct′0(X
a), ct′1(X

a))
and sk = (1, s(Xa)). Then, compute evk = EvaluationKeyGen(sk, sk′) and
output ct = KeySwitch(ct′, evk).

ct′ ← KeySwitch(ct, evk): Let ct[0] = d0, ct[1] = d1 and ct[2] = d2. Let evk[0] =
−a′s+e′+Ps2 and evk[1] = a′. Set c′0 = [d0+⌊P−1 ·d2 ·(−a′s+e′+Ps2)⌉]q,
and c′1 = [d1 + ⌊P−1 · d2 · a′⌉]q. Output ct′ = (c′0, c

′
1).

ct′′ ← Rescale(ct′, q′) : Let ct′ = (c′0, c
′
1). Set c

′′
0 =

[⌊
q′

q c
′
0

⌉]
q′
and c′′1 =

[⌊
q′

q c
′
1

⌉]
q′
.

Output ct′′ = (c′′0 , c
′′
1).

ct← Mult(ct0, ct1, evk, q
′): Output ct′ = Rescale(KeySwitch(PreMult(ct0, ct1), evk), q

′).

B Noise analysis for proof-friendly CKKS

Definition B.1. Let ct ∈ R2
q be a CKKS ciphertext and sk its associated secret

key. Recall we can write

Dec(ct, sk) = ⟨ct, sk⟩ = m+ ect ∈ Rq.

We refer to ect as the noise of the ciphertext.

Before our noise analysis, we recall the following two facts. These can be found,
for example in the original CKKS paper [CKKS17].

- Let ct be the output of the Key-Switching algorithm. Then, we have that

⟨ct, sk⟩ = m+ ect + eKS.

- Let ct be the output of the scale(ct′, p) algorithm. Then, we have that

⟨ct, sk⟩ = m/p+ ect/p+ escale.
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Note in particular that we use ect to denote the noise present in the ciphertext
before the procedure applied to it. The exact values and/ or distributions of
eKS and escale depends on the variant of the CKKS scheme that is used, see for
example [CCH+24,KPP22]. We stress that we do not focus on the exact value
and/ or distribution of the noise, but rather on how much additional noise our
modified procedures incur.

Lemma B.2. Let ct be the output of our scale(ct′, p) algorithm, and let sk =
(1, s) be its corresponding secret key. Then, we have that

⟨ct, sk⟩ = m/p+ (ect + ϵ)/p+ escale,

where ϵ = ϵ0 + s · ϵ1, and ∥ϵi∥∞ = u · p, for some polynomial u with coefficients
in {−1, 0, 1} and for i ∈ {0, 1}.

Proof. Recall that the scale procedure proceeds as:(
c′i − [c′i]p

)
p−1,

where i ∈ {0, 1} and we have written ct = (c0, c1).
Now, recall that the prover is rather sending a value

∥∥c′i,M∥∥
∞ ≤M , instead

of the value [c′i]p. Write

c′i,M = [c′i]p + ϵi,

where ϵi = u · p, for u a polynomial with coefficients in {−1, 0, 1}. Then, we can
rewrite the procedure as:(

c′i − c′i,M
)
p−1 =

(
c′i − ([c′i]p + ϵi)

)
p−1

=
(
c′i − [c′i]p

)
p−1 + ϵi · p−1.

The statement follows. ⊓⊔

Lemma B.3. Let ct be the output of our key-switching procedure. Then, we have
that

⟨ct, sk⟩ = m+ ect + eKS + ϵ′,

where ϵ′ = ϵ(0) + s · ϵ(1), and
∥∥ϵ(i)∥∥∞ ≤ ∥eKS∥∞.

Proof. Recall that, as shown in Equation 5, the key switching procedure com-
putes:

c̃0 :=d0 + ⟨CRT−1ωl
(d2), evkl,0⟩

c̃1 :=d1 + ⟨CRT−1ωl
(d2), evkl,1⟩.

Recall first of all that
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CRT−1ωl
(d2) =

(
[d2]p0

, . . . , [d2]pl

)
.

Now, further recall that the prover does not (necessarily) provide CRT−1ωl
(d2), but

rather some vector of l values d̂2,M that approximates CRT−1ωl
(d2). As previously,

we can write, for all i ∈ {0, . . . , l}

d̂2,M [i] = [d2]pi
+ ϵi,

where ∥ϵi∥∞ ≤ pi. It follows that, for j ∈ {0, 1},

c̃′j = ⟨
̂CRT−1ωl

(d2), ekl,j⟩
= ⟨

(
[d2]p0

+ ϵ0, . . . , [d2]pl
+ ϵl,

)
, ekl,j⟩

= c̃j + ⟨
(
ϵ0, . . . , ϵl

)
, ekl,j⟩.

Write ϵ(j) = ⟨
(
ϵ0, . . . , ϵl

)
, ekl,j⟩. Then, we have that

c̃′j = c̃j + ϵj .

Note in particular that, since both ∥[d2]pi∥∞ ≤ pi and ∥ϵi∥∞ ≤ pi, it follows

that ϵ(j) ≤ eKS. The result follows. ⊓⊔

C Verifiable computation

We give the definition of verifiable computation (VC) scheme. We do so by
following the original definition of Gennaro, Gentry and Parno [GGP10] with
two differences. The first one is that we consider the publicly delegatable setting
in which a client’s input can be encoded using only the public key (as opposed
to using the secret key as in [GGP10]). The second one is a generalization to
capture non-deterministic computations. Namely, the delegation scenario that we
consider is the following. The server is supposed to compute functions f(x, u)
that take two arguments: an input x that is provided by the delegator but is
unknown to the server, and an input u that is known to the server but (possibly)
not to the client. For example, f(x, u) can represent a polynomial evaluation
where x is the point of the client, u = (u0, . . . , un) is a vector of coefficients
and f(x, u) =

∑n
i=0 uix

i. Another example is machine learning classification
where x is the sample to be classified, u is the model and f(x, u) implements
the classifier algorithm. In our VC syntax we assume that the non-deterministic
input is encoded using an algorithm WitCom(pk, u) that produces an encoding
wenu and a verification key vku. Looking ahead to our construction, vku can be
a commitment of u and wenu its opening. In terms of security, it is possible to
consider two possible scenarios for vku: either it is computed by a party trusted
by the verifier, or it is computed by the server (and thus it can be adversarial).
Since the well-formedness of vku is application-dependent, we will assume that
the encoding wenu and vku are certified and provided to the client by a trusted
party.
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Definition C.1 (Verifiable Computation). A verifiable computation scheme
VC is a tuple of efficient algorithms (KeyGen,WitCom, InputEnc,Compute,VerDec)
defined as follows:

KeyGen(1λ, f)→ (sk, pk) : a probabilistic algorithm that given the security pa-
rameter λ and a function f , returns a key pair (pk, sk).

WitCom(pk, u)→ (wenu, vku) : a probabilistic algorithm that encodes a non-deterministic
input u producing a value wenu that is provided to the server and a verifica-
tion key vku that is given to the client.

InputEnc(pk, x)→ (enx, vkx) : a probabilistic algorithm that encodes a client’s
input x as public key value enx that is provided to the server and a verification
key vkx that is given to the client.

Compute(pk, enx,wenu)→ eny : a probabilistic algorithm which is run by the
server on input the public key pk, and the encodings of a client’s input enx
and non-deterministic input wenu. The algorithm generates an output en-
coding eny.

VerDec(sk, vkx, vku, eny)→ (acc, y) : a deterministic algorithm which is run by
the client on input the secret key sk, verification keys vkx and vku for the
inputs, and an output encoding eny. The algorithm returns an acceptance bit
acc and a value y.

Correctness. The basic property that a VC scheme should achieve is correct-
ness, which intuitively means that whenever client and server run honestly all
the algorithms for f, x, u, then the client obtains a σy that successfully decodes
to y = f(x, u).

Definition C.2 (Correctness). We say that a VC scheme VC is correct if for
any function f and inputs x, u:

Pr

acc = 1 ∧ y = f(x,w) :

(pk, sk)← Setup(1λ, f)

(wenu, vki)←WitCom(pk, u)

(enx, vkx)← InputEnc(pk, x)

eny ← Compute(pk, enx,wenu)

(acc, y)← VerDec(sk, vkx, vku, eny)

 = 1.

Succinctness. Intuitively, a VC scheme is succinct if the time required to run
InputEnc (for delegating an input) and VerDec (to verify and decode an output)
is asymptotically faster than that required to run f .

Definition C.3 (Succinctness). A VC scheme VC is succinct if there exists
a fixed polynomial p(·) such that for any function f(x, y) running in time at
most T we have that: InputEnc(pk, x) runs in time at most p(λ, |x|); any hon-
estly computed eny ← Compute(pk, enx,wenu) has size |eny| ≤ p(λ, o(T ), |y|); for
honestly computed enx,wenu, eny, the running time of VerDec(sk, enx,wenu, eny)
is at most p(λ, o(T ), |y|).
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IND-CPA security. Intuitively, a VC scheme is IND-CPA-secure if the server
does not learn anything about the client’s inputs. We also allow the adversary to
access to an oracle OVerDec(·) which is a verification oracle that the adversary can
use to test an (adversarially generated) output eny, returning only the acceptance
bit of VerDec. This is formalized via the following experiment

Definition C.4. A VC scheme VC is IND-CPA-secure if for any PPT adver-
sary Adv and any function f , it holds AdvIND-CPA

VC,Adv (λ) ≤ negl(λ), where

AdvIND-CPA
VC,Adv (λ) = Pr

b = b′ :

(pk, sk)← Setup(1λ, f); b←$ {0, 1}
(x0, x1, st)← AdvOVerDec(pk)

(en∗, vk∗)← InputEnc(pk, xb)

b′ ← AdvOVerDec(st, pk, en∗, vk∗)

− 1

2
.

Soundness. Intuitively, soundness guarantees that a malicious server should
not be able to cheat the client into accepting an output which is not the result
of the computation that it was supposed to do. We formalize this notion via
the following experiment in which the adversary (modeling a malicious server)
receives the public key pk and has access to three oracles: OInputEnc(·) that is
used to obtain encoded client’s inputs; OWitCom(·) that is used to obtain encoded
server’s inputs; OVerDec(·) which is a verification oracle that the adversary can
use to test an adversarially generated output eny with respect to verification
keys generated by the previous other oracles. The goal of the adversary is to
produce an encoded output that successfully decodes to a wrong result.

Experiment SNDVC,Adv(λ, f)
X,U← ∅; cntX, cntU ← 0

(pk, sk)← Setup(1λ, f)

(eny, i, j)← AdvOWitCom(·),OInputEnc(·),OVerDec(·,·,·)(pk)

(xi, vki)← (X[i][1],X[i][3]); (uj , vkj)← (U[j][1],U[j][3])

(acc, y)← VerDec(sk, vki, vkj , eny)

if acc = 1 and y ̸= f(xi, uj) return 1 else return 0

Oracle OVerDec(i, j, eny)
(acc, y)← VerDec(pk,X[i][3],U[j][3])

return acc

Oracle OWitCom(u)
cntU ← cntU + 1

(wenu, vku)←WitCom(pk, u)

U[cntU]← (u,wenu, vku)

return (wenu, vku)

Oracle OInputEnc(x)
cntX ← cntX + 1

(enx, vkx)← InputEnc(pk, x)

X[cntX]← (x, enx, vkx)

return enx

Definition C.5 (Soundness). A VC scheme VC is sound if for any function
f and any PPT adversary Adv we have

AdvsndVC,Adv(λ) = Pr[SNDVC,Adv(λ, f) = 1] ≤ negl(λ).
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D Additional preliminaries

D.1 SNARKs

We recall the definition of succinct non-interactive arguments of knowledge
(SNARKs).

Definition D.1. A SNARK for an indexed relation R is a tuple of algorithms
Π := (Setup, Index,Prove,Verify) defined as follows:

Setup(1λ)→ (srs, vk) takes the security parameter λ and returns a structured
reference srs and a verification key vk.

Index(srs, vk, i)→ (pk
i
, vk

i
) is a deterministic algorithm that takes an index i

and outputs a proving key pk
i
and a verification key vk

i
.

Prove(pk
i
,x,w)→ π takes the prover key pk

i
, a statement-witness pair (x,w)

such that (i,x,w) ∈ R, and outputs a proof π.
Verify(vk

i
,x, π)→ 0/1 takes the verification key vk

i
, a statement x and proof π

and returns a boolean value.

Correctness: For any (i,x,w) ∈ R

Pr

Verify(vki,x, π) = 1

∣∣∣∣∣∣∣
(srs, vk)← Setup(1λ),

(pk
i
, vk

i
)← Index(srs, vk, i)

π ← Prove(pk
i
,x,w)

 = 1

Knowledge soundness: For any PPT adversary Adv there is an efficient ex-
tractor Ext (running on the same input of Adv, including its random coins) such
that

Pr

Verify(vki,x, π) = 1

∧ (i,x,w) /∈ R

∣∣∣∣∣∣∣
(srs, vk)← Setup(1λ),

(i,x, π),w)← Adv∥Ext(srs)
(pk

i
, vk

i
)← Index(srs, vk, i)

 = negl(λ)

Succinctness: The complexity of Verify is poly(λ+ |x|+ f(|w|)) and the proof
size is poly(λ+ f(|w|)) for a sublinear function f(·) = o(·), e.g.,

√
· or log(·).

D.2 Multilinear Polynomial Commitments for Rings

Definition D.2 (Multilinear Polynomial Commitment). A polynomial com-
mitment scheme for multilinear polynomials over a ring R is a tuple PC =
(Setup,Com,VerCom, ,ProveEval,VerEval)

Setup(1λ, ℓ)→ (ck, vk) takes the security parameter and (possibly) an upper bound
on the number of variables ℓ, and outputs a commitment key ck and a veri-
fication key vk.

Com(ck, f)→ (cmf , opnf ) takes a multilinear polynomial f ∈ R(≤1)[X1, . . . , Xℓ],
and outputs a commitment cmf and an opening opnf .
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VerCom(vk, cmf , f, opnf )→ b checks if opnf is a valid opening for the commit-
ment cmf to a polynomial f , by accepting (b = 1) or not (b = 0).

⟨ProveEval(ck, cmf ,a, y, ℓ; f, opnf ),VerEval(vk, cmf ,a, y, ℓ)⟩ → b is a protocol in
which the prover ProveEval aims to convince the verifier VerEval that y =
f(a) for the polynomial f ∈ R(≤1)[X1, . . . , Xℓ] committed in cmf .

Correctness. PC is correct if for any multilinear ℓ-variate polynomial f

Pr

[
VerCom(vk, cmf , f, opnf ) = 1

∣∣∣∣ (ck, vk)← Setup(1λ, ℓ)
(cmf , opnf )← Com(ck, f)

]
= 1.

Binding. PC is computationally binding if for all PPT adversaries Adv the
following probability is negl(λ):

Pr

 VerCom(vk, cm, f, opnf ) = 1
∧VerCom(vk, cm, f ′, opn′f ) = 1

∧f ̸= f ′

∣∣∣∣ (ck, vk)← Setup(1λ, ℓ)
(cm, f, opnf , f

′, opn′f )← Adv(ck)


Knowledge Soundness. We say that PC is knowledge-sound if ⟨ProveEval,VerEval⟩
is a complete and knowledge-sound argument of knowledge for the NP relation
REval = {(x = (cmf ,a, y, ℓ);w = (f, opnf ))} of tuples such that

f ∈ R(≤1)[X1, . . . , Xℓ] ∧ y = f(a) ∧ VerCom(vk, cmf , f, opnf ) = 1

Succinctness. We say that PC is succinct if the commitments produced by Com
have size sublinear in the size of a polynomial and if ⟨ProveEval,VerEval⟩ is a
succinct argument.

D.3 Compiling PIOPs into SNARKs

Given a multilinear polynomial commitment it is possible to turn a PIOP for
a relation R into a public-coin interactive argument of knowledge for the same
relation. The compilation consists in two steps: replace every oracle sent by the
prover with a commitment to the underlying polynomial, and replace every ver-
ifier’s query to an oracle JpK at a point a with sending the actual value p(a) and
proving its correctness w.r.t. the commitment of p by using the ⟨ProveEval,VerEval⟩
protocol. To this standard compilation technique we add the observation that
if we start from a PIOP for an oracle relation R then we can easily build a
(preprocessing) commit-and-prove argument. Finally, if the PIOP is public-coin
so is the resulting argument system and thus it can be further compiled into a
non-interactive argument using the Fiat-Shamir transform.

We summarize the compiler in the following theorem whose proof follows
from previous work, e.g., [BFS20].

Theorem D.3. Let PC be a multilinear polynomial commitment scheme and let
Π be a PIOP for an oracle relation R over tuples (i,x,w) = ({JpijK}j , {Jpxi K}i, ({pij}j , {pxi }i))
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with negligible soundness error. There exists a public-coin interactive argument
for the commit-and-prove relation

R′ = {(i′,x′,w′) =
({cmi

j}j , {cmx

i }i, ({pxi , opnxi }i{JpijK}j , {Jpxi K}i, ({pij}j , {pxi }i))) ∈ R∧
i

VerCom(vk, cmx

i , p
x

i , opn
x

i ) = 1
}

where all the commitments cmi

j = Com(ck, pij) are honestly computed in the
preprocessing phase.

The efficiency of the resulting argument depends on the efficiency of both
Π and PC as follows. For Π, let TP and TV be its prover and verifier running
times, and let r, q, o, s be, respectively, its round complexity, number of verifier’s
queries, number of prover’s oracles, and total size of the oracles. For PC, let
TCom,TProveEval,TVerEval be the running times of the corresponding algorithms,
and let |cm| and |πPC| be the size of a commitment and a proof respectively.

- Proving time is TP + TCom · s+ TProveEval · q
- Verifier time is TV + TVerEval · q
- Proof size is |cm| · o+ |πPC| · q

E Auxiliary material for PIOP for CKKS

E.1 Auxiliary material for PIOP for RAC

The following predicates are referenced in the main body:

add(z,x) =

{
1, if wire x holds the d0 or d1 value corresponding to z.

0, otherwise.
(27)

evk(z,y) =


evkl,b[i], if wire y belongs to the l-th HE layer and

holds the i-th decomposition of the d2 value

corresponding to the z-th c′[b], where b ∈ {0, 1}.
0, otherwise.

(28)

Xmult(z,x,y) =

{
1, if V (x) · V (y) is added to V2(z).

0, otherwise.
(29)

The ΠAC PIOP, which appears next, uses the following equation:

squotṼ3,quot(rquot) + s′quotṼ3,quot(r
′
quot) + sBDṼ3,BD(rBD) + sIP Ṽ3,IP (rIP )

?
=

Ṽaux,2u(ra,2u) ·
(
sBDC̃a,2u,BD(rBD, ra,2u) + sIP C̃a,2u,IP (rIP , ra,2u)

)
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+

D−1∑
j=1

Ṽaux,j(ra,j) ·
(
squotC̃a,j,q(rquot, ra,j) + s′quotC̃a,j,q(r

′
quot, ra,j) + sIP C̃a,j,IP (rIP , ra,j)

)
+Ṽout(rout)

(
squotC̃o,quot(rquot, rout) + s′quotC̃o,quot(r

′
quot, rout) + sIP C̃o,IP (rIP , rout)

)
.

(30)

PIOP ΠAC for RAC :

1. V sends r0 ←$ S#(V0). Run a sum-check protocol on Equation (16) evaluated at r0,
which ends with prover claims Ṽ1(r1) Ṽ2,d2(r2) and Ṽ3,IP (rIP ). V queries the oracles

in i at a random r0 to verify whether 0
?
= r̃escon1(r0, r1) · Ṽ1(r1) + r̃escon3(r0, rIP ) ·

Ṽ3,IP (rIP ) + b̃dcon2(r0, r2) · Ṽ2,d2(r2) + b̃dcon3(r0, rIP ) · Ṽ3,IP (rIP ). V only proceeds if
equality holds.

2. Run a sum-check protocol on Equation (17) evaluated at r1 which ends with prover

claims Ṽ2,d01(r2) and Ṽ3,BD(rBD). V queries JãddK and JẽvkK to verify whether Ṽ1(r1)
?
=

ãdd(r1, r2) · Ṽ2,d01(r2) + ẽvk(r1, rBD) · Ṽ3,BD(rBD). V only proceeds if equality holds.

3. Combine claims Ṽ2,d01(r2) Ṽ2,d2(r2) as follows:

- V sends s01, s2 ←$ S.

- P and V run a sum-check protocol on Equation (19) which ends with a prover

claim Ṽ2(s). V queries the oracles in i to verify whether s01Ṽ2,d01(r01) + s2Ṽ2,d2(r2)
?
=

Ṽ2(s)(s01C̃2,d01(r01, s) + s2C̃2,d2(r2, s)). V only proceeds if equality holds.

4. P and V run a sum-check protocol on Equation (18) evaluated at s, which
ends with prover claims Ṽin(rin), Ṽin(r

′
in), Ṽ3,quot(rquot) and Ṽ3,quot(r

′
quot). V queries

JãddK and JẽvkK to verify whether Ṽ2(s)
?
= X̃mult(s, rin, r

′
in) · Ṽin(rin) · Ṽin(r

′
in) +

X̃mult(s, r′quot, rquot) · Ṽ3,quot(r
′
quot) · Ṽ3,quot(rquot) + X̃mult(s, rin, rquot) · Ṽin(rin) ·

Ṽ3,quot(rquot). V only proceeds if equality holds.

5. Reduce claims about Ṽ3,quot, Ṽ3,BD(rBD) and Ṽ3,IP to claims about JṼoutK and
JṼauxK:

- V sends squot, s
′
quot, sBD, sIP ←$ S.

- Run a sum-check protocol on Equation (20), which ends with prover claims
Ṽaux,2u(ra,2u), {Ṽaux,j(ra,j)}D−1

j=1 and Ṽout(rout). V queries the oracles in i to verify
whether Equation (30) holds. V only proceeds if equality holds.

6. V queries oracles JṼinK, JṼoutK, {JṼaux,jK}D−1
j=1 and JṼaux,2uK to verify that P’s claims

Ṽin(rin), Ṽin(r
′
in), Ṽout(rout), {Ṽaux,j(ra,j)}D−1

j=1 and Ṽaux,2u(ra,2u) are true. If so V ac-
cepts, otherwise rejects.

Theorem E.1 (Theorem 4.2, restated). Let S ⊆ Rq be an exceptional set.
Let Πsum be a PIOP for Rsum. Then ΠAC is a PIOP for RAC with perfect
completeness and knowledge soundness error O(|C|/|S|).

Proof. Completeness follows from the completeness of the sum-check protocol.
Regarding soundness, assume that C(x,w) ̸= 0. This means that the prover

must have sent an incorrect message at some point, be it within a sum-check
executions or as the claimed evaluations with which those finish. The soundness
error for each of these events is as follows:
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- For Equation (16), the soundness error is 2(#(c′) + #(IP) + #(d2))/|S|.
- For Equation (17), the soundness error is 2(#(d01) + #(BD))/|S|.
- For Equation (18), the soundness error is 4(#(in) + #(quot))/|S|.
- For Equation (19), the soundness error is bounded by 2(1+#(d01)+#(d2))/|S|,
where the 2/S term comes from the random linear combination using s01, s2
and 2(#(d01) + #(d2))/|S| is greater or equal than 2(#(V2))/|S|.

- For Equation (20), the soundness error is 2(2+#(aux, 2u)+
∑D−1

j=1 (#(aux, j))+
#(out))/|S|, where the 4/S term comes from the random linear combination
using squot, s

′
quot, sBD, sIP .

For an HE circuit of depth D and width W , let us apply the following ap-
proximate simplifications:

- #(d01) + #(d2) ≃ log(3WD).
- #(c′) ≃ 1 + log(WD), #(quot) ≃ 1 + log(WD).

Applying an union bound and the above simplifications, we obtain that:

7 + #(IP) + 2(log(3WD)) + #(BD) + 2#(in) + 4 log(WD) + #(out) + #(aux, 2u) +
∑D−1

j=1 #(aux, j)

2−1|S|

Which we further simplify into the asymptotic O(|C|/|S|). Applying Remark
2.5, the soundness error equals the knowledge soundness one. ⊓⊔

E.2 Auxiliary material for PIOP for Rrange

Proof of Theorem 4.5

Proof. By Remark 2.5, we argue the soundness error of the protocol. Consider
a (Jp̃β,N K, (JṽK, Jh̃K); (p̃β,N , ṽ, h̃)) /∈ Rdecomp, then we have that

f(X1, . . . , Xℓ) = ṽ(X1, . . . , Xℓ)−
∑

(j,k)∈{0,1}ν+γ

h̃(X1, . . . , Xℓ, j,k) · p̃β,N (j,k)

is a nonzero polynomial, and by generalized Schwartz-Zippel (Lemma 2.2 we
have that f(ri) = 0 holds with probability ≤ ℓ/|S| over the random choice of
ri. On the other hand, by the soundness of the sum-check PIOP (Theorem 2.6)
and the fact that the virtual oracle p∗ has degree 2 we get that the probability
that the verifier accepts a tuple ((yv, Jp∗K); p̃∗) /∈ Rsum is at most 2(ν + γ)/|S|.

Proof of Lemma 4.6

Proof. The proof follows as a simpler case of Claims 2, Remark 3, Claim 3
in [STW24]. For completeness, we give here a sketch.

For the first direction, we show how to construct the polynomials read ts and
final cts. For every j ∈ {0, 1}b/c define counters ctrj initialized to 0. Next, for

i = 0 to i = 1 (e.g., for all i ∈ {0, 1}ℓ in lexicographic order), if h̃(i) = t̃β(j) set



46 Authors Suppressed Due to Excessive Length

read ts(i) = ctrj , and increase ctrj ← ctrj +1. Finally set final cts(j) = ctrj for
every j. For such polynomials, it can be checked that WS = RS ∪ S.

For the reverse direction, assume by contradiction there exists i∗ such that
h̃(i∗) is not in the table. Let us partition WS = WSt ∪WSh where WSt includes
the pairs from the table, and WSh the pairs from the h̃. Then for any choice of
final cts and resulting set S one can see thatWS = RS∪S can only occur ifWSh =
RS, namely if the following multiset equality holds {(h̃(i), read ts(i) + 1)}i =
{(h̃(i), read ts(i))}i. The latter however cannot occur since, due to q > 2ℓ

∗
, the

elements {read ts(i) + k : 0 ≤ k ≤ 2ℓ
∗} are all distinct, for any choice of read ts.

⊓⊔

Proof of Theorem 4.8

Proof. Consider a pair (tβ , Jh̃K) /∈ L(Rrange) and let Jread tsK, Jfinal ctsK be the
(oracle) polynomials sent by the prover in the first round.

By Lemma 4.6, for any polynomials read ts, final cts we have thatWS ̸= RS∪S
where WS,RS,S are the multisets of pairs defined from t̃β , h̃, read ts, final cts.

Next, consider the oracle polynomials Jf (1)
WSh

K, Jf (1)
RS K, Jf (1)

WSt
K, Jf (1)

S K sent by
the prover in the second round, let

f
(0)
WSh

= h̃+ σ · (read ts+ 1)− τ

f
(0)
RS = h̃+ σ · read ts− τ

f
(0)
WSt

= t̃β − τ

f
(0)
S = t̃β(j) + σ · final cts− τ

fα(X0,X) = (1−X0) · f (0)
α (X) +X0 · f (1)

α (X),∀α = WSt,WSh,RS,S

and consider the virtual oracles Jh∗K, Jt∗K defined in the last round by combining
the polynomials above and the verifier’s random challenges.

If ((0, Jh∗K);h∗) /∈ Rsum or ((0, Jt∗K); t∗) /∈ Rsum, the verifier accepts in the
two sum-checks (over degree-3 polynomials) with probability at most (3(ℓ∗ +
b/c))/|S|.

On the other hand, if ((0, Jh∗K);h∗), ((0, Jt∗K); t∗) ∈ Rsum then except with
probability (ℓ∗ + b/c + 2)/|S| over the random choice of χ,ρ, ξ it holds ∀i :
fα(1, i) = fα(i, 0) · fα(i, 1).

By Lemma 4.7 and by construction of fα, we have that for every α, if ᾱ =

fα(1, 0) then ᾱ =
∏

i∈{0,1}m f
(0)
α (i) (where m = ℓ∗ or m = b/c depending on α).

For each α = WSt,WSh,RS,S let us see the value ᾱ as a polynomial function
of σ, τ , i.e., ᾱ(σ, τ), and notice that the coefficients of these polynomials are all
defined before σ, τ are sent by the verifier. Recall that the PIOP verifier accepts
iff WSt ·WSh = RS · S.

We argue that over the random choice of σ, τ ∈ S

Pr[WSt(σ, τ) ·WSh(σ, τ) = RS(σ, τ) · S(σ, τ)] ≤ 2(2ℓ
∗
+ 2b/c)

|S|
.
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This is due to the fact that WS ̸= RS∪S by generalizing previous results [Set20]
using the generalized Schwartz-Zippel lemma.

Efficiency of Πβ
range The PIOP has the following efficiency profile:

- the number of rounds is r = max(ℓ∗, b/c) + 2 as the protocol involves a
parallel execution of two sum-checks of size 2ℓ

∗
and 2b/c, plus the first two

rounds;
- the prover sends o = 6 oracles for a total size s = 3(2ℓ

∗
+ 2b/c);

- the proving time is TP = O(2ℓ
∗
+2b/c) since this is the time needed to build

the 6 oracle polynomials and since the two sum-checks can be run in linear
time as they involve a product of multilinear polynomials;

- the verifier time is TV = O(ℓ∗+ b/c) since this is verification time of the two
sum-check executions. Additionally, as we show below V has to compute the
evaluation of t̃β on (r′t, 0), (r

′
t, 1), which can be done in time O(b/c) since

t̃β(X1, . . . , Xb/c) =
∑b/c

k=1 Xk · 2k−1.
- the number of verifier’s queries is q = 22, as justified below.

Assume that the sum-check on h∗ (resp. t∗) ends with a query of V of the
virtual oracle on rh (resp. rt). This translates into the following 22 queries to
the 7 oracles above:

- Jh̃K on (r′h, 0), (r
′
h, 1);

- Jread tsK on (r′h, 0), (r
′
h, 1);

- Jfinal ctsK on (r′t, 0), (r
′
t, 1);

- Jf (1)
WSh

K on rh, (r
′
h, 0), (r

′
h, 1), (1, 0)

- Jf (1)
RS K on rh, (r

′
h, 0), (r

′
h, 1), (1, 0)

- Jf (1)
WSt

K on rt, (r
′
t, 0), (r

′
t, 1), (1, 0)

- Jf (1)
S K on rt, (r

′
t, 0), (r

′
t, 1), (1, 0)

The queries above follow by the definition of g as shown below.

Let p∗ ← gσ,τ,χ,ρ(p1, p2, f
(1)
1 , f

(1)
2 ,ρ). Then, following g’s construction, an

evaluation of p∗ on r can be computed as

p∗(r) = (f1(1, r)− f1(r, 0) · f1(r, 1) + χ · (f2(1, r)− f2(r, 0) · f2(r, 1))) · ẽq(ρ, r)

= (f
(1)
1 (r)− f1(r, 0) · f1(r, 1) + χ · (f (1)

2 (r)− f2(r, 0) · f2(r, 1))) · ẽq(ρ, r)

=
(
f
(1)
1 (r)−

(
(1− r1) · f (0)

1 (r′, 0) + r1 · f (1)
1 (r′, 0)

)
·
(
(1− r1) · f (0)

1 (r′, 1) + r1 · f (1)
1 (r′, 1)

)
+χ ·

(
f
(1)
2 (r)− ((1− r1) · f (0)

2 (r′, 0) + r1 · f (1)
2 (r′, 0))

·((1− r1) · f (0)
2 (r′, 1) + r1 · f (1)

2 (r′, 1))
))
· ẽq(ρ, r)

=
(
f
(1)
1 (r)−

(
(1− r1) · (p1(r′, 0) + σ(p2(r

′, 0) + 1)− τ) + r1 · f (1)
1 (r′, 0)

)
·
(
(1− r1) · (p1(r′, 1) + σ(p2(r

′, 1) + 1)− τ) + r1 · f (1)
1 (r′, 1)

)
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+χ ·
(
f
(1)
2 (r)− ((1− r1) · (p1(r′, 0) + σp2(r

′, 0)− τ) + r1 · f (1)
2 (r′, 0))

·((1− r1) · (p1(r′, 1) + σp2(r
′, 1)− τ) + r1 · f (1)

2 (r′, 1))
))
· ẽq(ρ, r)

i.e., it needs the following 10 evaluations of the input polynomials

p1(r
′, 0), p1(r

′, 1), p2(r
′, 0), p2(r

′, 1),

f
(1)
1 (r), f

(1)
1 (r′, 0), f (1)

1 (r′, 1), f (1)
2 (r), f

(1)
2 (r′, 0), f (1)

2 (r′, 1)

F Formal description of commitment schemes in
Section 5

F.1 Polynomial commitment for Rq[X]

Let PC(i) = (Setup(i),Com(i),VerCom(i),ProveEval(i),VerEval(i)) be a multilinear
polynomial commitment for polynomials in F(i)[X], for i ∈ [µ]. We construct
PC = (Setup,Com,VerCom,ProveEval,VerEval) for Rq[X] as follows:

Setup(1λ, ℓ)→ (ck, vk) : run Setup(i) → (ck(i), vk(i)) for i ∈ [µ] and output ck =

(ck(i))µi=1, vk = (vk(i))µi=1.

Com(ck, f)→ (cmf , opnf ) : compute Com(i)(ck(i), Φ(i)(f))→ (cm(i), opn(i)) and

output cmf := (cm(i))µi=1, opnf := (opn(i))µi=1.
VerCom(vk, cmf , f, opnf )→ b :

output b←
∧µ

i=1 VerCom
(i)(vk(i), cm(i), Φ(i)(f), opn(i)).

⟨ProveEval(ck, cmf ,a, y, ℓ; f, opnf ),VerEval(vk, cmf ,a, y, ℓ)⟩ → b :

let f (i) = Φ(i)(f), a(i) = Φ(i)(a) and y(i) = Φ(i)(y); prover and verifier run

bi ← ⟨ProveEval(i),VerEval(i)⟩ with inputs (ck(i), cm(i),a(i), y(i), ℓ; f (i), opn(i))

and (vk(i), cm(i),a(i), y(i), ℓ) and the verifier outputs b←
∧µ

i=1 bi .

F.2 Brakedown Polynomial commitment

Below MT.Com, MT.opn specifies a Merkle tree commitment to matrices in
Fm×M seen as vectors in (Fm)M , i.e. each of the M leaves is (the hash of) a
vector in Fm .

Setup(1λ, ℓ)→ (ck, vk) : Outputs Enc and parameter t.
Com(ck, f)→ (cmf , opnf ) : does the following

- Represents f as the matrix Uf ∈ Fm×m as explained in Section 5.

- Computes the matrix Ûf ∈ Fm×M , whose i-th row is the encoding with
Enc of the i-th row of Uf .

- Compute (cmf , opnf ) = MT.Com(Ûf ).

VerCom(vk, cmf , f, opnf ) : compute Uf and Ûf as in Com. Output 1 iff (cmf , opnf )

is the Merkle commitment of Ûf , 0 otherwise.
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⟨ProveEval(ck, cmf ,a, y, ℓ; f, opnf ),VerEval(vk, cmf ,a, y, ℓ)⟩ → b : We separate this
proof in two phases, the testing phase and the evaluation phase.
Testing phase:
V → P: V samples r ∈ Fm and sends it to P.
P → V: computes and sends v = r · Uf .
V → P: V uniformly samples and sends Q a subset of [M ] of size t.
P → V: for i ∈ [m], j ∈ Q, sends (MT.opnj)j∈Q, the opening of columns of

Ûf indexed by j ∈ Q. We call this submatrix ÛQ
f .

V :
- verifies the correctness of the Merkle commitment openings.
- from v, computes v̂Q the subvector of v̂ = Enc(v) of coordinates
indexed by Q.

- verifies that v̂Q =? r · ÛQ
f . If any checks fail, output b = 0 and

stop. Otherwise continue to evaluation phase.
Evaluation phase: let q1, q2 ∈ Fm be such that f(a) = ⟨q1 · Uf , q2⟩
P → V: computes and sends v′ = q1 · Uf .
V → P: V uniformly samples and sends Q′ a subset of [M ] of size t.
P → V: for i ∈ [m], j ∈ Q′, sends (MT.opnj)j∈Q′ , the opening of columns of

Ûf indexed by j ∈ Q′. We call this submatrix ÛQ′

f .
V :

- verifies the correctness of the Merkle commitment openings.
- from v′, computes v̂′

Q′ the subvector of v̂′ = Enc(v′) of coordi-
nates indexed by Q′.

- verifies that v̂′
Q′ =? q1 · ÛQ′

f and y =? ⟨v′, q2⟩. If any checks fail,
output b = 0. Otherwise output b = 1.

If the evaluation phase is run several times for different a, the testing phase
only needs to be run once. On the other hand, if the evaluation phase is only run
once, Q and Q′ can be the same, and therefore the prover only needs to open
the Merkle commitment at one set of columns.

F.3 Choice of Enc

As described in Section 5 using Reed-Solomon codes of length up to N/2 is
beneficial because in that case we can define the set of evaluation points to be
contained in the set of N/2-th roots of unity contained in the base field Fp and
use the NTT in good conditions. If m ≥ N/2, we can unfortunately not define
a Reed-Solomon code with length N/2, dimension m and nontrivial minimum
distance. In this case we define the encoding

Enc : Fm −→ (Fm/τ )τ −→(FN/2)τ

x −→ (x1, . . . ,xτ ) −→(Enc′(x1), . . . ,Enc
′(xτ ))

where the first map simply splits x in τ blocks of length m/τ (for simplicity
we always take τ dividing m) and the second map encodes each block with
a [N/2,m/τ ]-Reed Solomon code with encoding function Enc′. Call ρ the rate
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of this Reed Solomon code. Then m/τ = ρN/2 and its minimum distance is
(1− ρ)N/2 + 1 > (1− ρ)N/2.

In these conditions, Enc defines a code of length τN/2 = m/ρ, dimension m

(hence rate also ρ) and relative minimum distance γ = (1−ρ)N/2
m/ρ = ρ(1−ρ)N

2m . For

fixed N and m, γ is maximized for ρ = 1/2.
In summary, in order to maximize the minimum distance of Enc, we choose

ρ = 1/2 and define Enc′ to be a [N/2, N/4, N/4+1]p4 -RS code whose evaluation
points are N/2-th roots of unity in Fp, leading to γ = N

8m .

G Complete results

n 216 218 220 222 224 226

Single
Commit

Expander code 3.2ms 6.3ms 11.7ms 46.7ms 166.3ms 615.6ms
RS code 48.7µs 89.0µs 313.0µs 1.32ms 4.8ms 21.5ms
RS code (ST) 349µs 1.9ms 5.5ms 31.5ms 151.9ms 635.7ms

(213, 3)-Rq0

commit
RS code 0.3s 0.5s 1.9s 8.1s 29.3s 2m11s
Expander code 1m19s 2m36s 4m47s 19m7s 1h8m 4h12m

(214, 6)-Rq0

commit
RS code 1.2s 2.2s 7.7s 32.4s 1m57s 8m47s
Expander code 5m17s 10m24s 19m10s 1h16m 4h32m 16h48m

Table 4: Brakedown using Expander and RS codes. (ST) denotes single-threaded
execution, all other numbers are for a multithreaded execution with up to 48
threads.
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