SoK: Post-Quantum TLS Handshake

Nouri Alnahawi
Darmstadt University of Applied Sciences
Darmstadt, Germany

Jan Oupický
University of Luxembourg
Esch-sur-Alzette, Luxembourg

Johannes Müller
University of Luxembourg
Esch-sur-Alzette, Luxembourg

Alexander Wiesmaier
Darmstadt University of Applied Sciences
Darmstadt, Germany

ABSTRACT
Transport Layer Security (TLS) is the backbone security protocol of the Internet. As this fundamental protocol is at risk from future quantum attackers, many proposals have been made to protect TLS against this threat by implementing post-quantum cryptography (PQC). The widespread interest in post-quantum TLS has given rise to a large number of solutions over the last decade. These proposals differ in many aspects, including the security properties they seek to protect, the efficiency and trustworthiness of their post-quantum building blocks, and the application scenarios they consider, to name a few.

Based on an extensive literature review, we classify existing solutions according to their general approaches, analyze their individual contributions, and present the results of our extensive performance experiments. Based on these insights, we identify the most reasonable candidates for post-quantum TLS, which research problems in this area have already been solved, and which are still open. Overall, our work provides a well-founded reference point for researching post-quantum TLS and preparing TLS in practice for the quantum age.

1 INTRODUCTION

Transport Layer Security (TLS) is the backbone security protocol of the Internet. This fundamental protocol protects the confidentiality, authenticity, and integrity of individual communication channels in potentially malicious network environments. TLS is one of the most widely used tool for securing application protocols, e.g., for browsing, email, instant messaging or voice-over-IP.

Like any other protocol that uses public key cryptography, the security of TLS is threatened by future quantum attackers. This is because quantum computers can efficiently break the underlying hardness assumptions of the public key cryptography on which the TLS handshake protocol is currently based, namely the integer factorization and discrete logarithm problems. Thus, future adversaries with such powerful machines can undermine the security of TLS by forging signatures to falsely authenticate themselves to users, and by deriving encryption keys to read secret messages, even from past TLS sessions.

1.1 Our contributions
We provide the following contributions to address these questions.

Literature and internet research. To find relevant work, we searched for key words (variations of "post quantum", "TLS", "transport layer security", "authentication", "key exchange", "handshake") on Google Scholar, Crossref, and DBLP. For each relevant work we identified, we conducted a forward-backward search, i.e., we looked at which publications the work referred to and which publications referred to the work to find additional relevant information.

Taxonomy. We classify existing proposals for post-quantum TLS handshake according to the security properties they aim to protect: (1) post-quantum authentication only, (2) post-quantum key exchange only, and (3) post-quantum authenticated key exchange.
For each of these three main categories, we identified different sub-categories to which we assigned individual publications/projects. See Table 1 for our complete categorization.

Evaluation. We provide a critical and comparative assessment of the state of affairs:

(1) We summarize which proposals have proven insecure over time, which are considered secure according to the current state of research, and how their underlying hardness assumptions and thus their post-quantum security are related.
(2) We examine which proposals deal with real-world scenarios and which do not.
(3) We analyze the performance of all secure and practicable proposals that are purely post-quantum and address the different security properties separately. To this end, we have carried out extensive experimental simulations, the benchmarks of which we present here. The special feature of our analysis is that we study all proposals in the same setting and that we also examine proposals whose performance has not yet been tested.

Open and solved problems. We identify which research problems have been solved and which ones are still open or require further attention.

1.2 Overview
In Sec. 2, we explain how the security of TLS is affected by future quantum attackers. In Sec. 3, we give an overview of the PQC building blocks that are relevant for making the TLS handshake post-quantum. In Secs. 4, 5, and 6 we study the three different categories of post-quantum TLS that we have identified (see Table 1). Finally, in Sec. 7, we summarize our main findings and conclude our paper. In App. B, we recall how the TLS protocol works. In App. C, we elaborate on whether and how to adapt symmetric cryptography in TLS for quantum security. In App. A, we provide full details of our extensive performance analysis.

1.3 Related work
The performance of different post-quantum TLS proposals has been studied in various works, e.g., [34, 36, 59, 75, 94, 95, 98, 101]. While these analyses provide valuable insights into local aspects of some post-quantum TLS handshake proposals, a global and complete analysis of the state of the art was missing prior to our work. Although, to the best of our knowledge, [33] is the only paper that approaches post-quantum TLS in a more systematic way, its scope is limited to specific case studies and, being from 2019, it is missing the latest developments.

2 QUANTUM THREAT ANALYSIS OF TLS
We explain how a quantum attacker, i.e., an adversary with access to a scalable quantum computer, can break the security properties of existing TLS versions. See App. B for a description of TLS.

Quantum attackers. Tab. 2 shows the general threat that future quantum attackers pose to the cryptographic building blocks that we commonly use in today’s security protocols.

Table 1: Our categorization

<table>
<thead>
<tr>
<th>Post-quantum authentication (Sec. 4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Purely post-quantum authentication (Sec. 4.1)</td>
</tr>
<tr>
<td>Hash-based signatures</td>
</tr>
<tr>
<td>Lattice-based signatures</td>
</tr>
<tr>
<td>Multivariate-based signatures</td>
</tr>
<tr>
<td>Hybrid post-quantum authentication (Sec. 4.2)</td>
</tr>
<tr>
<td><strong>Post-quantum key exchange (Sec. 5)</strong></td>
</tr>
<tr>
<td>Purely post-quantum key exchange (Sec. 5.1)</td>
</tr>
<tr>
<td>Lattice-based KEMs</td>
</tr>
<tr>
<td>Code-based KEMs</td>
</tr>
<tr>
<td>Isogeny-based KEMs</td>
</tr>
<tr>
<td>Hybrid post-quantum key exchange (Sec. 5.2)</td>
</tr>
<tr>
<td>Concatenation</td>
</tr>
<tr>
<td>Separation</td>
</tr>
<tr>
<td>Robust hybrid</td>
</tr>
<tr>
<td><strong>Post-quantum authenticated key exchange (Sec. 6)</strong></td>
</tr>
<tr>
<td>KEMTLS (Sec. 6.1)</td>
</tr>
<tr>
<td>Mutually authenticated key exchange (Sec. 6.2)</td>
</tr>
<tr>
<td>Ring-LWE authenticated key exchange</td>
</tr>
<tr>
<td>Password-authenticated key exchange</td>
</tr>
<tr>
<td>Identity-based encryption</td>
</tr>
</tbody>
</table>

For TLS, which uses RSA and ECDSA as signature algorithms and the Diffie-Hellman (DH) protocol for key exchange, this means that these building blocks would no longer guarantee their desired security properties. Below, we describe the implications for the confidentiality and authenticity of TLS.

In App. C, we discuss whether and how to adapt the symmetric cryptographic primitives in TLS to make them post-quantum.

Confidentiality. A quantum attacker with access to the transcript of any TLS session can break the DH key exchange protocol and thus learn the peers’ shared secret. With this information, the attacker can decrypt the data from the record protocol, which completely undermines the confidentiality of the channel.

It is important to note that future quantum attackers who have stored transcripts of past TLS sessions can break the confidentiality of those sessions retrospectively and obtain sensitive information that remain sensitive in the future. Such attacks are called “store now, decrypt later”, and they illustrate the need for a timely transition to post-quantum key exchange in TLS.

Authenticity. A quantum attacker can forge signatures in certificates that peers use to authenticate themselves in TLS sessions. In particular, a quantum attacker can impersonate the Certificate Authority (CA) of the underlying PKI and thus break the authenticity of any TLS communication channel established with certificates from that PKI.

Unlike the confidentiality of today’s TLS sessions, the authenticity of these channels will not be affected by future quantum attackers because authentication is complete at the end of the handshake phase. However, this does not mean that we can “sit back and relax”,...
because for a variety of reasons it will take a long time to make the complete underlying PKIs post-quantum (see also Sec. 4.3).

Table 2: Quantum-Resistance of Classical Cryptography [28]

<table>
<thead>
<tr>
<th>Primitive</th>
<th>Algorithm</th>
<th>Quantum-Resistance</th>
</tr>
</thead>
<tbody>
<tr>
<td>Symmetric cipher</td>
<td>AES</td>
<td>Requires larger keys</td>
</tr>
<tr>
<td>Hash function</td>
<td>SHA-2</td>
<td>Requires larger output</td>
</tr>
<tr>
<td></td>
<td>SHA-3</td>
<td>Requires larger output</td>
</tr>
<tr>
<td>Key exchange</td>
<td>(EC)DH</td>
<td>Not secure</td>
</tr>
<tr>
<td>Public key encryption</td>
<td>RSA</td>
<td>Not secure</td>
</tr>
<tr>
<td></td>
<td>ElGamal</td>
<td>Not secure</td>
</tr>
<tr>
<td>Digital signature</td>
<td>RSA</td>
<td>Not secure</td>
</tr>
<tr>
<td></td>
<td>(EC)DSA</td>
<td>Not secure</td>
</tr>
</tbody>
</table>

3 POST-QUANTUM CRYPTOGRAPHY

We give an overview of the state of the art in post-quantum cryptography (PQC). The security of these cryptographic building blocks is based on hardness assumptions that even scalable quantum computers (presumably) cannot break.

As we shall see in the remainder of this paper, most post-quantum TLS proposals use post-quantum signatures and/or post-quantum key encapsulation mechanisms (KEMs) from the NIST PQC standardization process launched in 2016. Starting with 82 initial submissions [69], 15 candidates advanced to the third round. Tab. 3 summarizes the most relevant PQC candidate primitives, categorized according to the classes of their underlying hardness assumptions, i.e., those based on lattices, codes, multivariates, isogenies and hashes. As we will see in the course of this paper, these categories offer different balances between size, speed and security. Following the third round, NIST announced in 2022 that the three signature schemes Dilithium [65], Falcon [81], and SPHINCS+ [52]) as well as the KEM Kyber [91] will be standardized, and that it has selected the KEMs BIKE [5], Classic McEliece [3], HQC [68], and SIKE [55] for another round of evaluation.

As defined by NIST [72], each post-quantum candidate algorithm has multiple parameter sets that provide different security levels, increasing from level 1 to 5. For example, an algorithm with security level 1 should be as hard to "break" as recovering an AES-128 key.

In the course of this standardization process, it has been demonstrated that several initial submissions do not achieve the desired security properties. This includes the signature schemes Picnic and qTesla [2], all multivariate signature schemes (Rainbow, GeMSS, MQDSS) [12, 57, 99], and the only isogeny-based KEM SIKE [22].

Since, apart from the (comparatively less efficient) hash-based signature scheme SPHINCS+ [52], the only other two signature schemes to be standardized by NIST, Dilithium [65] and Falcon [81], require structured lattices, NIST has recently announced a new parallel standardization process for additional post-quantum signature schemes to diversify future PQC standards [73].

4 POST-QUANTUM AUTHENTICATION

We describe and compare existing proposals for post-quantum authentication in TLS. We distinguish between purely post-quantum and hybrid post-quantum approaches: purely post-quantum solutions (Sec. 4.1) use only post-quantum cryptography, while hybrid post-quantum solutions (Sec. 4.2) combine classical and post-quantum cryptography.

Authentication in TLS requires two cryptographic primitives (App. B): digital signatures and HMACs. Since HMACs are generally considered to be quantum-secure (App. C), only the digital signatures used in TLS need to be updated to make authentication post-quantum. Signatures are used in TLS for two purposes: First, as "static" signatures of certificates in the certificate chain, and second, as "fresh" signatures of messages in the handshake protocol.

We note that the use of new signature schemes, classical or post-quantum, in TLS is straightforward because the signature scheme is treated as a black box at the higher protocol level. For example, by using the reserved code points in TLS to agree and employ additional signature schemes that are not yet officially supported. Therefore, the main challenge for post-quantum authentication in TLS is to find a cryptographic solution that provides a reasonable balance between post-quantum security and performance.

4.1 Purely post-quantum authentication

We describe works that replace classical signature schemes in TLS with post-quantum ones. We classify these papers based on the underlying post-quantum hardness assumption of the signatures.

In Tab. 4, we summarize the sizes of the most relevant post-quantum signature schemes and their impact on the computational performance of TLS. To this end, we simulated TLS with these signature schemes in a realistic and consistent environment to obtain meaningful and comparable benchmarks (see App. A for details).

Hash-based signatures. Numerous works [19, 36, 59, 76, 77, 92, 94, 95, 98, 100, 101] proposed the use of hash-based signatures in TLS and provided some benchmarks. Specifically, three hash-based signature schemes were studied: XMSS [51], Picnic [105], and SPHINCS+ [52].

XMSS [51] is a stateful signature scheme that has been standardized by NIST [30] in parallel with the PQC competition. The main advantage of XMSS over the other signature schemes below is its performance, both in terms of computation and size. However, its statefulness limits its applicability in practice. In fact, since stateful signature schemes require private keys to be updated each time they are used, XMSS could well be used in the real world for creating certificates, as tested in [76, 92], but hardly for signing messages in individual TLS sessions. Note that the limitations of XMSS apply to any stateful signature scheme in this context.

Picnic [26] is a stateless signature scheme whose performance in the TLS authentication phase has been tested in [75, 101]. These results show that Picnic’s performance in terms of speed, key and signature sizes is similar to other hash-based signatures such as SPHINCS+ (see below). However, during the NIST competition, it was discovered that Picnic does not meet the originally claimed security level because the underlying block cipher is flawed [69], and therefore NIST discarded Picnic.

SPHINCS+ [52] is the only stateless hash-based signature scheme that is planned to be standardized by NIST [2]. While its key sizes are small, its signature size is relatively large which limits its applicability in TLS. Specifically, while the public key size is only 32 bytes, the signature size of SPHINCS+ is 7856 or 17088 bytes at security
level 1 [2]. Additionally, the operations of SPHINCS+ are orders of magnitudes slower than, e.g., those of RSA or Dilithium [94]. As a result, the TLS handshake with SPHINCS+ is significantly slower than with other signature schemes: [94, 95] report that the handshake with SPHINCS+ takes $3 \times 4\times$ the time of the handshake with classical (RSA/ECDSA) or post-quantum lattice-based (Dilithium/Falcon) signatures, and according to [36] the handshake with SPHINCS+ takes $2.5 \times 15\times$ the time of the handshake with Dilithium. SPHINCS+ was evaluated on embedded devices in [19, 100]; [19] reports that handshake with Kyber and SPHINCS+ takes $12 \times 20\times$ the time of the classical handshake with ECDHE and ECDSA; [100] reports that the handshake with SPHINCS+ takes $714\times$ the time of the handshake with Dilithium. In our measurements, the TLS 1.3 handshake with SPHINCS+ at security level 1 took $1.58\times$ the time of the classical handshake with Ed25519. We suspect that the wide range of reported SPHINCS+ performance is due to a combination of different setups and the fact that SPHINCS+ has 12 parameter sets (with varying performance) at each security level (1, 3 and 5).

**Lattice-based signatures.** Various works [36, 39, 56, 75, 94, 95, 98, 101] studied the use of lattice-based signature schemes in TLS and tested their performance. Specifically, three lattice-based signatures were studied: Dilithium [65], Falcon [81] and qTesla [13].

Both Dilithium [65] and Falcon [81] are going to be standardized by NIST [30]. The security of Dilithium is based on the Module-LWE problem and that of Falcon on the NTRU problem. The computational efficiency of these schemes is in the same order of magnitude as classical algorithms such as ECDSA, but their sizes are much larger. In fact, Falcon’s keys and signatures are about $16\times$ the sizes of ECDSA and Dilithium’s sizes are about $39\times$ the sizes of ECDSA (e.g., Tab. 1 in [95]). At the computational level, Falcon signature verification time is $0.3 \times 0.5\times$ Dilithium’s time, but its signing time is about $10\times$ Dilithium’s time [36, 76]. On the other hand, Falcon requires 64-bit floating-point arithmetic, which is not always supported; in such cases these operations must be emulated which slows down the signing time by a factor of $10$ according to [80]. As [59, 76] have shown, Dilithium and Falcon offer similar performance in TLS, except in cases where Falcon’s slower signing time creates a bottleneck, e.g., when a server (doing the signing) has to serve multiple clients. Our measurements show that Falcon’s advantage over Dilithium grows with increasing security level: a TLS 1.3 handshake with Dilithium takes $1.04\times$ the time of the handshake with Falcon at security levels 1 and 2, while the handshake with Dilithium takes $1.1\times$ the time of the handshake with Falcon at security level 5.

The security of qTesla [13] is based on Ring-LWE. qTesla was submitted to the NIST competition but did not advance from the second to the third round because its security/efficiency balance was not convincing [69] and its closely related competitor Dilithium is based on a weaker hardness assumption (namely Module-LWE) and offers better performance. In fact, [75, 101] have shown that qTesla typically performs worse than Dilithium in TLS handshake scenarios.

**Multivariate-based signatures.** In addition, the use of multivariate signature schemes in the TLS handshake, such as GeMSS [21], Rainbow [56] and MQDSS [88], has been studied in some works [36, 92, 95]. These schemes offer comparable or even better performance than hash-based or lattice-based ones, but all of them have been broken subsequently [12, 57, 99]. As it is an open question if and how they can be fixed, we do not provide details on how the TLS handshake works with these schemes in this paper, but refer to those works that studied their deployment.

### 4.2 Hybrid post-quantum authentication

Hybrid post-quantum authentication uses a classical and a post-quantum signature scheme in parallel, thus combining classical and post-quantum security.

Since the current TLS standard does not support the use of multiple signatures in parallel, the Open Quantum Safe (OQS) project [33, 98] extended the OpenSSL library as follows: classical and post-quantum keys and signatures are concatenated and regarded as regular keys and signatures, respectively, of a single signature scheme. This hybrid signature scheme is then used in TLS as usual. The approach is implemented for TLS 1.3 and currently supports the combination of classical algorithms RSA/ECDSA with Dilithium/Falcon/SPHINCS+.

Two works [66, 101] have tested the OQS implementation in several configurations. From their results, we can conclude that hybrid post-quantum authentication takes about $1.2 \times 2\times$ the time of purely post-quantum authentication. The specific factor depends, of course, on the performance ratio between the classical and post-quantum signatures used. For example, according to [101], a purely post-quantum TLS handshake using Dilithium (purely post-quantum authentication) and Kyber (purely post-quantum key exchange, Sec. 5.1) takes 18 ms, while a hybrid TLS handshake using RSA + Dilithium (hybrid post-quantum authentication) and ECDHE + Kyber (hybrid post-quantum key exchange, Sec. 5.2) takes 30 ms. Another result, using FrodoKEM instead of Kyber and Picnic instead of Dilithium, shows that the purely post-quantum handshake takes 64 ms and the hybrid handshake takes 75 ms. The main reason why the factor is about 1.7 in the first example but only 1.2 in the second

If the security of a cryptographic primitive/security protocol $X$ reduces to a weaker hardness assumption than another one $Y$, then $X$ is at least as secure as $Y$. 

### Table 3: Post-quantum hardness problems

<table>
<thead>
<tr>
<th>Problem category</th>
<th>Hardness assumption(s)</th>
<th>Example algorithm(s)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Lattice-based</td>
<td>Learning With Errors problem, Shortest Vector problem</td>
<td>Kyber [91], NTRU [27], Falcon [81], Saber [54]</td>
</tr>
<tr>
<td></td>
<td>Syndrome Decoding problem, Codeword Finding problem</td>
<td>Classic McEliece [3], HQC [68], BIKE [5]</td>
</tr>
<tr>
<td>Multivariate-based</td>
<td>Multivariate Quadratic polynomial problem, MinRank problem</td>
<td>Rainbow [56], GeMSS [21], MQDSS [88]</td>
</tr>
<tr>
<td>Isogeny-based</td>
<td>Supersingular Isogeny Diffie-Hellman problem</td>
<td>SIKE [55]</td>
</tr>
<tr>
<td>Hash-based</td>
<td>PQ distinct-function, multi-target second-preimage resistance</td>
<td>SPHINCS+ [52], Picnic [105]</td>
</tr>
</tbody>
</table>
is that the post-quantum primitives in the first example are more efficient than those in the second.

4.3 Discussion

We summarize the state of the art and place these findings in a real-world context.

Observation 1. Both purely and hybrid post-quantum authentication can be implemented efficiently.

The benchmarks of our simulations confirm and refine the results of previous analyses (see Tab. 4). In particular, Dilithium and Falcon are the most reasonable proposals so far for quantum-proofing TLS authentication, both for use in single handshake sessions and for certificates, while XMSS is a viable alternative for certificates only. All three of these schemes will be or have been standardized by NIST. Both Dilithium and Falcon can be combined with classical signature schemes such as RSA or ECDSA for hybrid post-quantum authentication in TLS that is almost as efficient as purely post-quantum authentication.

We also find that the hash-based signature scheme SPHINCS+ provides an interesting alternative to the other schemes, but depending on its mode it can significantly slow down the TLS handshake.

We note that the main bottleneck of post-quantum authentication in TLS is the larger key/signature size, which may limit its applicability especially in low-bandwidth networks or for some IoT applications.

We finally observe that both the purely post-quantum and hybrid post-quantum authentication approaches are crypto-agile, as they are not tailored to specific signature schemes, and are backward compatible. While the purely post-quantum approach can be implemented in TLS without any conceptual changes, the hybrid approach requires some protocol modifications (see above).

Observation 2. Hybrid post-quantum solutions for authentication in TLS have not yet received the attention (in academia) that their practical relevance deserves.

In the following, we elaborate on this observation. To begin with, we recall from above that hybrid post-quantum authentication has so far been studied in only two papers, while a dozen papers have analyzed purely post-quantum solutions. Furthermore, only standard TLS with its single signatures has been formally verified (e.g., [31]) or cryptographically analyzed (e.g., [39]), but not TLS with two (arbitrary) signatures.

We think that this state of affairs is unsatisfactory, since the hybrid approach can offer significant advantages in real world scenarios. First, from a security point of view, the hybrid approach is more robust, since even if one of the hardness assumptions, i.e., the classical or the post-quantum one, does not hold, the other can still serve as a backup. Second, hybrid solutions are also advantageous in the transition to the post-quantum era. For example, if a Trust Service Provider (TSP) [41] wants to prepare to protect its authentication services against quantum attackers, it needs to find a post-quantum TLS solution that meets the relevant regulatory requirements. Since major standards such as eIDAS in Europe currently mandate the use of classical cryptography, the TSP must adopt a hybrid approach. For these reasons, post-quantum transition projects, such as HAPKIDO [82] in the Netherlands, often follow the hybrid post-quantum approach, and some authorities, such as the German Federal Office for Information Security (BSI) [1], require using hybrid cryptography during the migration to post-quantum cryptography.

To bridge this gap between theory and practice, we recommend that the academic community continues to explore hybrid solutions, both in terms of engineering and formal security.

Observation 3. Although future quantum attackers cannot break the authentication of past TLS sessions, migration to post-quantum PKIs must begin soon.

While future quantum attackers who gain access to the transcripts of today’s TLS sessions can indeed break the secrecy of those sessions (see also Sec. 5), these attackers do not pose a threat to the authentication of today’s TLS sessions for a simple reason. Authentication is complete at the end of the TLS handshake, and even if the server reveals its signature key afterwards, the client can still be sure that it is communicating with the correct server.

However, this does not mean that we can sit back and relax, because for a variety of reasons it will take a long time to fully secure the underlying PKIs against quantum attackers. A major constraint in this transition is the long lifetime of CA root certificates, typically 10 to 20 years, which should be secure for that time. Although in principle root certificates can be revoked at any time, in practice such a process would be cumbersome and error-prone, as it would require updating the entire PKI and all users’ devices. Since current research (e.g., [70]) estimates that there is a high risk that quantum computers will be able to forge classically signed certificates in the next 10 to 20 years, work should start now on building PKIs that enable post-quantum authentication (in TLS).

---

Table 4: Comparison of post-quantum signatures

<table>
<thead>
<tr>
<th>Algorithm (sec. level)</th>
<th>Category</th>
<th>Public key [bytes]</th>
<th>Signature [bytes]</th>
<th>Public key + signature [bytes]</th>
<th>TLS slowdown coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td>Falcon (L1)</td>
<td>Lattice-based</td>
<td>897</td>
<td>666</td>
<td>1,563</td>
<td>0.98</td>
</tr>
<tr>
<td>Dilithium (L2)</td>
<td>Lattice-based</td>
<td>1,312</td>
<td>2,420</td>
<td>3,732</td>
<td>1.02</td>
</tr>
<tr>
<td>SPHINCS+ (L1)</td>
<td>Hash-based</td>
<td>32</td>
<td>7,856</td>
<td>7,888</td>
<td>1.58</td>
</tr>
</tbody>
</table>

Data sizes taken from [2] (for SPHINCS+ we take the small parameter choice, as defined in [52]). "TLS slowdown coefficient" is defined as $\frac{t_{pq}}{t_c}$, where $t_{pq}$ is the TLS handshake time with the post-quantum scheme and $t_c$ is the time with a comparable classical scheme (RSA/ECDSA). We provide ranges for the external sources since their setups are not completely consistent. We attribute the wide range to SPHINCS+ having multiple security level 1 parameter sets which differ in performance. Setup for our data (see Appendix A for more details): comparison with Ed25519, certificate chain length 2, and key exchange x25519; RTT 7ms, bandwidth 1.08Gb/s; SPHINCS+ parameter set: SHA2, simple, small.
We note that there are essentially two approaches to making existing PKIs post-quantum: creating a standalone, purely post-quantum PKI and using the classical and the post-quantum PKIs in parallel, or integrating post-quantum signatures into classical certificates. As this specific topic is beyond the scope of our paper, we refer the reader to [14, 33, 58] for details, in particular for a comparison of these two approaches.

5 POST-QUANTUM KEY EXCHANGE

We describe and compare existing proposals for post-quantum key exchange in TLS. Again, as with post-quantum authentication (Sec. 4), we distinguish between purely post-quantum and hybrid post-quantum approaches. Purely post-quantum solutions (Sec. 5.1) use only post-quantum cryptography, while hybrid post-quantum ones (Sec. 5.2) combine classical and post-quantum cryptography.

We will see that there is only one general purely post-quantum key exchange approach, while there are several approaches for hybrid post-quantum key exchange.

5.1 Purely post-quantum key exchange

All works in the literature that studied replacing the classical DH key exchange with post-quantum alternatives are based on KEMs. This approach was studied for TLS 1.2 in [15, 16, 19, 33, 34, 77, 98] and for TLS 1.3 in [11, 33, 36, 66, 76, 92, 94, 98, 100, 101, 103].

The idea of using KEMs for ephemeral key exchange in TLS works as follows (Figs. 1 and 2):

1. The client generates an ephemeral KEM key pair and sends the public key to the server.
2. The server runs the encapsulation mechanism with the public key of the client as the input and obtains the ciphertext and the shared secret. The server sends the ciphertext to the client.
3. The client decapsulates the ciphertext with its private key and gets the shared secret.

Comparing this process with the original DH flow (Fig. 1) shows that it is possible to use KEMs in TLS instead of DH key exchange without changing the overall protocol flow. Thus, the main challenge for purely post-quantum key exchange is to find a cryptographic solution with a reasonable balance between quantum-security and performance in terms of speed and size.

In Tab. 5, we summarize the sizes of the most relevant post-quantum signature schemes and their impact on the computational performance of TLS. As with the purely post-quantum authentication, we simulated TLS with these KEMs in a realistic and consistent environment to obtain meaningful and comparable benchmarks (see App. A for details).

Analogous to Sec. 4.1, we classify existing work on purely post-quantum key exchange based on the underlying hardness assumptions of the key exchange schemes.

Lattice-based KEMs. We identified three different groups of lattice-based KEMs that we characterize by their underlying hardness assumptions: variants of Learning-with-Errors (LWE) [15, 16, 79, 91],

Learning-with-Rounding (LWR) [54], and variants of NTRU [10, 27].

Among the LWE KEMs, we distinguish between the following three categories, depending on which variant of LWE their security is based on. The security of Frodo [15] reduces to the “conservative” plain LWE assumption, that of Kyber [91] to the Module LWE (MLWE) assumption, and that of NewHope [79] (and its predecessor BCNS [16]) to the stronger Ring LWE (RLWE) assumption. All of these KEMs were submitted to the NIST standardization process.3 NIST selected Kyber as a winner, while FrodoKEM and NewHope did not advance from the 3rd to the 4th round because Kyber’s performance is significantly better than FrodoKEM’s (see below), and because Kyber offers a similar performance to NewHope but requires a weaker hardness assumption for this (see [2, 69] for details about NIST’s selection).

The TLS performance of these LWE KEMs was extensively studied in the literature (see, e.g., [19, 36, 66, 76, 77, 92, 94, 100, 101]) and their characteristics can be summarized as follows. Overall, the performance of TLS with Kyber is similar to that of TLS with classical key exchange protocols such as ECDHE, and in some configurations even better. According to [94], the TLS 1.3 handshake with Kyber and Dilithium, at security level 1, takes roughly the same time as a classical handshake with ECDHE and RSA while at security level 3 it takes 2× the time (compared to the same classical scheme). Another work [36] finds that Kyber, at NIST security level

3The submitted versions of Frodo, called FrodoKEM [71], and of NewHope [79] differ from their original specifications [4, 15] in that they provide not only IND-CPA but even IND-CCA security, as required by NIST.
Table 5: Comparison of post-quantum KEMs

<table>
<thead>
<tr>
<th>Algorithm (sec. level)</th>
<th>Category</th>
<th>Public key [bytes]</th>
<th>Ciphertext [bytes]</th>
<th>Public key + ciphertext [bytes]</th>
<th>TLS slowdown coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td>Saber (L1)</td>
<td>Lattice-based</td>
<td>672</td>
<td>736</td>
<td>1 408</td>
<td>1.07</td>
</tr>
<tr>
<td>Kyber (L1)</td>
<td>Lattice-based</td>
<td>800</td>
<td>768</td>
<td>1 568</td>
<td>1.06</td>
</tr>
<tr>
<td>NTRU (L1)</td>
<td>Lattice-based</td>
<td>930</td>
<td>930</td>
<td>1 860</td>
<td>1.13</td>
</tr>
<tr>
<td>NTRU Prime (L2)</td>
<td>Lattice-based</td>
<td>1 158</td>
<td>1 039</td>
<td>2 197</td>
<td>1.53</td>
</tr>
<tr>
<td>BIKE (L1)</td>
<td>Code-based</td>
<td>1 540</td>
<td>1 572</td>
<td>3 112</td>
<td>N/A</td>
</tr>
<tr>
<td>HQC (L1)</td>
<td>Code-based</td>
<td>2 249</td>
<td>4 481</td>
<td>6 730</td>
<td>N/A</td>
</tr>
<tr>
<td>FrodoKEM (L1)</td>
<td>Lattice-based</td>
<td>9 616</td>
<td>9 720</td>
<td>19 336</td>
<td>2.53</td>
</tr>
</tbody>
</table>

Data sizes taken from [2] (for NTRU Prime we take the streamlined parameter choice at security level 2, as defined in [10], because this parameter was used in the external source [11]). "TLS slowdown coefficient" is defined as \(\frac{t_{pq}}{t_{ec}}\), where \(t_{pq}\) is the TLS handshake time with the post-quantum scheme and \(t_{ec}\) is the time with ECDHE. We provide ranges for the external sources since their setups are not completely consistent. ‘N/A’ is used where we did not find external sources from which we could compute the TLS slowdown coefficient. * indicates that tested KEMs were only IND-CPA secure. Setup for our data (see Appendix A for more details): comparison with x25519, certificate chain length 2, and signature ECDSA (prime256v1); RTT 7ms, bandwidth 1.08Gb/s; FrodoKEM: AES; NTRU Prime: Streamlined.

1, has almost identical performance to ECDHE with Curve25519 in TLS 1.3, and is even faster at security levels 3 (ECDHE with Curve448) and 5 (ECDHE with curve P-521) by a factor of 2 and 7 respectively. NewHope’s performance is similar to that of Kyber [94] but it requires a stronger hardness assumption (RLWE vs. MLWE) and therefore Kyber can be considered superior to NewHope. The TLS handshake with FrodoKEM takes 2.7× the time a handshake with Kyber or NewHope takes according to [101] and its public key and ciphertext sizes are about 10× the sizes of Kyber or NewHope [2]. The original FrodoKEM paper [15] reports that the TLS 1.2 handshake with FrodoKEM takes 1.14 × 1.29× the time of a classical handshake with ECDHE but we note that this paper tested only the IND-CPA version. We measured the latest FrodoKEM IND-CCA version and we observed that the TLS 1.3 handshake with FrodoKEM at security level 1 takes 2.53× the time of the classical handshake with ECDHE (Curve25519). While these numbers show that FrodoKEM’s performance is significantly better than FrodoKEM, they demonstrate that the more conservative FrodoKEM can still be a practical choice for use in TLS. Indeed, FrodoKEM is still recommended by some authorities (e.g., German Federal Office for Information Security) and is currently being standardized by ISO [42].

The security of Saber [54] is based on the Module Learning-with-Rounding (MLWR) assumption. The use of Saber in TLS 1.3 was studied in [36, 66, 101], all of which report that the key exchange phase in TLS with Saber is at least as efficient as with Kyber, both in terms of time and size. We also measured Saber’s performance with the same outcome (App. A). Saber was also submitted to the NIST competition but, unlike Kyber, Saber did not advance to the 4th round of the NIST competition because its hardness assumption Module Learning-with-Rounding had not yet been researched as much as Kyber’s Module Learning-with-Errors assumption [2].

There are two KEMs whose security reduces to the NTRU problem. The first KEM is based on a modification of NTRU, called NTRU Prime [10]. Its hardness assumption is intended to be more conservative than the original NTRU problem and than the underlying hardness assumptions of Kyber and Saber, respectively (see above), with only slightly larger key sizes. In [11], the NTRU Prime KEM was integrated into TLS 1.3, essentially as described above, but with some performance optimizations which ensured that the resulting TLS 1.3 handshake with NTRU Prime takes 0.95× the time of the classical handshake with x25519. Our measurements show that the TLS 1.3 handshake with NTRU Prime’s LPR variant at security level 1 takes 1.11× the time of the handshake with x25519 while the Streamlined variant at security level 1 takes 1.45× the time.

The security of the second KEM reduces to the classic NTRU problem and is therefore commonly referred to as NTRU [27]. The key shares of NTRU and NTRU Prime (see above) have essentially the same size. According to [94], the TLS 1.3 handshake with NTRU takes similar time as with Kyber (at security level 3) and takes about 2× the time of a classical ECDHE handshake; however, this result is inconsistent with the claim in the same paper that NTRU’s algorithms take up to 100× the time of Kyber algorithms while having similar sizes. The performance of NTRU and Kyber in TLS has also been studied and compared in [101] which reports that the handshake with NTRU takes about 3.25× the time of the handshake with Kyber while being comparable to FrodoKEM. According to [66] the TLS 1.3 handshake with NTRU takes 1.05 – 1.07× the time of a handshake with Kyber or Saber at multiple security levels which corresponds to our measurements presented in Appendix A.

Code-based KEMs, HQC [68] and BIKE [5] are the only code-based KEMs tested in TLS [36, 100, 101].4 HQC and BIKE were both submitted to the NIST competition and reached the 4th round [2]. BIKE’s public key and ciphertext sizes are about 0.5× the sizes of HQC but its computations (key generation, encapsulation, decapsulation) take approximately 4.3× the time of HQC’s computations [37]. According to [100], the TLS 1.3 handshake with BIKE takes 4.3× the time of the handshake with Kyber, and the handshake with HQC takes about 1.8× the time of the handshake with Kyber, whose performance is similar to that of ECDHE. Our measurements show that the TLS 1.3 handshake with HQC at sec. level 1 takes 1.45× the time of the classical handshake with x25519 while the

4A reader may wonder if Classic McEliece [5] has been also integrated into TLS. We have not found such a work, and we suspect that this is because TLS does not support public keys larger than \(2^{16} – 1\) bytes [87], but the smallest public key size for Classic McEliece is 4× this limit.

5Computed as sum of cycles for each operation at security level 1, x86 architecture, code type - performance mode, 2023-06-24.
handshake with BIKE at sec. level 1 takes \(2.55 \times\) the time of the classical handshake.

**Isogeny-based KEMs.** SIKE \([55]\) is the only isogeny-based KEM that was tested in TLS, in fact in \([36, 92, 100, 101]\). The advantage of SIKE over code-based or lattice-based schemes (see above) is its key and ciphertext sizes which are at most \(0.5x\) the sizes of lattice-based KEMs, such as Kyber \([91]\) or Saber \([54]\). On the downside, a TLS 1.3 handshake with SIKE takes around 15x the time of the handshake with Kyber or Saber according to \([101]\), and even 31x according to \([36]\). The main problem with SIKE, however, is that it has been shown to be insecure \([22]\).

### 5.2 Hybrid post-quantum key exchange

We identified three different approaches to hybrid key exchange in TLS. The first two run one classical and one post-quantum key exchange algorithm in parallel, and they differ in how they integrate the additional post-quantum key share into the overall protocol flow (Secs. 5.2.1 and 5.2.2). The third approach differs from the other two in that it uses one classical and \(n \geq 1\) post-quantum algorithms in parallel (Sec. 5.2.3).

#### 5.2.1 Concatenation.

The main idea here is to concatenate the classical and post-quantum key material (public keys/ciphertexts) and treat them as single elements in TLS. This is conceptually similar to the hybrid authentication as described in Sec. 4.2.

More specifically, in the negotiation phase, one classical and one post-quantum key exchange protocol are negotiated. Then, in the key exchange phase, the classical and post-quantum key exchange algorithms are run in parallel on a concatenated input, the classical and post-quantum parts of which are first decoupled and then processed individually by the respective algorithms. The outputs of the two algorithms are concatenated to form the shared secret, which is then processed as in the usual TLS protocol. We note, however, that one of the key shares must be of known constant length to be able to decouple them.

The concatenation approach was first proposed for TLS 1.2 in \([16]\) and later in \([15]\). The authors of \([16]\) instantiated this approach with ECDHE and their Ring-LWE-based key exchange algorithm BCNS (Sec. 5.1). Their evaluation results show that the TLS handshake using this hybrid key exchange takes about \(1.7x\) the time of the handshake using ECDHE and about \(1.4x\) the time of the handshake using the purely post-quantum key exchange with BCNS. The results of \([15]\) show that the handshake using a hybrid key exchange (ECDHE with NewHope \([4]\)) takes about \(1.2x\) the time of the handshake with ECDHE and about \(1.4x\) the time of the handshake using the purely post-quantum key exchange NewHope.

Later, the concatenation approach was also proposed for the latest version 1.3 of TLS in \([60, 97]\). The OpenSSL fork from the Open Quantum Safe (OQS) project implements the concatenation approach \([33, 98]\) for hybrid key exchange in TLS 1.3. The efficiency of this implementation in various settings was analyzed in \([75, 92, 101]\); we summarize their main insights next. First, \([75]\) reports that the performance of a hybrid key exchange with ECDHE and Kyber in TLS 1.3 is essentially identical to a classical key exchange with ECDHE under *ideal network conditions*. In environments with a high packet loss, the additional bandwidth requirements of post-quantum algorithms make the hybrid key exchange protocol significantly less efficient than the classical one. Another main observation made in \([75]\) is that SIKE \([55]\), with key shares \(0.4x\) the size of Kyber, performs significantly worse than Kyber under ideal network conditions due to its much slower computations, but in environments with high packet loss, SIKE outperforms Kyber, since SIKE’s slow computations get negligible compared to Kyber’s higher bandwidth requirements, which cause a higher packet retransmission rate.\(^{6}\)

Google conducted two hybrid post-quantum TLS experiments \([63, 64]\) that also implemented the concatenation approach. In the first experiment \([63]\), the authors tested a hybrid key exchange in TLS 1.2 with NewHope \([4]\) and ECDHE, and they concluded that the tested hybrid post-quantum solution can be considered practical. The second experiment \([64]\) was conducted in collaboration with Cloudflare \([62]\). It tested two hybrid key exchange configurations in TLS 1.3 with NTRU \([27]\) and ECDHE, and with SIKE \([55]\) and ECDHE. The overall result is consistent with the results of \([75]\) (see above), as the performance of the pair NTRU/ECDHE is similar to that of the classical ECDHE, while the performance of the pair SIKE/ECDHE is worse than NTRU/ECDHE under ideal network conditions, but better under poorer network conditions such as in mobile communications. In 2022, Google announced that it had implemented this hybrid approach (using ECDHE with NTRU) in its modified TLS protocol called ALTS \([47]\). Since August 2023, Google Chrome 116+ \([49]\) supports post-quantum hybrid key exchange by a combination of x25519 with Kyber-768 (NIST security level 3).

#### 5.2.2 Separation.

An alternative solution to concatenating key shares by using existing TLS data structures (Sec. 5.2.1) is to modify messages or to create extensions in order to transport additional post-quantum key shares in the hybrid key exchange. In this way, the classical and post-quantum key shares are separated more clearly within the TLS data structures.

The authors of \([32]\) apply this idea to TLS 1.2 by extending **ClientHello** with a list of supported post-quantum KEMs, ordered by preference. In order to transport both the classical and the post-quantum keys, they modify **ServerKeyExchange** and **ClientKeyExchange** so that the post-quantum key share is embedded in a newly defined field, while the classical key share is embedded as in the TLS 1.2 standard. As in the previous approach (Sec. 5.2.1), the final shared secret is the concatenation of the resulting classical and post-quantum secrets.

The same approach has been proposed for TLS 1.3 in \([89]\) but with some technical differences. First, the authors define new group code points for the post-quantum key exchange algorithms, so that the hybrid pair of key exchange algorithms can be negotiated as in standard TLS 1.3. Second, the authors define a new extension **additional_key_share** of **ClientHello** and **ServerHello**. While the classic key shares are transported as in the TLS 1.3 standard, the post-quantum ones are sent using the new extension.

\(^{6}\)However, recall from Sec. 5.1 that SIKE has been shown to be insecure after these experiments.
Finally, the authors modified the key schedule (i.e., the key derivation algorithm) in TLS 1.3 to take as input the classical and the post-quantum shares.

5.2.3 Robust hybrid. The idea of this approach, which we call the robust hybrid, is to use more than two key exchange algorithms in parallel to further reduce the attack surface.

In [90], this approach is applied to TLS 1.2. First, the authors extend ClientHello and ServerHello to negotiate the combination of multiple (post-quantum) key exchange algorithms and to transport all public keys. Second, they modify ServerKeyExchange and ClientKeyExchange to transport the additional ciphertexts in new dedicated fields. The classical key exchange phase remains unchanged. Finally, the shared secret is the concatenation of the classical secret and the additional (post-quantum) secrets.

A similar approach was proposed in [103] for TLS 1.3. The proposal modifies the standard key_share extension to accommodate hybrid key sharing, and also defines a new TLS extension hybrid_extension for ClientHello, which serves as a mapping between code points in supported_groups and the set of key exchange algorithms used in the hybrid key exchange. For example, if the client wants to use a hybrid key exchange with ECDHE, Kyber and NTRU, the client selects an unallocated code point in supported_groups and includes the description of the code point into hybrid_extension. The public keys are transported in the key_share extension, except that the KeyShareEntry corresponding to the hybrid code point contains a list of three KeyShareEntry values representing the public keys. The authors of [103] note that their modification is interoperable with standard TLS 1.3, since the modified KeyShareEntry is treated identically to a KeyShareEntry of an unsupported algorithm in TLS 1.3.

We have not found any publications that analyze the performance of this approach. While for one classical and one post-quantum algorithm, we assume that the performance is the same as in the concatenation approach, which has been tested extensively (Sec. 5.2.1), it is not obvious how this approach scales with more than one post-quantum key exchange algorithm in realistic settings.

5.3 Discussion
We summarize the state of the art and place these findings in a real-world context. Recall from Sec. 2 that future quantum attackers can, in particular, undermine the confidentiality of TLS by breaking the classical key exchange protocol, even of past TLS sessions (“store now, decrypt later” attacks).

Observation 4. All existing proposals for purely and hybrid post-quantum key exchange in TLS use KEMs. Using KEMs for key exchange requires significant protocol changes, and the security of the resulting TLS protocol has not yet been formally verified.

This observation, which follows directly from Secs. 5.1 and 5.2, shows that post-quantum key exchange is more challenging than post-quantum authentication (Sec. 4), since simply replacing the classical cryptography (e.g., ECDHE in TLS 1.3) does not work here. In fact, deploying a different cryptographic concept, namely KEMs, is the only known approach to efficient post-quantum key exchange.

From an engineering perspective, using KEMs for key exchange in TLS requires some adaptions of the handshake protocol, as opposed to simply using different signatures for post-quantum authentication.

To our knowledge, the security of the TLS protocol with (abstract) KEMs for key exchange has not yet been formally verified. Although we assume that the security of the TLS protocol is in principle preserved, we think that this research problem needs to be addressed before the modified TLS is used in real-world scenarios. To illustrate the importance of a formal analysis, we recall that during the development of TLS 1.3, researchers formally verified the security of the drafts and identified subtle issues (see, e.g., [31]).

A specific open question that needs to be answered is whether the weaker notion of IND-CPA or the stronger (and commonly used) notion of IND-CCA secure KEMs is sufficient to preserve the security of the current TLS 1.3 standard. Since in some early works [15, 16], the proposed KEMs are only secure against chosen plaintext attacks (IND-CPA), the authors of these papers changed the protocol flow of TLS 1.2, as otherwise the security of the resulting protocol could not be guaranteed (Sec. 5 in [16]). Essentially, in the modified version, the server signs the transcript at a later stage, so that it also contains the client’s public key. Since in TLS 1.3, the server already signs the transcript in this way, it appears that IND-CPA secure KEMs could be used in TLS 1.3 without further modification to improve efficiency.

Observation 5. Both purely and hybrid post-quantum key exchange can be implemented efficiently.

Let us first summarize the state of the art for purely post-quantum key exchange in TLS (Sec. 5.1); see Tab. 5 for the sizes of the most relevant post-quantum KEMs and their TLS performance. We find that the lattice-based KEMs FrodoKEM, Kyber and NTRU Prime, and the code-based KEMs HQC and BIKE are the most promising proposals so far for post-quantum key exchange in TLS. These KEMs are practically efficient, albeit to varying degrees, and based on reasonable hardness assumptions. In contrast, the security of NewHope relies on Ring-LWE, which may be significantly easier to solve than the hardness assumptions of the other lattice-based schemes, and the underlying hardness assumption of Saber is not yet sufficiently well understood. Since SIKE has been shown to be insecure, this KEM should not be used.

We have also seen that the concatenation approach for hybrid post-quantum key exchange (Sec. 5.2.1) provides a practical option, for example for the Kyber/ECDHE pair. Although, as to the best of our knowledge, the performance of the separation approach (Sec. 5.2.2) has not yet been studied in the literature, we assume that its overall efficiency is the same as that of the concatenation approach, since the cryptographic content is the same, only transferred in different places. As we already noted in Sec. 5.2.3, it is still an open research question to study the performance of using multiple post-quantum KEMs for higher robustness.

Observation 6. While the concatenation approach to hybrid key exchange has received more attention, both the concatenation and separation approaches provide reasonable solutions with slightly different characteristics.
We describe and discuss those proposals that simultaneously guarantee authenticity and secrecy of the TLS handshake, unlike the proposals in the previous two sections, which provide exactly one of these two properties.

6 POST-QUANTUM AUTHENTICATED KEY EXCHANGE

We describe and discuss those proposals that simultaneously guarantee authenticity and secrecy of the TLS handshake, unlike the proposals in the previous two sections, which provide exactly one of these two properties.

6.1 KEMTLS

KEMTLS [92] uses post-quantum KEMs to provide post-quantum authenticated key exchange (AKE) in TLS 1.3 without signing messages.\(^1\) The main idea of KEMTLS is based on the observation that signing messages between the client and server is sufficient but not necessary for authentication. In fact, the handshake can be more efficient using a KEM instead of signatures. This is done by using a KEM to prove to the client that the server knows a secret key corresponding to its public verification key.

While KEMTLS is conceptually similar to the “TLS 1.3 candidate” OPTLS [61], which uses DH for AKE without signatures, KEMTLS is the first work that realizes this idea with post-quantum KEMs.

In the usual TLS 1.3 setup with unilateral authentication, the server has a static signature key pair and a certificate binding the signature public key to the server. In the corresponding KEMTLS setup, the server has a static KEM key pair and a certificate binding the static KEM public key to the server.

Description. We now describe the KEMTLS handshake protocol. Since KEMTLS is a modification of the standard TLS 1.3 protocol (App. B.1), we only present the modifications.

1. Client → Server: The client sends \texttt{ClientHello} with KEM algorithms selection and corresponding ephemeral KEM public keys.

2. Server → Client: The server selects the KEM algorithm and runs encapsulation using the client’s public key. The resulting KEM ciphertext is the server’s key share in \texttt{ServerHello} and the shared secret is fed into the key schedule. The server’s \texttt{Certificate} message contains a certificate with its static KEM public key. \texttt{CertificateVerify} is never sent. Finished is delayed and sent in the next message flow.

3. Client → Server: The client decapsulates the KEM ciphertext from \texttt{ServerHello} and the resulting shared secret is fed into the key schedule. The client runs encapsulation using the server’s static public key. The client sends a new KEMTLS message \texttt{ClientKemCiphertext} which contains the resulting KEM ciphertext. The resulting (second) shared secret is also fed into the key schedule. The client sends its finished message.

4. Server → Client: The server decapsulates the KEM ciphertext from \texttt{ClientKemCiphertext} and inputs the shared secret into the key schedule. The server sends its finished message. Note that this message flow is extra compared to TLS 1.3.\(^8\)

After the client receives the server’s finished message, the handshake is concluded. Note that compared to TLS 1.3, the finished messages are computed using HMAC keys which are derived from the initial ephemeral key exchange and the static key exchange.

The modifications can be summarized as follows: the ephemeral key exchange uses KEMs instead of DH, the client sends \texttt{ClientKemCiphertext} instead of the server sending \texttt{CertificateVerify}, the server delays its finished message and the TLS key schedule includes an extra round.

As mentioned above, the main concept of KEMTLS is to use KEMs instead of signatures for AKE, whereby KEMTLS trades the cost of creating and verifying one signature for the cost of encapsulating and decapsulating one message (plus a practically negligible key scheduling round).

Performance. The main advantage of KEMTLS is its smaller communication size, due to the fact that post-quantum KEMs have typically smaller bandwidth requirements than post-quantum signatures in those protocols presented in Sec. 4.

For example, [92] reports that a KEMTLS handshake with Kyber [91] as KEM and Dilithium [65] as the signature scheme for certificates is about 0.85× the size of the TLS 1.3 handshake using post-quantum authentication with Dilithium (as in Sec. 4.1) and post-quantum key exchange with Kyber (as in Sec. 5.1). In another example, [92] states that the size of the KEMTLS handshake is about 0.71× the size of the corresponding post-quantum TLS handshake when SIKE [55] is used as the KEM and Falcon [81] and XMSS [51] are used to create certificates.

Therefore, overall, the KEMTLS handshake can be faster in certain settings, as reported in [24, 92]. While the performance of KEMTLS is essentially the same as the separate post-quantum approach for the Kyber/Dilithium pair, the KEMTLS handshake takes 0.98× the time of a TLS 1.3 handshake when used with the NTRU/Falcon pair. On the other hand, when KEMTLS is used with a computationally expensive KEM such as SIKE, it can take up

---

\(^1\)KEMTLS still uses digital signatures for certificates.

\(^8\)The client can still send its application data together with the Finished message.
to 1.36× the time of the corresponding separate post-quantum approach. The performance of KEMTLS was also studied on embedded devices in [46], which reports that “KEMTLS can reduce handshake time by up to 38%, can lower peak memory consumption and can save traffic volume compared to TLS 1.3”.

Extensions. While the original KEMTLS paper [92] focuses on unilateral authentication, it also describes in its appendix how to achieve mutual authentication by adding an extra round trip.

In [93], a modification of KEMTLS with pre-distributed keys is proposed, called KEMTLS-PDK. Pre-distributed keys are similar to pre-shared keys in TLS 1.3, except that pre-shared keys are symmetric keys, while pre-distributed keys are public keys.

While the original KEMTLS paper [92] only mentions the possibility of using hybrid KEMs to achieve hybrid AKE, this option was implemented in [45], which demonstrated that the overhead of using hybrids is small (about 8%) and that hybrid KEMTLS is therefore a realistic option.

Security. We note that, as pointed out in [92], the KEMs in KEMTLS need to be IND-CCA secure. In addition to its original pen-and-paper proof, the KEMTLS-PDK protocol was formally verified using Tamarin [25] and SAPIC+ [29].

Related work. A recent paper [20] proposes an alternative instantiation of OPTLS [61] using CSIDH [23] to provide post-quantum authenticated key exchange. Although conceptually similar to KEMTLS, the performance of this proposal is much worse than KEMTLS: in particular, the handshake of this protocol takes at least 117× the time of KEMTLS (using Kyber). Another disadvantage is that the security of CSIDH is questionable [78].

6.2 Mutually authenticated key exchange

While KEMTLS was primarily designed for unilateral authentication in TLS, where the server authenticates the client, other works proposed post-quantum solutions for mutually authenticated key exchange in TLS, where the server and the client authenticate themselves to each other. We identified three different approaches in this group: (Specific) Ring-LWE AKE, password-authenticated key exchange (PAKE), and identity-based encryption (IBE). The security of all presented proposals reduces to the Ring-LWE problem.

6.2.1 Ring-LWE authenticated key exchange. The authors of [44] proposed a modification of the lattice-based AKE of [106] for use in TLS 1.2. They define a cipher suite for this primitive, but they do not specify exactly how this cipher suite is integrated into TLS 1.2; for example, they do not define which TLS messages transport the public keys. In short, [44] focuses on the cryptographic aspects rather than on the protocol itself.

Since the underlying AKE protocol [106] is designed for mutual authentication, employing it in TLS requires static keys for both parties, which need to either be pre-shared or part of a certificate. The distribution of these static keys is not discussed in [44].

The authors of [44] compare the performance of their AKE in TLS 1.2 with two classical cipher suites (FFDH with RSA and ECDH with RSA) and with the Ring-LWE key exchange protocol [16] (Sec. 5.1) in combination with RSA and ECDSA for authentication. The authors report that their AKE with a parameter set (supposedly providing 80-bit security is faster than the 1024-bit FFDH with 2048-bit RSA, and their AKE with a 256-bit parameter set is slower than ECDH with a 256-bit parameter set and 2048-bit RSA. They also compared their AKE with [16] (combined with RSA/ECDSA) and observed that the TLS handshake with their AKE takes 1.12 – 1.18× the time. We note, however, that these comparisons should be taken with a grain of salt, as the AKE provides mutual authentication and the other solutions provide one-way authentication.

6.2.2 Password-authenticated key exchange. Another paper [43] proposed to employ the PAKE protocol of [35] in TLS 1.2. Unlike standard AKE protocols, such as the one above, which uses pre-shared keys, PAKE protocols rely on pre-shared passwords for higher efficiency in exchange for weaker security.

The only performance data provided in [43] shows that the handshake with their PAKE takes on average about 4.9ms, when both the server and the client are on the same machine, which is an unrealistic setting. The authors also state that the size of the PAKE key exchange messages is about 2 – 3× the size of classical (EC)DHE/RSA key exchange messages.

6.2.3 Identity-based encryption. The authors of [7] took a completely different approach. They proposed to use an identity-based encryption (IBE) scheme together with a KEM for a mutually authenticated key exchange in TLS 1.3. In IBE schemes, the individual public key of each user can be publicly derived from a master public key and the user’s identity. The master public key is generated by a trusted authority, which also distributes the individual private keys to the users. The main idea of [7] is to have the CA of the PKI create a master public key and then distribute the individual private keys to the clients and servers. The authors claim that this avoids the need for certificates. The authors of [7] implemented their approach in TLS 1.3 using a Ring-LWE IBE scheme in combination with NewHope [4] as the KEM (Sec. 5). They stated that their approach was about 4.5× more efficient in terms of size and time than alternative certificate-based solutions, without specifying which solutions they were referring to.

6.3 Discussion

We summarize the state of the art and place these findings in a real-world context.

Observation 7. The application scenarios of the KEMTLS and of the AKE approaches are realistic, whereas those of the PAKE and the IBE approaches are not.

The assumptions made by KEMTLS and AKE are those commonly considered for TLS: server certificates (KEMTLS only), pre-shared keys between clients and servers, or server and client certificates (KEMTLS & AKE). On the contrary, we are not convinced that the PAKE and IBE approaches make reasonable assumptions. First, the use of pre-shared passwords, as required by PAKE, is not common in TLS applications. Second, the IBE approach places too much trust in the CA, which not only holds a master secret key to authenticate users, as in standard TLS, but can also exploit this knowledge to read all users’ messages.

For these reasons, we will restrict our attention to the KEMTLS and AKE approaches in the following.
Observation 8. Various post-quantum instantiations of KEMTLS and one specific instance of the AKE approach have been shown to be practically efficient.

As mentioned in Sec. 6.1, the original KEMTLS paper presented detailed benchmarks of KEMTLS with various reasonable post-quantum instantiations, and [45] showed that hybrid KEMTLS is also efficient. In contrast, the AKE approach has so far been instantiated only with a Ring-LWE primitive, whose performance has indeed been tested, but it remains an open question how the overall TLS handshake with that primitive performs in realistic network settings.

Observation 9. While KEMTLS is well defined, well studied with different instantiations, and well analyzed at both cryptographic and protocol levels, the focus of the AKE approach is reduced to the cryptographic details of a single specific instance.

This observation follows directly from our descriptions in Secs. 6.1 and 6.2.1 and implies that KEMTLS is so far the only viable and trustworthy solution for non-separate post-quantum AKE in TLS.

7 CONCLUSION

Based on our findings from Secs. 4, 5 and 6, we elaborate on the (research) problems that have been solved and those that are still open or need more attention.

7.1 Solved problems

The first major finding of our systematic review is a very positive one: there are a number of reasonable ways to prepare TLS for the era of quantum attackers. Since the TLS record layer can be adapted by changing the security parameters of the ciphers and hash functions (App. C), the main focus is on the TLS handshake.

Efficient purely post-quantum solutions. We have learned that there exist reasonably secure and efficient purely post-quantum solutions for authentication (Sec. 4.1), for key exchange (Sec. 5.1), and for AKE (Sec. 6.1) in TLS. Our extensive benchmarks (see App. A for full details) refine and confirm the results of previous performance studies. We observed all reasonable solutions for post-quantum key exchange (in the literature) use KEMs for this purpose.

Recall that there are two ways to build a purely post-quantum TLS handshake: first, by combining separate post-quantum solutions for authentication and key exchange; and second, by using a post-quantum solution that provides AKE directly. For the first approach, there exist several secure and efficient combinations (Secs. 4.3 and 5.3), while for the second approach, we found out that KEMTLS is the only reasonable solution to date (Sec. 6.3).

Efficient hybrid post-quantum solutions. We have seen that there also exist efficient hybrid post-quantum solutions for authentication (Sec. 4.2), for key exchange (Sec. 5.2), and for AKE (Sec. 6.1) in TLS. Although these proposals have some overhead, their efficiency is not much lower than that of purely post-quantum solutions.

We think that the benefits of hybrid solutions outweigh their practically limited performance overhead. First, it reduces a risk that should not be neglected by maintaining classical cryptographic components as a fallback mechanism. In fact, many post-quantum schemes and their underlying hardness assumptions are quite young, and it may well be that some of them turn out to be less secure than currently thought. For example, SIKE reached the fourth round of the NIST standardization process before it was shown to be completely insecure. Second, as we argued in Sec. 4.3, hybrid solutions using classical cryptographic building blocks may be advantageous in the transition to the quantum era because of their backward compatibility and compliance with current regulations.

However, to reduce the number of possible classical/post-quantum combinations, we recommend limiting the number of post-quantum algorithms supported in hybrid post-quantum TLS.

High-quality implementations. The development of post-quantum TLS has largely been driven by a few flagship projects, most notably the Open Quantum Safe (OQS) project, which published high quality implementations of post-quantum TLS. The OQS implementation is not only the most comprehensive, offering both post-quantum (hybrid) authentication and key exchange, but also provides easy-to-use benchmarking facilities. AWS’s implementation of TLS with post-quantum key exchange [6] is another notable publication.

7.2 Open problems

We identified the following three major open problems.

Formal analysis. As we already noted in Sec. 5.3, it is crucial to assure that not only the PQC building blocks are secure but also the overall TLS protocol that needs to be adopted. Stringent proofs in formal frameworks are the accepted method for ensuring this.

Except for the approaches for purely post-quantum authentication (Sec. 4.1), which do not change the TLS protocol, all other approaches require adapting the TLS protocol. However, to the best of our knowledge, KEMTLS is the only post-quantum TLS approach which has been formally analyzed, namely in symbolic frameworks with computer-aided tools [25, 29] and in a cryptographic framework with “pen-and-paper proofs” [92]. In particular, it is still an open research problem to formally analyze TLS with (two) KEMs for (hybrid) key exchange, as required by all post-quantum key exchange solutions (Sec. 5), and TLS with parallel signatures, as required by hybrid post-quantum authentication solutions (Sec. 4.2).

Increasing diversity. As we observed above, there are reasonable solutions for post-quantum TLS, but their performance in low-bandwidth environments with significant packet loss is much worse than that of current TLS due to their larger sizes. Since SIKE was the only post-quantum proposal with a demonstrably better performance in such environments but it turned out to be insecure, it is desirable to develop alternative post-quantum solutions with low communication cost.

Adaption of standards. The most important step towards large-scale deployment of post-quantum TLS is the adaptation of the relevant standards. Specifically, we recommend that the next version of the TLS standard should provide the ability to use KEMs for key exchange to ensure post-quantum confidentiality. It should also allow more than one signature or key exchange protocol to be used in parallel to enable hybrid quantum-security. Again, to avoid subtle security issues, a formal analysis of future drafts will be crucial.
ACKNOWLEDGEMENTS

The research work by Nouri Alnahawi has been funded by the German Federal Ministry of Education and Research and the Hessian State Ministry for Higher Education, Research and the Arts within their joint support of the National Research Center for Applied Cyber-Security ATHENE. Johannes Müller was supported by the Luxembourg National Research Fund (FNR), under the CORE Junior project FP2 (C20/IS/14698166/FP2 /Mueller). Jan Oupický was supported by the industrial partnership project between the interdisciplinary research center SnT and LuxTrust.

REFERENCES


A OUR POST-QUANTUM TLS 1.3 EXPERIMENT

We conducted our own post-quantum TLS 1.3 experiment to measure the performance of purely post-quantum authentication (Section 4.1) and purely post-quantum key exchange (Section 5.1). While our main results were already presented in Table 4 and Table 5, we provide more extensive results and details about our methodology in this section.

A.1 Methodology

**Hardware.** We used two e2-highcpu-16 machines hosted on Google Cloud, one for the server and one for the clients. These machines have a 16-core x86 CPU (AMD/Intel based on availability [48]) with 16GB of RAM. The RTT was 7ms and the bandwidth was 1.08Gb/s.

**Software.** The OS was Ubuntu 22.04.3 LTS. We used the modified OpenSSL libraries from the Open Quantum Safe project [98]. Specifically, we used the oqsprovider [85] in combination with OpenSSL 3.2 alpha 2 [83]. For benchmarking signatures, we used the latest oqsprovider 0.5.2 (compiled with liboqs 0.9.9 [84]). For benchmarking KEMs we had to use an older version (0.4.0) of the oqsprovider (compiled with liboqs 0.7.2) because the newest version only supports the algorithms which are still in the NIST PQC competition. Liboqs was compiled with default (auto) optimization target.

**Measurement and instantiation.** We measured the TLS performance using the command openss1 s_t-time, which outputs the number of connections per second. Each server process was established using the openss1 s_server command. We ran 32 of these processes in parallel (32 servers and 32 clients) with 10 repetitions and s_t-time duration of 60s. When benchmarking signatures, the certificate chain length was 2 and the key exchange algorithm was x25519. When benchmarking key exchange, the certificate chain length was 2 and the signature algorithm was ECDSA with prime256v1.

A.2 Results

The TLS slowdown coefficient is defined as \( \frac{t_{pq}}{t_c} \), where \( t_{pq} \) is the mean of connections per second of the post-quantum scheme and \( t_c \) is the mean of connections per second of x25519 (for KEMs) or x25519 (for key exchange). The results of our evaluation of signatures in TLS 1.3 are presented in Table 6. These results are visualized in Fig. 4. The results of our evaluation of signatures in KEMs 1.3 are presented in Table 7. These results are visualized in Fig. 5. Note that we excluded

---

[85] We used the alpha version because it allows to benchmark post-quantum signatures in TLS 1.3 with the oqsprovider. Otherwise, it is necessary to use the deprecated OpenSSL 1.1.1 fork that is available at [86].
from our results two NTRU level 5 parameter sets (NTRU-HPS-4096-1229, NTRU-HRSS-1373) because liboqs provides only their non-optimized implementation (compared to the rest).

### B DESCRIPTION OF TLS

In this section, we briefly describe the TLS protocol so that the reader can follow our presentation of post-quantum TLS approaches in Secs. 4–6. App. B.1 focuses on the latest version, TLS 1.3, whereas App. B.2 describes the differences between TLS 1.3 and TLS 1.2 to which some of the post-quantum approaches refer.

#### B.1 TLS 1.3

TLS is a protocol for establishing a secure channel between two peers, called the client and the server. The security features of TLS are confidentiality, authenticity and integrity of the messages transmitted. Our description and notation of TLS 1.3 follows the IETF specification [87].

Overview. TLS consists of two sub-protocols. In the handshake protocol, the peers authenticate themselves, negotiate cryptographic parameters and establish a shared secrets. In the record protocol, the peers use these parameters and secrets to securely transmit the sensitive data.

*Cryptographic building blocks.* TLS employs the following cryptographic building blocks: cryptographic hash functions, digital signatures, message authentication codes (MACs), key exchange protocols, and symmetric encryption schemes. We assume that the reader is familiar with these basic cryptographic concepts and their security notions. Note that the only key exchange protocol supported by the TLS 1.3 standard [87] is (ephemeral) Diffie-Hellman.

*Handshake protocol.* Below we describe the most common variant of the TLS 1.3 handshake, i.e., where the peers do not have pre-shared keys (non-PSK), with a single roundtrip (I-RTT) and unilateral or mutual authentication with X.509 certificates [53]. This handshake is illustrated in Fig. 5.

The client starts the handshake by sending ClientHello, which essentially includes the cryptographic algorithms and parameters that the client supports:

- The supported TLS cipher suites (consisting of an authenticated (symmetric) encryption scheme and a hash function) are included in the cipher_suites field using code points. A code point is an identifier of a cryptographic algorithm used in TLS.
- The supported signature algorithms are listed in the signature_algorithms extension.
- The supported Diffie-Hellman (DH) groups for the key exchange protocol (EC)DH are in the extension supported_groups.
- The client generates a key pair for each DH group and includes these public keys in the extension key_share. A key share is a public key that is exchanged between participants and is used to compute a shared secret.
- Optionally, the client can send an additional list of signature algorithms in the signature_algorithms_cert extension for certificate signatures.

#### Table 6: Post-quantum signatures TLS performance

<table>
<thead>
<tr>
<th>Algorithm (sec. level and params.)</th>
<th>Connections/s [mean ± st. dev.]</th>
<th>TLS slowdown coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td>Falcon (L1)</td>
<td>892.63 ± 20.38</td>
<td>0.98</td>
</tr>
<tr>
<td>Ed25519 (control)</td>
<td>875.83 ± 17.64</td>
<td>1.00</td>
</tr>
<tr>
<td>Dilithium (L2)</td>
<td>854.54 ± 18.01</td>
<td>1.02</td>
</tr>
<tr>
<td>ECDSA (prime256v1)</td>
<td>839.76 ± 16.99</td>
<td>1.04</td>
</tr>
<tr>
<td>Falcon (L5)</td>
<td>809.83 ± 14.26</td>
<td>1.08</td>
</tr>
<tr>
<td>Dilithium (L3)</td>
<td>782.14 ± 17.19</td>
<td>1.12</td>
</tr>
<tr>
<td>Dilithium (L5)</td>
<td>734.33 ± 15.11</td>
<td>1.19</td>
</tr>
<tr>
<td>SPHINCS+ (L1, s, SHA-2)</td>
<td>553.04 ± 47.68</td>
<td>1.58</td>
</tr>
<tr>
<td>SPHINCS+ (L1, f, SHA-2)</td>
<td>390.84 ± 5.8</td>
<td>2.24</td>
</tr>
<tr>
<td>SPHINCS+ (L5, s, SHA-2)</td>
<td>390.29 ± 31.09</td>
<td>2.27</td>
</tr>
<tr>
<td>SPHINCS+ (L5, f, SHA-2)</td>
<td>296.22 ± 5.65</td>
<td>2.99</td>
</tr>
</tbody>
</table>

#### Table 7: Post-quantum KEMs TLS performance

<table>
<thead>
<tr>
<th>Algorithm (sec. level and params.)</th>
<th>Connections/s [mean ± st. dev.]</th>
<th>TLS slowdown coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td>x25519 (control)</td>
<td>829.57 ± 15.48</td>
<td>1.00</td>
</tr>
<tr>
<td>Kyber (L1)</td>
<td>782.80 ± 14.03</td>
<td>1.06</td>
</tr>
<tr>
<td>Saber (L1)</td>
<td>776.79 ± 14.36</td>
<td>1.07</td>
</tr>
<tr>
<td>Kyber (L3)</td>
<td>760.13 ± 13.93</td>
<td>1.09</td>
</tr>
<tr>
<td>NTRU Prime (L1, LPR)</td>
<td>745.84 ± 15.26</td>
<td>1.11</td>
</tr>
<tr>
<td>NTRU Prime (L2, LPR)</td>
<td>746.60 ± 14.57</td>
<td>1.11</td>
</tr>
<tr>
<td>Saber (L3)</td>
<td>743.02 ± 14.89</td>
<td>1.12</td>
</tr>
<tr>
<td>Kyber (L5)</td>
<td>733.00 ± 15.24</td>
<td>1.13</td>
</tr>
<tr>
<td>NTRU (L1, HPS)</td>
<td>734.14 ± 13.45</td>
<td>1.13</td>
</tr>
<tr>
<td>Saber (L5)</td>
<td>733.10 ± 12.69</td>
<td>1.13</td>
</tr>
<tr>
<td>NTRU Prime (L3, LPR)</td>
<td>728.22 ± 14.31</td>
<td>1.14</td>
</tr>
<tr>
<td>NTRU Prime (L5, LPR)</td>
<td>720.67 ± 14.25</td>
<td>1.15</td>
</tr>
<tr>
<td>NTRU (L3, HPS)</td>
<td>700.24 ± 12.31</td>
<td>1.18</td>
</tr>
<tr>
<td>NTRU (L3, HRSS)</td>
<td>687.05 ± 13.80</td>
<td>1.21</td>
</tr>
<tr>
<td>HQC (L1)</td>
<td>676.69 ± 11.73</td>
<td>1.23</td>
</tr>
<tr>
<td>NTRU (L5, HPS)</td>
<td>661.54 ± 12.81</td>
<td>1.25</td>
</tr>
<tr>
<td>x448</td>
<td>582.92 ± 9.10</td>
<td>1.42</td>
</tr>
<tr>
<td>NTRU Prime (L1, S)</td>
<td>572.24 ± 10.83</td>
<td>1.45</td>
</tr>
<tr>
<td>HQC (L3)</td>
<td>553.22 ± 9.20</td>
<td>1.50</td>
</tr>
<tr>
<td>NTRU Prime (L2, S)</td>
<td>543.28 ± 8.47</td>
<td>1.53</td>
</tr>
<tr>
<td>NTRU Prime (L3, S)</td>
<td>488.73 ± 6.80</td>
<td>1.70</td>
</tr>
<tr>
<td>HQC (L5)</td>
<td>420.72 ± 7.95</td>
<td>1.97</td>
</tr>
<tr>
<td>NTRU Prime (L5, S)</td>
<td>347.78 ± 4.39</td>
<td>2.39</td>
</tr>
<tr>
<td>FrodoKEM (L1, AES)</td>
<td>328.00 ± 3.59</td>
<td>2.53</td>
</tr>
<tr>
<td>BIKE (L1)</td>
<td>325.66 ± 3.42</td>
<td>2.55</td>
</tr>
<tr>
<td>FrodoKEM (L3, AES)</td>
<td>222.30 ± 2.53</td>
<td>3.73</td>
</tr>
<tr>
<td>FrodoKEM (L5, AES)</td>
<td>141.68 ± 1.59</td>
<td>5.86</td>
</tr>
<tr>
<td>BIKE (L3)</td>
<td>133.63 ± 1.01</td>
<td>6.21</td>
</tr>
</tbody>
</table>

* BIKE security level 5 cipher suite is not present in the older versions of liboqs [84]. Therefore, we only present the slowdown coefficient which was computed from our other experiment which used the latest version (0.9.0).
Figure 3: TLS slowdown coefficient for post-quantum KEMs.

Figure 4: TLS slowdown coefficient for post-quantum signatures.
We present the differences between TLS 1.2 and 1.3 that are relevant to the work at hand.

- When (EC)DHE is used in TLS 1.2, the client does not send any public keys in the ClientHello message. The server is the first party to generate an ephemeral key pair and send its public key to the client. The client responds with its own public key.\(^\text{10}\)
- The meaning of a ciphersuite is different in TLS 1.2 and 1.3. In TLS 1.2, a ciphersuite consists of a key exchange algorithm, a signature algorithm, a symmetric cipher and a hash function. In TLS 1.3, the ciphersuite consists only of a symmetric cipher and a hash function because the key exchange algorithm is fixed and the groups and signatures are negotiated using extensions.
- While TLS 1.2 also includes the signature_algorithms extension, it does however not include signature_algorithms_cert. Hence, the interpretation of the signature_algorithms extension is different from TLS 1.3.

### C.1 Symmetric ciphers

TLS 1.3 [87] supports three symmetric ciphers: AES-128 (128-bit keys), AES-256 (256-bit keys), and ChaCha20 (256-bit keys).

Quantum security of symmetric key sizes. Grover’s quantum search algorithm [50] provides a quadratic speedup over classical exhaustive key search attack against symmetric ciphers such as AES, i.e., if a classical key search requires \(2^{128}\) classical operations, a quantum key search requires \(\sqrt{2^{128}} = 2^{64}\) quantum operations.

Although algorithms that can be broken in \(2^{64}\) operations are usually considered insecure [8, 18, 96], notable works [18, 67, 72, 102] still consider AES-128 to be quantum-secure because it is difficult to parallelise Grover’s algorithm [104] and thus exploit its full theoretical power.

On the other hand, ETSI recommends the use of symmetric ciphers with 256-bit keys, since these primitives “will withstand quantum computer attacks until way after 2050. For these primitives, it is not necessary to look for alternatives with the same urgency as

\(^{10}\)Consequently, when a KEM is used for a key exchange (Sec. 5), the client and the server perform different KEM operations in TLS 1.2 and 1.3.
the search for quantum-safe asymmetric primitives.” [40]. The NSA also recommends the use of AES-256 [74].

**Conclusion.** While symmetric ciphers with 128-bit keys are not as easily broken by Grover’s algorithm as it might first appear, the conservative recommendation is to use 256-bit keys.

This means that all ciphers supported in TLS 1.3 can be considered quantum-secure, but it makes sense to use a symmetric cipher together with public key cryptographic primitives (KEMs, signatures) with similar security levels. Specifically, we recommend using AES-128 with post-quantum KEMs or signature schemes with NIST security level 1, and AES-256 or ChaCha20 for those primitives with NIST security level ≥ 2.

### C.2 Hash functions

TLS 1.3 [87] supports two different hash functions: SHA-256 and SHA-384.

**Quantum security of SHA-256 and SHA-384.** The quantum security of hash functions is similar to the security of symmetric ciphers, since all known quantum attacks are based on Grover’s algorithm [50].

There are two types of attacks on hash functions that are improved by Grover’s algorithm. First, while finding the pre-image of a hash function (with output size of \( n \) bits) using bruteforcing requires \( 2^n \) operations on a classical computer, Grover’s quantum algorithm can reduce this complexity to \( 2^{n/2} \). Second, while finding a collision requires on average \( 2^{3n/2} \) classical operations, the BHT quantum algorithm [17] can reduce the complexity to \( 2^{n/2} \); however, the practical efficiency of the BHT algorithm is questionable since, according to [9], the BHT algorithm has “fundamentally worse price-performance ratio” than classical collision search algorithms.

**Conclusion.** Both hash functions, SHA-256 and SHA-384, can be considered quantum-secure. Indeed, they correspond to the NIST security levels 2 and 4, respectively, [72].