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Abstract In the recent years, some security proofs in cryptography have
known significant improvements by replacing the statistical distance with
alternative divergences. We continue this line of research, both at a theoretical and practical level. On the theory side, we propose a new cryptographic divergence with quirky properties. On the practical side, we
propose new applications of alternative divergences: circuit-private FHE
and prime number generators. More precisely, we provide the first formal security proof of the prime number generator PRIMEINC [9], and
improve by an order of magnitude the eﬃciency of a prime number generator by Fouque and Tibouchi [17,18] and the washing machine technique
by Ducas and Stehlé [16] for circuit-private FHE.
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Introduction

Cryptographic divergences play an essential role in cryptography. Most of the
time, they provide rigorous theoretical tools to prove that the concrete instantiation of a cryptosystem is as secure as an idealized description. Typically, the
idealized scheme will rely on an ideal distribution Q, whereas its instantiation
will rely on a distribution P. If Div(P; Q) is small for some divergence Div, then
one can predict the security of the concrete cryptosystem based on the security of the ideal one. Similarly, cryptographic divergences can help to connect a
cryptosystem to a hard problem.
The statistical distance is by far the most prevalent cryptographic divergence.
It is simple and versatile, making it the swiss army knife of cryptography. However, these last years have seen a number of works using alternative divergences.
A compelling example is the Rényi divergence, which use has been spearheaded
by lattice-based cryptography to improve security reductions [28,31,3,7,41,4].
When the number of queries is limited and in the presence of a search problem, it can provide significant gains. Another example is the Kullback-Leibler
divergence, which has been used at a more foundational level: recent works have
⋆
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leveraged it to (re-)define fundamental notions such as the advantage of an adversary [34] or computational entropies [1], simplifying proofs or resolving paradoxes
in the process1 .
1.1

Our Contributions

In this work, we continue the exploration of alternative divergences to improve
security proofs. This is done at two levels: by providing new theoretical tools,
and by finding new applications to specialized divergences.
A New Cryptographic Divergence. Our first contribution is to propose a
parametric divergence called REα divergence (REα stands for relative error of
order α). We believe it is interesting for theoretic and practical reasons. On the
theory side, it connects several divergences: it is a continuous trade-oﬀ between
the statistical distance and the relative error, and enjoys desirable properties
of both divergences. It is also (non-tightly) equivalent to the Rényi divergence.
On the practical side, it satisfies an unusual amplification property with cryptographic applications. Relations between divergences is given in Figure 1.
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Figure 1: Relations between cryptographic divergences: max-log distance ∆ML ,
statistical distance ∆SD , REα divergence, relative error ∆RE , Kullback-Leibler
divergence DKL , Rényi divergence Rα .

New Applications: Proof Outline. As new applications of our new techniques and of existing ones, we provide improved analyses for circuit-private
FHE and prime number generators. Our proofs follow this blueprint – already
implicit in [41]:
(a) Bound the relative error ∆RE (R∥I) between a real distribution R and ideal
distribution I;
(b) Deduce the Rényi divergence Rα (R∥I) between R and I;
1

[34] use the mutual information for its redefinition. The mutual information between
two random variables X, Y is the KL divergence between the their joint and product
distributions: MI(X; Y ) = DKL ((X, Y ); X × Y ).
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(c) Conclude that an adversary making Q queries to I and trying to solve a
search problem does not increase his advantage by more than O(1) when
replacing I by R.
Our proofs follow either the logical structure (a) ⇒ (b) ⇒ (c), or (b) ⇒ (c). The
justification for (a) ⇒ (b) is given by Lemma 3, and the one for (b) ⇒ (c) by
Lemma 4. We emphasize that using the Rényi divergence instead of the statistical
distance does not mean we prove something weaker or diﬀerent; both divergences
are merely tools in proofs strategies, and we compare our improved analyses with
existing ones in the exact same setting (search problem, Q queries).
Applications We provide two applications of our techniques: circuit privacy
for FHE and prime number generators. As is now customary when using the
Rényi divergence (and this is also true for the REα divergence), two conditions
are required to fully exploit the Rényi divergence:
– The number of queries Q should be much lower than 2λ , where λ denotes the
security level. In practice 128 ≤ λ ≤ 256. On the other hand NIST’s call for
post-quantum cryptography standards suppose Q ≤ 264 , and we may assume
even lower bounds for computation- and bandwidth-heavy primitives such
as FHE. Finally, when generating a single public key, the number of queries
to the key generation algorithm is as small as 1 (in the single-target setting).
– The underlying problem should be a search problem. One of our applications
targets RSA-based signatures, where this is obviously the case. We also believe that most practical usecases of circuit-private FHEs can be described
in a satisfying way with a search problem.
In particular, we do not claim improved analyses for unlimited queries or decision
problems. Unfortunately, in our practical usecases, the REα divergence (with
α < ∞) does not give better results than using the relative error but we have
identified theoretical situations where ∆RE can’t be used directly (see Section
5.1).
Application to Prime Number Generators. The ability to securely generate prime numbers is essential for RSA-based cryptosystems. However, if prime
numbers are sampled from a weak distribution, it can lead to a variety of attacks.
The most common ones are GCD attacks, where an attacker collects RSA public
keys Ni = pi · qi with low collision entropy and extracts private keys (pi , qi ) by
computing GCDs. This multi-target attack has plagued the last decade, with
several papers [25,29,5] compromising a total of more than 1 million keypairs.
Primes sampled from highly structured distributions may also be vulnerable, as
demonstrated by Coppersmith’s attack [11,10] and its follow-up ROCA [39].
To mitigate attacks, several algorithms have been proposed to securely generate prime numbers. One obviously desirable property is to sample from a
distribution with high collision entropy, lest the generated primes be vulnerable
to GCD attacks. However, we note that having a high collision entropy does
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not preclude Coppersmith’s attack, so it is not a necessary and suﬃcient condition for security. To oﬀer stronger security guarantees, some prime numbers
generators sample statistically close to the uniform distribution over primes in
[2d ; 2d+1 ].2 Some schemes [26,50] based on the strong RSA assumption explicitly
require this. In this work, we focus on two prime number generators and provide
substantially improved security proofs for them.
The PRIMEINC generator. A prominent generator is PRIMEINC, proposed
by Brandt and Damgård [9]. Due to its simplicity and entropy eﬃciency, it is
commonly used; see the PyCrypto3 and OpenSSL4 libraries. Despite its longevity
and prevalence, PRIMEINC’s concrete security had remained an open question.
Circumstantial arguments were presented, leaning either towards weak security
guarantees [9,36] or suggesting potential weaknesses [17,18], but no definite answer had been presented.
We clarify the situation by providing formal arguments which guarantee
PRIMEINC’s security in clearly defined scenarii or against common attacks.
Our work for PRIMEINC uses only the Rényi divergence. More precisely, we
show that:
• In the single-target setting, any scheme that is secure with the uniform
distribution U (over primes in [2d ; 2d+1 ]) remains secure when replacing U
by the output distribution P of PRIMEINC, as long as there are O(1) calls
to P; this covers for example RSA key generation. This argument is tight
(only O(1) bits of security are lost) and fully generic.
• In the multi-target setting, PRIMEINC has enough collision entropy to be
secure against GCD attacks.
The Fouque-Tibouchi generator. Fouque and Tibouchi [17,18] proposed prime
number generators with an appealing feature; the statistical distance between
their output distribution P and the uniform distribution U (over primes in an
[2; x]) is upper bounded by log(x) · x−ϵ/4 , where ϵ is an input parameter, and it
can therefore be proven arbitrarily close to 0 by increasing ϵ. These generators
are provably secure. However, the entropy consumption is linear in ϵ: thus there
is a trade-oﬀ between statistical closeness to U and the entropy consumption. A
log x
standard statistical distance argument would mandate ϵ ≥ 4λ log
, where λ is
log x
the security level.
We provide a Rényi divergence-based security argument that only mandates
log log x
ϵ ≥ 2 log(λQ)
, where Q is the number of queries to the generator. The
log x
entropy gain is significant when Q is much smaller than 2λ , which is always the
case in real applications. For practical usecases, we gain an order of magnitude in
entropy consumption. Our proof uses the REα divergence for the computations.
2

3
4

Typically, additional requirements are mandated, such as (p + 1) and (p − 1) having
a large prime factor; but these can be added on top of the sampling procedure.
https://github.com/dlitz/pycrypto/blob/master/lib/Crypto/Util/number.py
https://github.com/openssl/openssl/blob/master/crypto/bn/bn_prime.c
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Application to Circuite-Private FHE. (Fully) homomorphic encryption –
or (F)HE – allows to securely evaluate circuits on encrypted data. Following
Gentry’s breakthrough [21], it has known an exponential growth in the last
decade, and is now being advertised as a product by companies (Duality, Inpher,
Zama) and standardized.
Circuit privacy is an increasingly relevant security notion for FHE. The setting is the following: a client C sends a (fully homomorphic) ciphertext c =
Enc(m) to a server S, which then homomorphically computes c′ = Enc(f (m))
for some function f , and sends it back to C. A standard security requirement
is that S doesn’t learn anything about m or f (m). Conversely, circuit privacy
requires that C doesn’t learn anything about the circuit f in the process. Circuit
privacy is useful when f is a secret intellectual property of S; without circuit
privacy, a user might learn f and set up his own server. The lack of circuit privacy can be a strong deterrent for a company wishing to provide its services on
encrypted data.
Today’s most eﬃcient method to realize circuit privacy in a generic way is
the washing machine technique by Ducas and Stehlé [16].5 In a nutshell, it first
bootstraps the ciphertext, then injects entropy. One iteration of this bootstrapthen-inject-entropy process is called a cycle. [16] prove that their technique ensure
circuit privacy if Θ(λ) cycles are sequentially applied to the ciphertext, where
λ is the security level. However, despite recent improvements, bootstrapping
remains an expensive operation. Thus circuit privacy can be a computational
bottleneck.
We provide an improved analysis of Ducas and Stehlé’s washing machine
2λ
technique. We reduce the number of cycles by a factor essentially log
Q , where Q
is the total number of (evaluation of f ) queries made to the server. For realistic
parameters, our new analysis improves the one of [16] by an order of magnitude.
At a technical level, our proof leverages our proxy amplification property.
1.2

Related Works

These last years have seen a surge of papers using other divergences than the
statistical distance in the cryptographic literature. For example, the Hellinger
distance has been used to study key-alternating ciphers [46], the χ2 divergence
to study a few symmetric-key constructions [14], and the max-log distance [34]
in the context of lattice-based cryptography.
The Kullback-Leibler divergence has been used to improve parameters in
lattice-based cryptography [40,15], to redefine the advantage [35], to unify computational entropy notions [1], and indirectly (via the mutual information) in
side-channel analysis [23].
The Rényi divergence has several applications in lattice-based cryptography [28,31,3,47,7,41,4]. Diﬀerential privacy [37,32] and leakage-resilient cryptography [42] have also benefitted from its use.
5

The work of [8] requires no bootstrapping, but only applies to GSW-based schemes
and is restricted to NC1 .
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Preliminaries

Asymptotic notations. For asymptotics, we use Laudau’s notation. For two real
functions f, g : R+ → R, we note f = O(g) if there exists a constant C such that
|f | ≤ C · |g|. Similarly, we note f = o(g) if f = ϵ · g for some function ϵ such
that ϵ(x) −−−−→ 0. We note f = Θ(g) if f = O(g) and g = O(f ). If f and g have
x→∞

several variables, we note f = Ox (g) to specify that the assertion holds for the
variable x (and similarly for the other notations). We will also use the notation
f ≪x g for f = Ox (g) when the articles we cite use it.
Integers (modulo n). Z denotes the set of integers. Let n be an integer, Zn
will denote the set of integers modn and Z×
n will denote the group of invertible
elements of Zn . Euler’s totient function is φ(n) = |Z×
n |.
2.1

f -Divergences

f -divergences were first introduced by Csiszar [13], Morimoto [38] and AliSirvey [2]. They provide a wide class of divergences between distributions, and
encompass several divergences used in cryptography.
Definition 1 (f -Divergences). Let f : R → R be a convex function such that
f (1) = 0. Let P, Q be two distributions over a countable space X such that
Supp P ⊂ Supp Q. The f -divergence between P and Q is:
)
[ ( )]
(
∑
P
P(x)
Divf (P; Q) := EQ f
=
Q(x)f
Q
Q(x)
x∈Supp Q

Special cases of f -divergences are the following:
– Statistical distance: ∆SD (P; Q) = Divf (P; Q) for f : x 7→ 21 |x − 1|;
– Kullback-Leibler divergence: DKL (P; Q) = Divf (P; Q) for f : x 7→
x ln(x);
– χ2 divergence: χ2 (P; Q) = Divf (P; Q) for f : x 7→ (x − 1)2 ;
We note that all f -divergences satisfy a few cryptographically useful properties such as the data processing inequality, probability preservation properties
and joint convexity (see resp. Lemma 1, Corollary 2 and Corollary 3 of [22]). We
state them here.
Lemma 1 (Data-processing inequality, Lemma 1 [22]). Let P, Q be two
distributions over a space X and let T be a random function over X. Denote by
P T , QT the composition of respectively P and Q with T , then
Divf (P T ; QT ) ≤ Divf (P; Q).
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Corollary 1 (Joint convexity of Divf , Corollary 2 [22]). All f -divergences
are jointly convex, i.e, for all distributions P1 , P2 , Q1 , Q2 over a space X and
for all λ ∈ [0, 1], one has
Divf ((1−λ)P1 +λP2 ; (1−λ)Q1 +λQ2 ) ≤ (1−λ) Divf (P1 , Q1 )+λ Divf (P2 , Q2 ).
Two divergences that are not f -divergences are also used in cryptography. If
Supp P = Supp Q = Ω, we define the following divergences:
P
– Relative error: ∆RE (P; Q) = maxΩ Q
−1 ;
– Max-log distance: ∆ML (P; Q) maxΩ | ln P − ln Q|;

Around 0, both divergences are equivalent [34]: ∆RE (P; Q) ∼ ∆ML (P; Q).
2.2

Rényi Divergences and Rényi Entropies

In this section, we recall the definitions of Rényi divergences and entropies.
Definition 2 (Rényi divergence). Let P, Q be two discrete distributions over
a space X such that Supp P ⊂ Supp Q. The Rényi divergence of order α is:

Rα (P; Q) :=

(
∑




1
) α−1

P(x)α
x∈Supp Q Q(x)α−1
P(x)
maxx∈Supp Q Q(x)
DKL (P;Q)





if 1 < α < ∞
if α = ∞
if α = 1

e

α−1
Note that Rα is not an f -divergence. However, Rα
− 1 is an f -divergence
α
for f : x 7→ x − 1, which allows it to indirectly benefit from f -divergence
properties. We recall some properties.

Lemma 2 ([49,3]). For two distributions P, Q and two families of distributions
(Pi )i , (Qi )i , the Rényi divergence verifies these properties:
– Monotonicity. α ≥ 1 7→ Rα (P; Q) is a continuous non-decreasing function.
– Data processing inequality. For any (randomized) function f , one has
Rα (f (P); f (Q)) ≤ Rα (P;
∏ Q). ∏
∏
– Multiplicativity. Rα ( i Pi ; i Qi ) = i Rα (Pi ; Qi ).
– Probability preservation. For any event E ⊆ Supp(Q) and α ∈ (1, +∞),
α

Q(E) ≥ P(E) α−1 /Rα (P; Q),

(1)

Q(E) ≥ P(E)/R∞ (P; Q).

(2)

The following lemma bounds the Rényi divergence from the relative error
∆RE .
Lemma 3 ([41]). Let P, Q be two distributions of same support such that
∆RE (P; Q) ≤ δ. Then, for a ∈ (1, +∞):
(
Ra (P; Q) ≤

a(a − 1)δ 2
1+
2(1 − δ)a+1

1
) a−1

∼ 1+

δ→0

aδ 2
2
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We give a second lemma; it is already used implicitly in [41], but we make
it formal here as it is repeatedly used in our security arguments. In particular,
given Lemma 4 initial conditions, no more than 1 + log2 3 ≤ 3 bits of security
are lost when switching from I to P.
Lemma 4. Let A be an adversary performing Q queries to a distribution I
and solving a search problem S I with probability at most 2−λ , where λ > 1. If
one replaces I with a distribution P such that Rλ (P; I) ≤ 1 + 1/Q, then the
probability that A solves S P is no more than 2−(λ−1) · e.
Proof. Let E be the event of A solving S. Applying (1), then the multiplicativity
of the Rényi divergence, and finally the inequality (1 + x/n)n ≤ ex yields:
P(E)λ/(λ−1) ≤ I(E) · Rλ (P Q ; I Q ) ≤ 2−λ · Rλ (P; I)Q ≤ 2−λ · e.
Therefore P(E) ≤ 2−(λ−1) · e(λ−1)/λ ≤ 2−(λ−1) · e.
Rényi divergences have entropy measure counterparts, called Rényi entropies
or α-entropies. These have countless cryptographic applications [45].
Definition 3 (Rényi entropy). Let α ∈ [1, +∞] and X be a discrete distribution. The α-entropy (or Rényi entropy) of X is:
 ∑
−
P[X = x] log2 P[X = x]




x


(
)

∑
1
α
Hα (X) =
log2
P[X = x]


1−α

x



− max log P[X = x]
x

2

if a = 1
if 1 < a < ∞
if a = ∞

H1 is also called Shannon’s entropy, H2 the collision entropy and H∞ the minentropy. If we note U the uniform distribution over any superset of Supp(X),
then all the Rényi entropies of U are equal: Hα (U ) = log2 |Supp(X)| for any
α ∈ [1, +∞]. Note that Rényi divergences and entropies are closely related:
log2 Rα (X; U ) = Hα (U ) − Hα (X).

3

Theoretical Results

In this section, we present our theoretical results. We introduce a new cryptographic divergence; this parametric divergence seems deeply connected to several
existing divergences, and possesses an unusual amplification property.
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3.1

A Parametric Divergence with Peculiar Properties

We now introduce a new divergence, which we note REα (for relative error) as
it can be seen as a trade-oﬀ between the statistical distance ∆SD and the relative
error ∆RE . This trade-oﬀ is parametrized by a scalar α ∈ [1, ∞], and allows REα
to be defined in situations where ∆RE is not, all the while sharing with ∆RE and
∆SD a new desirable cryptographic properties.
Definition 4 (REα divergence). Let P, Q be two distributions over a countable space X such that Supp P ⊂ Supp Q. One defines the REα -divergence as:

1
(∑
α) α

P(x)

Q(x)
−
1
if α ≥ 1
x∈Supp Q
Q(x)
REα (P; Q) :=
P(x)

 ∆RE (P; Q) = maxx∈Supp Q Q(x)
− 1 if α = ∞
The REα divergence generalizes several known metrics. RE1 is twice the
statistical distance ∆SD . In addition, RE∞ is exactly the relative error ∆RE .
α
α
α
Finally, REα
α = χ is an f -divergence for f (x) = |x − 1| . The χ divergence
was first studied by Vajda [48], and χ2 (sometimes called Pearson Chi-square
divergence) has recently been used in a cryptographic context [14].
Proposition 1 provides a few properties of REα . Items 1 and 2 describe the
behavior of REα when α varies, and underline our point that REα is a continuous
trade-oﬀ between ∆SD and ∆RE . Items 3 and 4 show (with a tightness loss) that
REα and the Rényi divergence Rα are equivalent. Finally, Items 5 to 8 give
cryptographically useful inequalities.
Proposition 1. Let P, Q be two distributions over a countable space X, such
that Supp P ⊂ Supp Q. The following properties hold:
1. Monotonicity. α ≥ 1 7→ REα (P; Q) is a continuous non-decreasing function.
2. Upper bound from ∆SD and ∆RE . It holds that:
1/α

1−1/α

REα (P; Q) ≤ ∆SD (P; Q) · ∆RE

(P; Q).

3. Upper bound on Rényi divergence. It holds that:
α

Rα (P; Q) ≤ (1 + REα (P; Q)) α−1 .

(3)

4. Lower bound on Rényi divergence. If α is an even integer, then:
(
)1/α
.
REα (P; Q) ≤ 21−1/α Rα (P; Q)α−1 − 1
5. Multiplicative probability preservation. For any event E ⊂ X:
P(E) ≤ Q(E)

a−1
a

(1 + REα (P; Q)).

(4)
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6. Additive probability preservation. Let f : X → R be a function and
p, q > 1 be such that 1/p + 1/q = 1. It holds that:
q

|E[f (P)] − E[f (Q)]| ≤ REp (P; Q) · E[|f (Q)| ]1/q .
In particular, for any event E:
|P(E) − Q(E)| ≤ REα (P; Q) · Q(E)1−1/α .
7. Weak triangle inequality For distributions P, R, Q such that Supp P ⊂
Supp R ⊂ Supp Q:
∆RE (P, Q) ≤ ∆RE (P, R) + ∆RE (R, Q) + ∆RE (P, R) · ∆RE (R, Q)
8. Data processing inequality. For any randomized function g, it holds that:
REα (g(P), g(Q)) ≤ REα (P, Q).
Most of the properties in Proposition 1 are proven in a rather straightforward
manner by using either convexity, Minkowski’s inequality or generic properties of
f -divergences. This is no coincidence as the REα divergence is directly connected
to an f -divergence, and can also be interpreted as an Lα norm. The detailed
proofs are given in Appendix D.
Interestingly, the REα divergence does not have a native multiplicative property but the security analysis scales with the number of queries if we combine
it with the Rényi divergence. However, the REα divergence benefits from native
properties that the Rényi divergence does not have, such as an additive probability preservation property. This indicates that these divergences are complementary to some extent: depending on the situation, one may be preferable to
the other.
One last property allows the REα divergence to stand out. It was known for
the statistical distance but seems not to be known for other divergences. We call
it proxy amplification and it will be discussed in Section 5, but for now we move
on to applications of the results of this section to prime number generators.

4

Security proofs for Prime number generators

We now improve the security proofs for two known prime number generators:
PRIMEINC [9] and Fouque-Tibouchi generator [18]. What we mean by security
is that the output distribution of the algorithm should be as close as possible
from the random one. For the first one, we show a bound on the Rényi divergence
between the output distribution of the algorithm and the random distribution.
For the second, we improve the results shown in [18] and show a bound on
the REα divergence between the output distribution and the random one. We
then show how those proofs show security against known attacks towards prime
number generators.
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Algorithm 1 PRIMEINC(x, s)
Require: Parameters x, s
Ensure: a prime number between x/2 Algorithm 2 Fouque and Tibouchi’s prime number generator
and x
1: Sample odd p uniformly in Jx/2; xK Require: x, ϵ, q ∝ x1−ϵ
Ensure: A prime number p ∈ J2; xK
$
2: for i = 1 to s do
1: Sample a ←
− (Z/qZ)∗
3:
if p is prime then
2: repeat
{
⌊
⌋}
4:
return p
$
3:
Sample t ←
− 0, ..., x−a
q
5:
else
4: until p = a + tq is prime
6:
p←p+2
5: return p
7:
end if
8: end for
9: return “failure”

4.1

Provable Security of the Prime Number Generator PRIMEINC

This section and Section 4.2 study prime number generators. The motivation for
studying them is given in Section 1.1. We first describe the simplest variant of
PRIMEINC in Algorithm 1.6
Previous Analyses. Let P denote the output of PRIMEINC, and U the uniform
distribution over primes in Jx/2; xK. It was shown in [9] (resp. [18]) that under
the prime r-tuple conjecture:
H1 (P)
∼ 1
H1 (U) x→∞
∆SD (P; U) ≥ 0.86 + o(1)

(5)
(6)

In fact, we show in Appendix B a faster proof of (5) than the one from [9].
On one hand, (5) seems to oﬀer some security guarantees. However, Skórski [45,
Corollary 4] showed that even when Shannon’s entropy H1 (P) is close to its
trivial upper bound log2 | Supp(P)|, the collision entropy H2 (P) might still be
low. Hence, (5) does not even preclude simple attacks such as common factors
attacks [25,30] on RSA. On the other hand, (6) is clearly a negative result.
New Analysis. We now provide an improved security analysis. We first bound
the Rényi divergence between the output of PRIMEINC and the uniform distribution. We then show that in common usecases, PRIMEINC may be safely
used without compromising security. We first recall the prime r-tuple conjecture,
which is instrumental in the proofs of [9,18] and in ours.
6

Security-eﬃciency trade-oﬀs have been presented in [9], and OpenSSL implements a
variant of PRIMEINC.
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Conjecture 1 (Hardy-Littlewood’s prime r-tuple conjecture [24]).
Let d = (d1 , ..., dr ) be a r-tuple of integers. Denote by πd (x) the number of
integers n ≤ x such that for all i, n + di is a prime number. It holds that:
πd (x) ∼x→∞ Sd ·

x
,
log(x)r

(
)r
∏
p−νd (p)
p
where Sd = p prime p−1
p−1 , and νd (p) is the number of distinct residue
classes modulo p of the tuple d.
The following statement holds under the prime r-tuple conjecture.
Theorem 1 (Theorem 1, [20]). Let x, k be integers. Then the number of
−λ k
integers n such that there are exactly k primes in Jn, n + λ log xK is ≃ x e k!λ
when x → ∞.
In particular, if d(n) denotes the distance of n to the next larger prime, then
the probability that d(n) > λ log x is e−λ .
Theorem 2 is the main result of this section and implies that this algorithm
is asymptotically secure by computing the Rényi divergence between its output
distribution and the uniform distribution over a superset of its support.
Theorem 2 (Security of PRIMEINC). Let P be the output distribution of
PRIMEINC with s = c log x and c > 0, and U be the uniform distribution over
the prime numbers between x/2 and x. Under the prime r-tuple conjecture:
R∞ (P; U) ≤ 2c(1 + oc,x (1)).

(7)

Equivalently, for all α ≥ 2,
Hα (P) ≥ Hα (U) − log(2c) + oc,x (1).

(8)

The proof of Theorem 2 can be found in Appendix A. The proof computes
an upper bound on the output probability of every prime and use Theorem 1 to
conclude.
Practical Implications I. Theorem 2 implies that for a constant number of calls to
a prime number generator, a scheme secure with a uniform generator (ideal case)
remains secure when using PRIMEINC instead (real case). One application
is key generation for RSA signatures [44]. In the single-target setting, there
are two calls to the prime number generator.7 Combining (2) with (7), any
adversary breaking the real cryptosystem with probability ϵ will break the ideal
cryptosystem with probability at least ϵ/(2c + 1 + oc,x (1))2 ; therefore at most
≈ 2 · log2 (1 + 2c) bits of security are lost.
7

This is true without loss of generality; even if more primes are generated and rejected
if they fail some requirements (e.g. being safe primes), the adversary only has access
to the product of exactly two outputs of the generator (p and q).
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Practical Implications II. Even for a large number of queries, Theorem 2 provide
security guarantees against some specific attacks. For example, taking α = 2
in (8) gives a lower bound of n − log(2c) + oc,x (1) on the collision entropy of
PRIMEINC. As long as n ≥ λ + log(2c) + oc,x (1) (which is always the case in
practice), this is more than enough to argue resistance against common factors
attacks [25,30].
4.2

Provable Security of the Fouque-Tibouchi Generator

We now study a prime number generator proposed by Fouque and Tibouchi in
[17,18]. Fouque and Tibouchi actually propose several algorithms, which provide
trade-oﬀs between simplicity and the number-theoretic conjectures they base
their security on: the Friedlander-Granville-Montgomery conjecture, the generalized Riemann hypothesis or full unconditionality.
We only study the simplest variant of Fouque and Tibouchi’s algorithms,
and leave other variants for future work. The idea of this variant is to sample a
random number, and then resample only its most significant bits until a prime
number is found. It is described in Algorithm 2.
Previous Analysis. In [18], it is shown under Conjecture 2 that:8
∆SD (P; U) ≪

log x
.
xϵ/4

(9)

In addition, the average entropy consumption of Algorithm 2 is:
(ϵ + o(1)) ·

φ(q) (log x)2
·
.
q
log 2

(10)

The statistical distance requires ∆SD (P; U) ≤ 2−λ in order to provide λ bits
of security. As noted by [18], taking q to be a primordial (a product of small
distinct primes) allows to reduce entropy consumption by a factor O(log log q).
The Friedlander-Granville-Montgomery conjecture studies the quantity:
π(x, q, a) := Card {p ≤ x prime | p ≡ a mod q} .
The prime number theorem establishes that π(x, q, a) ∼ φ(q) xlog(x) when a, q
x→∞
are fixed. The Friedlander-Granville-Montgomery conjecture gives a bound on
the error given by this estimate.
Conjecture 2. [Friedlander-Granville-Montgomery [19]] For q < x, (a, q) = 1 and
all ϵ > 0, one has:
π(x, q, a) −
8

π(x)
≪ϵ
φ(q)

( )1/2
x
xϵ/4 .
q

As stated in the preliminaries, this section will use Vinogradov’s notation, which is
common in number theory: (f ≪s g) ⇔ (f =s O(g)).
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Since q ∼ x1−ϵ , it holds that

( )1/2
x
q

xϵ/4 ∼ x3ϵ/4 , which is negligible com-

pared to the ratio π(x)/φ(q) ≫ xϵ / log(x). Thus this conjecture implies:
π(x, q, a) =

π(x)
x
(1 + ox (1)) =
(1 + ox (1)).
φ(q)
φ(q) · log x

Theorem 3 is the main result of this section. It bounds the relative error and
the REα divergence between the output distribution of the Fouque-Tibouchi
generator and the uniform distribution over a superset of its support. Our result
is a generalization of Fouque-Tibouchi’s result as we show that the relative error
of any order decreases with the same exponential rate ϵ/4.
Theorem 3 (Security of the Fouque-Tibouchi generator). Denote by P
the output distribution of Algorithm 2 and by U the uniform distribution over
J2; xK. Under the Friedlander-Granville-Montgomery conjecture:
log(x)2
P[Supp P c ] ≤
.
x
(
)1/α
log x
log x
∀α ∈ (1, ∞), REα (P; U) ≪α ϵ/4 +
.
x2
x

∆RE (P; U| Supp P ) ≪

log x
xϵ/4

and

(11)
(12)

The proof can be found in Appendix C. It makes use of the FriedlanderGranville-Montgomery conjecture and of other classical arithmetical results.
We now make explicit the implications of Theorem 3. Since the FouqueTibouchi generator is more provable security-oriented than PRIMEINC, it is
unsurprising that Theorem 3 is intrinsically stronger than Theorem 2 and that
we can assert security for more usecases than with PRIMEINC. Compared to
[17,18], our analysis divides the entropy requirement by an order of magnitude.
Practical Implications I. We study the generic security of RSA signature schemes
in a multi-target setting. As an concrete example, consider a company producing
a hardware security module (HSM); this HSM targets a bit-security λ = 128.
At most 231 copies of it are produced, hence at most 232 queries to the prime
number generator are made. For RSA signatures, NIST and ENISA recommend
RSA-3072. If HSMs generate RSA private keys with Algorithm 2, this translates
to x = 21536 .
x
A statistical distance argument requires – via (9) – that log
≤ 2−λ , which
xϵ/4
4λ log log x
≈ 0.36. Using a Rényi-based argument inhere is satisfied for ϵ ≥
log x
stead, we combine Lemmas 3 and 4 with (11); this gives the milder requirement
x)2
log log x
λQ (log
≈ 0.076. Since entropy
≤ 1, which is satisfied for ϵ ≥ 2 log(λQ)
log x
2xϵ/2
consumption is essentially linear in ϵ, our new analysis ∏
provides a gain of a
factor roughly 5. In practice, we take a primordial q = {p≤1049,p prime} p as
suggested by [18]. As per (10), this gives an entropy consumption of less than
20 000 uniform bits for generating two prime numbers.
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Practical Implications II. We now study signature schemes based on the strong
RSA assumption: this includes but is not limited to derivatives of Cramer-Shoup
signatures [12]. As in the previous example, we consider 128 bits of security,
hence RSA-3072. Some of these schemes only require collision resistance of the
prime number generator, in which case it is suﬃcient to use PRIMEINC since
Theorem 2 showed that its collision entropy is high.
Other schemes [26,50]only specify that the output of the generator should
be statistically close to the uniform distribution over primes in an interval, in
which case it is more prudent to use Fouque and Tibouchi’s generator. Suppose
that a user is queried at most 264 signatures. As before, an statistical distance
analysis gives ϵ ≳ 0.36, whereas our Rényi-based analysis gives ϵ ≳ 0.12. The
entropy consumption is divided by 3.

5

Proxy-Amplification and Application to Circuit-Private
FHE

In this section, we come back to the REα divergence. We showed some standard
properties in Section 3 and now we focus on a quite unique property that we
call proxy amplification. In our opinion, this property justifies the definition of
our new divergence as other divergences do not enjoy a similar property – to
the best of our knowledge. We then apply this property to circuit-privacy on
fully-homomorphic encryption in the fashion of [16].
5.1

Proxy Amplification

Proxy amplification is a unique property of the REα divergence. It generalizes an
amplification property of the statistical distance [16, Lemma 2.3]. A major twist
is that our property allows the REα divergence to “borrow” the amplification
of the statistical distance: REα will be made increasingly small even if it is > 1,
as long as ∆SD < 1. For this reason, we call it proxy amplification.
Proposition 2 (Proxy amplification). Let X be a finite space, f : X → X be
a randomized function and α ∈ [1; +∞]. Suppose that for all x ∈ X, Supp f (x) =
X and that there exists δ > 0 such that:
∀a, b ∈ X,

REα (f (a); f (b)) ≤ δ.

Then, for all integer k ≥ 1:
REα (f k (a); f k (b)) ≤ 2 · δ · ∆SD (f (a); f (b))k−1
≤ δ k /2k−2 .
The proof consists of using both convexity techniques and Minskowski’s inequality along with the amplification property, already known for the statistical
distance. It can be found in Appendix E. This property was already known in
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the particular case of the statistical distance ∆SD [16, Lemma 2.3]. This generalization is useful when the relative error is too big or infinite, which is for
example the case for shifted Gaussian distributions. Indeed, denote by DZ,σ,c
the Gaussian distribution of center x and standard deviation σ over Z. Then, in
the case of the relative error:
∀x ̸= y, ∆RE (DZ,σ,x ; DZ,σ,y ) = ∞.
On the other hand, REα (DZ,σ,x , DZ,σ,y ) = eΘx,y,σ (α) . Therefore, REα lies in
a sweet spot between the statistical distance ∆SD and the relative error ∆RE .
On one hand, ∆SD enjoys an amplification property, but not a multiplicative
probability preservation. On the other hand, ∆RE enjoys both, but may not be
finite. Finally, REα enjoys all three properties at once. Obviously in the case
of Gaussian distribution, a tailcut would be fine for security proofs but this
shows that from a theoretical point of view there are pathological cases with the
relative error.
5.2

Circuit-Private FHE: Setting the Washing Machine in Economy
Mode

We recall that the motivation for circuit privacy in FHE schemes is given in
Section 1.1. In the following section, we show how to get improved circuit privacy
guarantees using a new analysis.
The Ducas-Stehlé Strategy. Circuit privacy is guaranteed if the output distribution of the ciphertext c′ does not depend on the circuit f . We briefly describe the
“washing machine” strategy introduced by Ducas and Stehlé [16] to achieve it,
and refer to [16] for a complete exposition. Ducas and Stehlé realize circuit privacy by applying a randomized function Wash = Rerand ◦ Refresh that scrambles
the ciphertext c′ . Here, Refresh is the bootstrapping operation, which reduces the
ciphertext noise down to some level. On the other hand, Rerand injects entropy
in the ciphertext, see (13). [16] shows that applying Wash many times makes
the output distribution increasingly independent of the original ciphertext, and
compares this to a washing machine which repeats a cycle several times to “clean
up” the ciphertext.
New Security Analysis. The security analysis in [16] leverages an amplification
property of the statistical distance. It guarantees λ bits of security if Wash is
applied O(λ) times. However, bootstrapping (Refresh) is extremely expensive,
and it is desirable to perform it as rarely as possible. In this section, we provide
a new security analysis based on the amplification property of the REα divergence (Proposition 2). It allows us to claim that Wash needs only to be applied
O(log2 Q) times, where Q is the number of (homomorphically encrypted) queries
to f and the constants in O(·) are equivalent. Since one can expect log2 Q to be
much smaller than λ, this entails much lighter requirements on the number of
cycles, hence a more practical protocol.
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For brevity we only revisit [16, Section 4.1], but we expect our improvements
to be applicable to other examples in [16], as well as newer schemes such as [27].
Suppose one wants to encrypt one bit µ ∈ {0, 1} under a private key s ∈ Znq with
modulus q and error rate less than η. The set of LWE ciphertexts decrypting to
µ is:
)
}
{(
⌊q⌋
a ∈ Znq , |e| < ηq .
+ e ∈ Zn+1
LWEqs (µ, η) =
a, ⟨a, s⟩ + µ ·
q
2
Correct decryption is ensured provided that η < 1/4. We now describe the Rerand
function. Assume that the public key contains ℓ = O(n log q) encryptions of 0:
∀i ≤ ℓ, ri = (ai , ⟨ai , s⟩ + ei ) ∈ LWEqs (η, 0).
For c ∈ LWEqs (η, µ), define:
Rerand(pk, c) = c +

∑

ϵi ri + (0, err),

(13)

i

where the ϵi ’s are sampled uniformly in {0, ±1} and err ∈ Zq is sampled from
the discrete Gaussian DZ,σ,0 =: Dσ . We note that in [16], err is instead sampled
uniformly over J−B, BK with a B suitable for correctness of decryption. In our
case, the relative error precludes the use of this distribution as the support of
Rerand(pk, c) should not depend on c. Therefore, every ciphertext should have
a non-zero probability of appearance. We will set parameters that ensure that
a bad ciphertext almost never (i.e with exponentially low probability) appears.
To do so, we use Proposition 3.
Proposition 3. For all k ∈ N, it holds that P[|t| > kσ; t ←- Dσ ] ≤ 2e−

k2
2

.

Next, Theorem 4 is the main result of this section and provides parameters
that guarantee that Ducas and Stehlé’s protocol is circuit-private. We bound
the relative error between the output distributions of Rerand applied on two
diﬀerent ciphertexts. The theorem transfers directly to the function Wash =
Rerand ◦ Refresh, as Refresh is deterministic and therefore has no impact on our
analysis. This will subsequently allow to apply our amplification theorem on
Wash, followed by a Rényi divergence argument.
Theorem 4. Given parameters η, n, q, s, ℓ. Let Q be the number of queries and
k be the number of calls to the washing machine. If
(

k>
log

log Q
2
)
1/η
4(ℓ+1) −

,

(14)

log(8λ)

then there exists a standard deviation σ > 0 such that:
1. The probability of Rerand outputting a bad ciphertext is < 2−λ .
2. In the event that Rerand always output a good ciphertext, one has
∀c1 , c2 ∈ LWEqs (η, µ),

∆RE (Rerand(pk, c1 ); Rerand(pk, c2 )) ≤ Q−1/2k .
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The proof can be found in Appendix F. The outline goes like this. We find a
T > 0 such that the probability of outputting an err of size > T σ is lower than
2−λ using Proposition 3. The correctness of decryption forces the condition
(l + 1)ηq + T σ < q/4.
This gives an upper bound M on σ. For security, we require that the relative
error ∆RE (Rerand(pk, c); Rerand(pk, c′ ) for two ciphertextst c, c′ is lower than
Q−1/2k in order to use the amplification property9 and Lemma 4. This will give
a lower bound m on σ. To find a suitable σ, one only needs m ≤ M and this
gives the lower bound on k given in (14). Note that doing the same analysis with
λ
.
the statistical distance leads to k >
1/η
log( 4(ℓ+1) )
Remark 1. Security is immediate
via using Proposition 2 with taking
X to be
{
}
the space LWEqs (µ, η) = (a, ⟨a, s⟩ + µ · ⌊ 2q ⌋ + e ∈ Zn+1
|e| < ηq , and for the
q
random function f to be Wash (conditioned on the correctness of decryption).
More precisely, we use the relative error by tailcutting the event where Wash
outputs a bad ciphertext.
Practical Implications. Consider a cloud service proposing homomorphic evaluation of a proprietary function f over encrypted data. An adversarial user A
tries to learn f or replicate it to some extent.
To apply a Rényi-based argument, we need to formalize the problem that A
tackles as a search problem. This is the most delicate part of our analysis and
really depends on the application: in the special case where the function f solves
a search problem, then one may simply say that the problem A tries to solve is
to find a function f ′ which solves the same problem on a non-negligible fraction
of the inputs. All usecases may not be formalized by a search problem, but we
believe that most practical ones can.
If the conditions of Theorem
4 hold, then k applications of Wash will provide
√
a relative error ∆RE ≤ 1/ Q. We now apply the proof blueprint (a) ⇒ (b) ⇒ (c)
outlined in Section 1.1. Combining Theorem 4 with Lemma 3 and applying (1)
with α = Θ(λ), one can claim that O(log λ) bits of security are lost.10
Applied on the washing machine technique of Ducas and Stehlé, our new
2λ
analysis allows to reduce the number of cycles by log
Q for the same asymptotic
64
bit security. For λ = 256 and Q = 2 , this is an order of magnitude. Given that
bootstrapping often is a computational bottleneck, this can potentially make the
whole protocol faster by an order of magnitude.
9

10

One would find it odd that we are not using the proxy amplification property here
but the computations we made showed that it wouldn’t give here a significantly
better result than the amplification property for this application, so we chose not to
complexify the computations done in the proof.
Alternatively, one can replace Q by λQ in Theorem 4 and use Lemma 4; this results
in a loss of O(1) bits of security and has a negligible eﬀect on the parameters.
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A

Proof of Theorem 2

Proof. Denote by N the number of integers between x/2 and x that do not lead
to failure, an integer n0 ∈ Jx/2, xK doest not lead to failure if it is odd and
d(n) < 2c log x, by Theorem 1 one has N ≃ x4 (1 − e−2c ). For a prime p denote
by d(p) its distance to the first prime lower than him. Then, the algorithm
will output p if and only if n0 ∈Kp − d(p), pK if d(p) ≤ 2c log x and if and only if
n0 ∈Kp−2c log x, pK otherwise. Therefore, the probability P(p) that the algorithm
outputs p is

d(p)


, if d(p) ≤ 2c log x.
P(p) = 2N

 2c log x , if d(p) > 2c log x.
2N
c log x
Either way, one has P(p) ≤ N . We now compute the Renyi divergence between P and U.
(π(x) − π( x2 ))c log x
P(p)
2c
≤
≤
(1 + ox (1)).
U(p)
N
1 − e−2c
The inequality on the entropies comes from the relation Hα (P) − Hα (U) =
− log2 Rα (P; U).

B

Proof of quasi-optimal entropy of the output
distribution of PRIMEINC

Proof. Let c > 0 and P be the output distribution of PRIMEINC with s =
c log x for a given integer x. Let N be the number of integers in Jx/2, xK that
do not lead to failure. As in appendix A, for all prime( p ∈ Jx/2,
xK, one has
)

P(x) ≤

c log x
N

and N ≃ x4 (1 − e−2c ). Now, H1 (U) ≃ log

x
2 log x

and

H1 (P)
H1 (U )

≤1

because the map x > 0 7→ log is convex. We bound H1 (P) from below, the
summations are over p prime.
∑
1
H1 (P) =
P(p) log
P(p)
p∈Jx/2,xK
(
)
N
≥ log
c log x
( (
)
)
x
≥ log
− log 2c (1 + ox (1)).
2 log x
1
x

Dividing by H1 (U), one gets
1≥





H1 (P) 
log 2c 
(
) (1 + ox (1)) .
≥ 1−
x
H1 (U)
log 2 log
x

And this concludes the proof.
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C

Proof of Theorem 3

Proof. We prove both items separately:
1. If p is a prime such that p = a + tq, then:
P[P = p] =

1
.
φ(q)π(x, q, a)

Therefore:
|P[P = p] − P[U = p]|
1
π(x)
=
− π(x, q, a)
P[U = p]
π(x, q, a) φ(q)
log x 3ϵ/4
≪
x
(1 + ox (1)) ≪ log x · x−ϵ/4 .
xϵ
=p]|
= 1,
If p is a prime divisor of q then P[X = p] = 0 and thus |P[P=p]−P[U
P[U =p]
however there are w(q) ≤ log x such prime numbers and their probability of
2
appearance is w(q)/π(x) ≤ logx(x) , which bounds P[Supp P c ]. This concludes
the proof.
2. We compute now the REα divergence between the two distributions.

REα (P; U)

∑
=

∑

a∈(Z/qZ)∗ a+tq≤x, prime


=
(
≪

∑

a∈(Z/qZ)∗

1
1
φ(q)π(x,q,a) − π(x)
1
π(x)α−1

α

+

p|q,p prime

1
π(x)
− π(x, q, a)
α−1
π(x)π(x, q, a)
φ(q)

φ(q)α 3αϵ/4 log(x)
x
+
π(x)α
π(x)

1/α

∑

α

1/α
w(q) 
+
π(x)

)1/α

Since for all x, y ≥ 0, (x + y)1/α ≤ x1/α + y 1/α , one has
≪α

φ(q)x3ϵ/4
+
π(x)

(

log(x)2
x

)1/α
≪α

This concludes the proof.

D

Proof of Proposition 1

Proof. We prove each item separately.

log(x)
+
xϵ/4

(

1 
π(x)

log(x)2
x

)1/α
.
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1. This is done using concavity and Jensen’s inequality. Take β > α > 0, then
the map x > 0 7→ xα/β is concave. Therefore:


REα (P; Q) = 

∑

[
Q(x)

x∈X

[
≤

∑
x∈X

P(x) − Q(x)
Q(x)

P(x) − Q(x)
Q(x)
Q(x)

]
β α/β

1/α

]
β α/β

1/α





= REβ (P; Q).

2. The result is an immediate application of [6, Theorem 1].
3. We recall Minkowski’s inequality:

∀p ≥ 1,

(
∑

)1/p
p

|xk + yk |

≤

k

(
∑
k

)1/p
xpk

(
+

∑

)1/p
ykp

.

k

We now prove Item 3:

Rα (P; Q) =

(
∑
x

(
Q(x)

P(x)
Q(x)

)α )1/α−1

{
 α
)α }1/α α−1
∑(
P(x)

≤
Q(x)1/α
− 1 + Q(x)1/α
Q(x)
x

α
(
)
(
)1/α  α−1
α 1/α
∑
∑
P(x)

≤
Q(x)
−1
+
Q(x)
Q(x)
x
x
α

≤ (1 + REα (P; Q)) α−1

Minkowski’s inequality is used in (15).

(15)
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α

4. Remember
( ) α is even here. Therefore, for all x, y ∈ R, |x + y| = (x +
∑ that
y)α = k=0 αk xk y α−k . Using this, we get


1/α
α
P(x)
Q(x)
−1 
Q(x)

∑

REα (P; Q) = 

x∈Supp Q

=

(
∑



=

Q(x)

x

)k
α ( )(
∑
α
P(x)

α
∑

k=0,k even

Q(x)

k

k=0

)1/α
α−k

(−1)

( )
α
Rk (P; Q)k−1 −
{z
}
k |
≤Rα (P;Q)α−1



α
∑
k=0,k odd

1/α
( )
α

Rk (P; Q)k−1 
{z
}
k |
1/α

≥1


( )
( )
α
α
∑
∑

α
α 
α−1

≤
R
(P;
Q)
−
 α
k
k 


k=0,k even
k=0,k odd
|
{z
} |
{z
}
=2

1−1/α

(

=2α−1

Rα (P; Q)

α−1

=2α−1

)1/α
−1

5. This is a direct corollary of (1) and Item 3.
6. Again, we use Minkowski’s inequality:
|E[f (P)] − E[f (Q)]| =

∑

f (x) · |P(x) − Q(x)|

x∈X

≤

∑

1/q

|f (x)| · |Q(x)|

|P(x) − Q(x)|
1/q

|Q(x)|
(
)1/q (
)1/p
∑
∑ |P(x) − Q(x)|p
q
≤
Q(x) |f (x)|
·
Q(x)p−1
x∈X

x∈X

x∈X

q

= REp (P; Q) · E[|f (Q)| ]1/q .
7. This is a simple use of the triangle inequality. Let x ∈ X,
P(x) R(x)
P(x)
−1 =
·
−1
Q(x)
R(x) Q(x)
(
)(
) (
) (
)
P(x)
R(x)
P(x)
R(x)
=
−1
−1 +
−1 +
−1
R(x)
Q(x)
R(x)
Q(x)
≤ ∆RE (P; R) + ∆RE (R; Q) + ∆RE (P; R) · ∆RE (R; Q)
α

8. REα
α is an f -divergence for f (x) = |x − 1| . The data processing inequality
is true for all f -divergences by Lemma 1, hence the result follows.
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E

Proof of Proposion 2

Proof. We first prove this for α < ∞. We use the notation [f (t) = c] := P[f (t) =
c]. We prove this by induction on k. This is true for k = 1, suppose the proposition to be true for an integer k and take a, b ∈ X, then
(
REα (f

k+1

(a); f

k+1

(b)) =

∑ [f k+1 (a) = x] − [f k+1 (b) = x]
[f k+1 (b) = x]α−1

α

)1/α

x∈X

(
=

∑ [f k+1 (a) = x] − [f k+1 (b) = x] α
(∑
)α−1
k
x∈X
z∈X [f (b) = z][f (z) = x]

)1/α

Since α ≥ 1, the map x > 0 7→ x−(α−1) is convex, therefore:

(
REα (f

k+1

(a); f

k+1

(b)) ≤

∑

[f k+1 (a) = x] − [f k+1 (b) = x]
[f (b) = z]
([f (z) = x])α−1
x,z∈X

α

)1/α

k

(16)

We now bound the numerators in (16):

[f k+1 (a) = x] − [f k+1 (b) = x]
=

∑

[f k (a) = y][f (y) = x] − [f k (b) = y][f (y) = x]

(17)

([f k (a) = y] − [f k (b) = y])([f (y) = x] − [f (z) = x])

(18)

[f k (a) = y] − [f k (b) = y] |[f (y) = x] − [f (z) = x]|

(19)

y∈X

=

∑
y∈X

≤

∑

y∈X
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∑
Since y∈X ([f k (a) = y] − [f k (b) = y])[f (z) = x] = 0, (17) and (18) are equal.
Combining (16) and (19) yields (all the summations are over X):
REα (f k+1 (a); f k+1 (b))
(∑
)α 1/α

k
k
∑ k
y [f (a) = y] − [f (b) = y] |[f (y) = x] − [f (z) = x]|

≤  [f (b) = z]
([f (z) = x])α−1
x,z
(20)
)
)
1/α
α
∑ ∑ k
[f k (a) = y] − [f k (b) = y] |[f (y) = x] − [f (z) = x]|
[f (b) = z]
≤
([f (z) = x])α−1
x,z
y
(

(

≤

∑ ∑ k
[f (b) = z] · REα (f (y); f (z))α · [f k (a) = y] − [f k (b) = y]
y

≤δ

∑

(21)

)1/α

(

α

z

[f k (a) = y] − [f k (b) = y]

=

δ · 2 · ∆SD (f k (a); f k (b))

y

(22)

Finally, we use the amplification property with ∆SD , hence ∆SD (f k (a), f k (b)) ≤
∆SD (f (a), f (b))k (see [16]) and that ∆SD = 12 RE1 to get
REα (f k+1 (a); f k+1 (b)) ≤ δ k+1 /2k−1
(∑
α )1/α
∑
=
g
(x,
z)
Equation (20) is a sum of the form
y y
x,z

∑
y

gy

,
α

where ||·||α denotes the Lα norm. By Minkowski’s inequality, it is upper bounded
by:
(
)1/α
∑ ∑
∑
α
|fy (x, z)|
=
||fy ||α ,
y

x,z

y

giving (21). The result follows. By a continuity argument, it also follows for
α = ∞.

F

Proof of Theorem 4

∑
Proof. Denote c′ = c + ϵi ri = (a′ , ⟨a′ , s⟩ + µ⌊q/2⌋ + e′ ). By the leftover hash
lemma [43, Section 5], the distribution of a′ is exponentially close to the uniform
distribution. So the only leakage coming from c′ is from e′ and one has |e′ | <
(ℓ + 1)ηq. Let λ denote the level of security required, then one wants to find T
−λ
such that P[|t|
√ > T σ; t ←- Dσ ] < 2 . Using the inequality from Proposition 3,
we take T = 2λ.
This means that with probability > 1 − 2−λ , Rerand(pk, c) = (a, ⟨a, s⟩ +
µ⌊q/2⌋+e) will have an error such that |e| < (ℓ+1)ηq+T σ. Therefore, correctness
of decryption is ensured if:
(l + 1)ηq + T σ < q/4.

(23)
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Let us compute the relative error in the setup where Rerand always gives a
good ciphertext. Let x, y ∈ [−(ℓ + 1)ηq, (ℓ + 1)ηq].

∆RE (DZ;σ,x , DZ,σ,y ) =

max

|t|<(ℓ+1)ηq+T σ

P[DZ,σ,x = t]
−1
P[DZ,σ,y = t]

= max e

(t−x)2
(t−y)2
−
σ2
σ2

= max e

(2t−(x+y)) y−x
σ
σ

≤ max(e

−1
−1

2(ℓ+1)ηq·(4(ℓ+1)ηq+2T σ)
σ2

− 1, 1 − e−

For the sake of clarity, we note β = 2(ℓ + 1)ηq and u =

β(2β+2T σ)
.
σ2

2(ℓ+1)ηq·(4(l+1)ηq+2T σ)
σ2

It holds that:

∆RE (DZ,σ,x ; DZ,σ,y ) ≤ max(eu − 1, 1 − e−u ).
Our goal is have ∆RE ≤ Q−1/2k with k the number of iterations and Q being
the number of queries. It holds that:
eu − 1 ≤ Q−1/2k ⇒ u ≤ log(1 + Q−1/2k )

Where umax

1 − e−u ≤ Q−1/2k ⇒ u ≤ umax ,
(
)
= log 1−Q1−1/2k ≥ log(1 + Q−1/2k ). This yields:
σ2 −

2T β
β2
σ−2
≥0
umax
umax

Solving this polynomial inequality of degree 2 gives:
)
(
√
Tβ
2umax
∼ 2T βQ1/2k
σ≥
1+ 1+
umax
T2

(24)

(25)

Combining (23) and (25) one has:
2T βQ1/2k < σ <

q
4T

(
)
β
1−
2q

Therefore, the left-hand side should be smaller than the right-hand side and this
will give us the minimum amount of iterations needed, i.e a bound on k. We
replace β = 2(ℓ + 1)ηq to get
Q1/2k <
⇒k>

1 − 2(ℓ + 1)η
1
∼
16T 2 (ℓ + 1)η
16T 2 (ℓ + 1)η
(
log

log Q
2
)
1/η
16T 2 (ℓ+1)

)
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Finally, we replace T =

√

2λ to get

(

k>
log

log Q
2
)
1/η
32λ(ℓ+1)

(

=
log

log Q
2
)
1/η
4(ℓ+1) −

log(8λ)

