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Abstract
The problem of key management in access hierarchies is how to assign keys to users and classes such
that each user, after receiving her secret key(s), is able to independently compute access keys for (and thus
obtain access to) the resources at her class and all descendant classes in the hierarchy. If user privileges
additionally are time-based (which is likely to be the case for all of the applications listed above), the
key(s) a user receives should permit access to the resources only at the appropriate times. This paper
present a new, provably secure, and efficient solution that can be used to add time-based capabilities to
existing hierarchical schemes. It achieves the following performance bounds: (i) to be able to obtain
access to an arbitrary contiguous set of time intervals, a user is required to store at most 3 keys; (ii) the
keys for a user can be computed by the system in constant time; (iii) key derivation by the user within
the authorized time intervals involves a small constant number of inexpensive cryptographic operations;
and (iv) if the total number of time intervals in the system is n, then the increase of the public storage
space at the server due to our solution is only by a small asymptotic factor, e.g., O(log∗ n log log n) with
a small constant.

1 Introduction
This work addresses the problem of key management in access control systems, with the emphasis on timebased access control policies. Consider a system where all users are divided into a set of disjoint classes,
and a user is granted access to a specific access class for a period of time specified by its beginning and
end. In such systems, it is common for the access classes to be organized in a hierarchy, and a user then
obtains access to the resources at her own class and the resources associated with all descendant classes in
the hierarchy.
When a user joins the system and is granted access to a certain class for a specific duration of time, she
is given a key (or a set of keys) which allows her to independently derive access keys for all resources she is
∗
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entitled to have access during her time interval. For hierarchically organized user classes this means that the
key allows the user to access objects at her access class and all descendant classes in the hierarchy during
the time interval specified. Note that the time interval is user-specific and might be different for each user in
the system.
There is a wide range of applications that follow this model and which would benefit from automatic
enforcement of access policies through efficient key management. Such applications include:
• Role-Based Access Control (RBAC) models, which are useful for many types of organizations with
various access constraints including temporal constraints. In such systems users are naturally organized into a hierarchy of classes, and a user higher up in the hierarchy inherits privileges of its
descendant classes. Furthermore, users are normally granted their privileges for a specific period of
time depending on their work schedule, which is well captured by our model.
• Subscription-based services such as digital libraries, music collections, digital subscriptions to newspapers and magazines, etc. Here a user may be able to join at any time and/or be able to specify
the subscription duration, implying that access only during a specific time interval is allowed. Also
subscription packages may be organized in a hierarchy depending on the resources included in each
package. For instance, a Gold package will include everything available in a Silver package and additional premium services; weekends-only newspaper subscription is contained within the full-access
subscription; etc.
• Content distribution where users may join at any time and receive content of varying quality or resolution.
• Cable TV where, similarly, users join at arbitrary times and receive different programs based on what
is included in their subscription package.
• Project development, where users’ views are organized in a hierarchy and each user obtains access to
the resources determined by her role in the project. For example, the managerial view will include the
views of developers assigned to the project and possibly other data. Also, users can be assigned to a
project only for a specific duration of time.
• Cryptographic directories or file systems, where access is similarly based on a hierarchical relationship
between users.
In all of the above examples we use the current time to enforce time-based policies. Additionally, instead
of being based on the current time, access control policies can be based on the time in the past and permit
access to historical data. For example, a user might buy access to data such as historical transactions, prices,
legal records, etc. for a specified time interval in the past, e.g., the year of 1920. These different notions of
time can be combined, e.g., a user buys access to 1920 data and is entitled to access it for two weeks starting
from today.
If we let the lifetime of a system be partitioned into n short time intervals, the existence of time-based
access control policies requires the access keys to be changed during each time interval. In this work, we
concentrate on applications where the system is setup to support a large number of such time intervals. For
example, access key to a video stream might change at least once a day (thus, permitting users to subscribe
on any given day). If the system is setup for a few years, this results in n being in thousands. Likewise, if
the application of interest is access to historical data, say, for the last century, the number of time intervals
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will tend to be even higher. Thus, a small number of keys per user and efficient access with large n’s is the
goal of this work.
The notion of security for time-based hierarchical key assignment (KA) schemes was formalized only
recently by Ateniese et al. [4]. Thus, in the current paper we use their security definitions and provide a new
efficient solution to the problem of key management in systems with time-based access control policies. The
approach we propose is provably secure and relies only on the security of pseudo-random functions (PRFs).
In addition, our solution does not impose any requirements or constraints on the mechanisms used to enforce
policies in systems where access control is not time-based (e.g., for a hierarchy of user classes). This means
that our solution can be built on top of an existing scheme to make it capable of handling time. In the rest of
this paper, we refer to a scheme without the support for temporal access control as a time-invariant scheme,
and we refer to a scheme that supports temporal access control policies as time-based.
Existing efficient time-invariant key management schemes for user hierarchies are based on the notion of
key derivation: a user receives a single key, and all other access keys a user might need to possess according
to her privileges can be derived from that key. In the most general formulation of the problem, inheritance of
privileges is modeled through the use of a directed graph, where a node corresponds to a class and a parent
node can derive the keys of its descendants. In this paper we follow the same model, but, unlike previous
work, apply key derivation techniques to time.
In a setup with n time intervals, the server is likely to maintain information which is linear in n. By
building a novel data structure, we only slightly increase the storage space at the server beyond the necessary
O(n) and at the same time are able to achieve other very attractive characteristics. In more detail, our
solution enjoys the following properties:
• To be able to obtain access to an arbitrary contiguous set of time intervals, a user is required to store
at most 3 keys.
• The above-mentioned keys to be given to a user can be computed in constant time from that user’s
authorized set of contiguous time intervals.
• Key derivation within the authorized time intervals involves a small constant number of cryptographic
operations and thus is independent of the number of time intervals in the systems or the number of
time intervals in the user’s access rights.
• If the total number of time intervals in the system is n, then the increase of the public storage space
at the server due to our solution is only by a small asymptotic factor, e.g., O(log∗ n log log n) with a
small constant.
• All operations are extremely efficient, and no expensive public-key cryptography is used.
We provide several solutions with slightly different characteristics, where the difference is due to the building
blocks used in our construction. These solutions are summarized in Table 3 (and, in a more general form, in
Table 5). An extension of our techniques also allows to support access rights that can be stated as periodic
expressions.
While the results given above correspond to a time-based key assignment scheme with a single resource
or user class, we can use them to construct a time-based key assignment scheme for a user hierarchy. We
show that our construction favorably compares to existing schemes and provides an efficient solution to the
problem (the comparison is given at the end of the paper in Section 8). Additionally, our scheme is balanced
in the sense that all resource consumption such as the client’s private storage, computation to derive keys,
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and the server public storage are minimized with tradeoffs being possible. This allows the scheme to work
even with very weak clients and not to burden the server with excessive storage. Furthermore, our scheme
is provably secure under standard complexity assumptions.
In the rest of the paper, we first review related literature in Section 2. In Section 3 we define the model
and give some preliminaries. Section 4 gives a preliminary data structure, which we use in Section 5 to build
our improved scheme. Thus, the core of our solution lies in Section 5 along with its analysis. In Section 6
we show how to use the scheme to build a time-based key assignment scheme for a user hierarchy. Finally,
Section 7 comments on practical considerations and Section 8 compares our solution with other existing
schemes and concludes the paper. Several extensions of our scheme and security proofs can be found in the
appendix.

2 Related Work
The literature on time-invariant key assignment (KA) schemes in a user hierarchy is extensive, and its survey
is beyond the scope of this paper. For an overview of such publications, see, e.g., [2] and [10].
While the list of publications on time-invariant KA schemes is very large, the number of publications
that consider time-based policies and provide schemes for them is rather modest. The time-based setting
and the first scheme was introduced by Tzeng [17]. The scheme, however, was later shown to be insecure
against collusion of multiple users [22]. Subsequent work of Huang and Chang [12], Chien [9], and Yeh [20]
was also shown to be insecure against collusion (in [16], [21, 14], and [4], respectively).
Among very recent publications, Wang and Laih [19] present a time-based hierarchical KA scheme.
While their scheme is shown to be collusion-resilient, the notion of security, however, is not formalized and
no clear adversarial model is given in that work. Tzeng [18] also describes a time-based hierarchical key
assignment scheme, which is used as a part of an anonymous subscription system. The scheme is proven to
resist collusion attacks; however, no formal model of adversarial behavior is provided. The work of Ateniese
at el. [4] is the first result that provides a formal framework for time-based hierarchical KA schemes and
gives provably secure solutions, both secure against key recovery and with pseudo-random keys.
Concurrently with and independently from this work, time-based solutions have been developed by De
Santis et al. [15]. We compare performance of all solutions in Section 8.
There is extensive literature on broadcast encryption and multicast security, which might be considered
applicable here. There are, however, crucial differences in the models, which prevent us from using solutions
from those domains. First, broadcast encryption and multicast security schemes permit access to a single
resource instead of a hierarchy and cannot be composed in an obvious way to solve our problem. More
importantly, they assume that each client obtains key updates for each time interval, which is impossible in
our model: no private channels between the server and a client after the initial issuance of the user keys is
assumed, the client is allowed to remain off-line, and can access the resources at her own discretion. The
only exception from the above online requirement that we are aware of is the work of Briscoe on multicast
key management [8]. That solution builds a binary tree from the time intervals, thus achieving O(log n)
secret keys and O(log n) key derivation time. Our solution, on the other hand, provides a constant number
of secret keys and a constant derivation time, thus resulting in a superior performance when the number of
time intervals is significant.
Finally, the access control literature has a large body of work on temporal access control models (see,
e.g., [6, 7]). These models, however, concentrate on policy specification and not on key assignment and
derivation mechanisms.
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3 Problem Description and Preliminaries
3.1 The model
While the motivation for this work comes from the need to support access control policies with temporal
constraints in user hierarchies, the problem does not need to be limited to this particular setting. That
is, an efficient solution to the key management problem in temporal access control can find use in other
domains. Therefore, we provide a very general formulation of the problem, without any assumptions on the
environment in which it is used. Of course, access control in user hierarchies remains the most immediate
and important application of our techniques. Thus, in Section 6 we will show how our solution can be used
to realize temporal access control for user hierarchies.
Now let us assume that we are given a resource, and the owner of this resource would like to control user
access to that resource using time-based policies. For that purpose, the lifetime of the system is partitioned
into short time intervals (normally, of a length of a day or shorter), and the access key for that resource
changes every time interval. Let n denote the number of time intervals in the system, T = {t1 , . . ., tn }
denote the intervals, and K = {kt1 , . . ., ktn } denote the corresponding access keys.
Now assume that a user U is authorized to access that resource during a contiguous set of time intervals
TU ⊆ T , where TU = {tstart , . . ., tend }. Following the notation of [4], we use the interval-set over T ,
denoted by P, which is the set of all non-empty contiguous subsequences of T , i.e., TU ∈ P for any TU .
With such access rights, U should receive or should be able to compute the keys KTU ⊆ K, where for
each t ∈ TU the key kt ∈ KTU . We denote the private information that U receives by STU . Obviously,
storing |TU | keys at the user end is not always practical (especially if this number is large), and significantly
more efficient solutions are possible. Then a time-based key assignment scheme assigns keys to the time
intervals and users, so that time-based access control is enforced in a correct and efficient manner. Such key
generation is assumed to be performed by a central authority CA, but once a user is issued the keys, there is
no interaction with other entities. More formally, we define a time-based KA scheme as follows:
Definition 1 Let T be a set of distinct time intervals and P be the interval-set over T . A time-based key
assignment scheme consists of algorithms (Gen, Assign, Derive) such that:
Gen is a probabilistic algorithm, which, on input a security parameter 1κ and the set of time intervals T ,
outputs (i) a key kt for any t ∈ T ; (ii) secret information Sec associated with the system; and (iii)
public information Pub. Let (K, Sec, Pub) denote the output of this algorithm, where K is the set of
all keys.
Assign is a deterministic algorithm, which, on input a time sequence TU ∈ P and secret information Sec,
outputs private information STU for TU .
Derive is a deterministic algorithm, which, on input a time sequence TU , time interval t ∈ TU , private
information STU , and public information Pub, outputs the key kt for time interval t.
The correctness requirement is such that, for each time sequence TU ∈ P, each time interval t ∈ TU ,
each private information STU , each key kt ∈ K, and each public information Pub that Gen(1κ , T )
and Assign(TU , Sec) can output, Pr[Derive(TU , t, STU , Pub) = kt ] = 1.
Note that in many cases the Assign algorithm can be a part of the Gen algorithm, i.e., private values STU
for every TU ∈ P are generated at the system initialization time. We, however, separate these algorithms to
account for cases where retrieving STU from Sec is not straightforward (which is the case in our scheme). In
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such cases, merging these two algorithms together will needlessly complicate Gen resulting in unnecessary
complexity.
Also note that since a user accesses the server’s public storage for key derivation purposes, there is no
need for additional time synchronization mechanisms between the user and the server: the current time
interval can be stored as a part of the public information the server maintains.
A time-based KA scheme can be secure against static or adaptive adversaries. In [4], however, it was
shown that the security of a time-based hierarchical KA scheme against a static adversary is polynomial-time
equivalent to the security of that scheme against an adaptive adversary for both security goals (key recovery and key indistinguishability). While in the current discussion we are not concerned with hierarchical
schemes, our setting can be considered to be a special case of a hierarchy with a single class. Thus, in this
work we only provide definitions of a time-based KA scheme secure against a static adversary; and a proof
of security under such definitions will imply security against an adaptive adversary. Furthermore, we distinguish between two different notions of security for a time-based KA scheme: security against key recovery
and security with respect to key indistinguishability (i.e., schemes with pseudo-random keys). In the current
version of this paper we focus on security against key recovery. Our construction, however, can be shown
to be secure against the stronger notion of key indistinguishability by introducing only slight modifications
(basically by using different building blocks). Thus, we provide intuition on how pseudo-random keys can
be achieved, but do not provide formal proofs.
In our definition of a scheme secure against static adversary, let adversary Ast attack the security of the
scheme at time t ∈ T . Ast is then allowed to corrupt all users who are not authorized to have access to
kt and, when finished, is asked to guess kt . We consider a scheme to be secure only if Ast has at most
negligible probability in outputting the correct key. A formal definition of security is given in Appendix B.
In addition to the security requirements, an efficient KA scheme is evaluated by the following criteria:
• The size of the private data a user must store;
• The amount of computation necessary to generate an access key for the target time interval;
• The amount of information the service provider must maintain for public access.

3.2 Key derivation
Our approach relies heavily on the notion of key derivation. In our solution, we use the same key derivation
techniques that were used in [1]. The crucial difference, however, is that in [1] key derivation was used
between user classes (to provide a time-invariant scheme for a user hierarchy), while in this work we use
key derivation for the data structures that we build. This is possible because the techniques of [1] work for
an arbitrary directed acyclic graph1 (DAG), and we review them next.
Assume that we are given a DAG denoted by G = (V, E), where V is the set of nodes and E is the set of
edges. Let Anc(v, G) denote the set of ancestors of node v in G including v itself, and let Desc(v, G) denote
the set of descendants of v in G including v itself. Let F κ : {0, 1}κ × {0, 1}∗ → {0, 1}κ , for a security
parameter κ, be a family of pseudo-random functions (PRFs) that, on input of a κ-bit key and a string,
outputs a κ-bit string that is indistinguishable from a random string (note that a PRF can be implemented
very efficiently as HMAC [5] or CBC MAC). For brevity, instead of F κ (k, x), we may write Fk (x). Also,
when the graph G is clear from the context, we may omit it in the ancestry functions and use Anc(v) and
Desc(v).
To be able to derive keys, we need two algorithms:
1

The technique can be applied to arbitrary graphs, even those that may contain cycles. It, however, was formally proven to be
secure for a graph without cycles. Nevertheless, it still can be adopted to graphs with cycles, if necessary.
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Scheme
2HS [2]
3HS [1]
4HS [2]
log∗ HS [2]

Private

Key

Public

storage
1
1
1
1

derivation
2 op.
3 op.
4 op.
O(log∗ n) op.

storage
O(n log n)
O(n log log n)
O(n log∗ n)
O(n)

Table 1: Performance of shortcut schemes for one-dimensional graphs.
• Set is an algorithm for assigning keys to the graph which takes as input a security parameter 1κ and
a DAG G = (V, E) and outputs (i) an access key kv for each v ∈ V , (ii) a secret information Sv for
each node v ∈ V , and (iii) public information Pub.
• Derive is an algorithm for deriving keys which takes as input nodes v, w ∈ V , secret information Sv
for v, and public information Pub. It outputs the access key kw for w, if w ∈ Desc(v, G).
The derivation method we use is from [1], and is sufficient to achieve security against key recovery:
• Set(1κ , G): For each node v ∈ V , select a random secret key kv ∈ {0, 1}κ and set Sv = kv . For each
node v ∈ V , select a unique public label `v ∈ {0, 1}κ and store it in Pub. For each edge (v, w) ∈ E,
compute public information yv,w = kw ⊕ Fkv (`w ), where ⊕ denotes bitwise XOR, and store it in Pub.
• Derive(v, w, Sv , Pub): Let (v, w) ∈ E. Then given Sv = kv and Pub, derivation of the key kw can be
performed as kw = Fkv (`w ) ⊕ yv,w , where `w and yv,w are publicly available in Pub. More generally,
if there is a directed path between nodes v and u in G, then u’s key can be derived from v’s key by
considering each edge on the path.

3.3 Shortcut techniques
Our constructions use the so-called shortcut edges: a shortcut edge is an edge that is not in the original
graph G but is in the transitive closure of G. Such edges are added to G for performance reasons. Note that
addition of shortcut edges does not affect partial order relationship between the nodes, i.e., we may add a
shortcut edge (v, w) to the graph only if there is already a directed path from node v to w in the original
graph.
In this work we rely on efficient shortcut techniques from prior literature for a graph of dimension 1 (i.e.,
a total order). For completeness of this work, we review some of these techniques, as well as the notion of
the dimension of a graph, in Appendix A. Here we only summarize the performance of existing schemes,
any of which can be used as a building block in our constructions.
Consider a directed graph of dimension 1 consisting of n vertices. Then the performance of known
solutions for such graphs is given in Table 1. In the table, we denote by sHS a solution where the distance
between any two nodes (i.e., the diameter of the graph) is at most s, i.e., a so-called s-Hop Scheme.
Throughout this work we may use S1(n) to denote any shortcut scheme for graphs of dimension 1
applied to a total order of size n. We also use space(S1(n)) and time(S1(n)) to denote its public storage
and key derivation complexity, respectively.
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tm
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Figure 2: Adding shortcuts to
the grid.

Figure 1: Building a grid for
the basic scheme.

4 Building Basic Data Structure
As was mentioned above, all of our constructions are based on the notion of key derivation in a graph.
Throughout the rest of the paper, when we say that there is a directed edge from v to w in G, it implies that
v is capable of deriving w’s key using its own key. This means that, for the data structures that we build (all
of which are DAGs), there will be a public and secret information associated with each node, and there will
be public information corresponding to each edge.
Our preliminary data structure is rather simple and consists of two main steps: building a grid of size
n × n (where n is the number of time intervals in the system) and applying one-dimensional shortcut
techniques to parts of the grid. A more detailed description follows.
1. Build half of a grid of dimension n × n with the time intervals t1 , . . ., tn being on its diagonal (see
Figure 1). In the grid, we denote by v1,1 the root node; node vi,j is located at the row i and column j
(i.e., v2,1 is “below” v1,1 and v1,2 is “on the left” of v1,1 ). There is a directed edge from each vi,j to
vi+1,j , and from each vi,j to vi,j+1 . The time interval ti corresponds to the node vi,n−i .
From this data structure, it should be clear that, given a key for vi,j , all keys for time intervals in the
range ti , . . ., tn−j+1 can be derived from it (in the worst-case O(n) time).
2. Next, we apply a one-dimensional shortcut scheme S1 to each row and column of the grid (see Figure 2). More precisely, we add shortcuts to the data structure to be able to derive vi,x ’s key from vi,y ’s
key for any x > y (and similarly vx,j ’s key from vy,j ’s key for any x > y) in a small number of steps
instead of previous O(n) time. This is done at the expense of O(space(S1(n))) additional shortcuts
per row or column and therefore O(n · space(S1(n))) total shortcuts.

Having this, now a user entitled to have access during time intervals TU = {tx , . . ., ty } ∈ P can
receive a single key corresponding to node vx,n−y+1 . Key derivation of the key corresponding to the
current time interval ti ∈ TU now consists of at most 2 · time(S1(n)) steps: at most time(S1(n))
steps are needed to derive vi,n−y+1 ’s key from that of vx,n−y+1 , and then at most time(S1(n)) steps
are needed to derive vi,n−i+1 ’s key (which corresponds to ti ) from that of vi,n−y+1 .

Table 2 summarizes the performance of the basic scheme, when used with various one-dimensional schemes.
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Underlying
scheme
2HS
3HS
4HS
log∗ HS

Private
storage
1
1
1
1

Key
derivation
≤ 4 op.
≤ 6 op.
≤ 8 op.
O(log∗ n) op.

Public
storage
O(n2 log n)
O(n2 log log n)
O(n2 log∗ n)
O(n2 )

Table 2: Performance of the basic (and preliminary) scheme.

5 An Improved Scheme
This section describes a solution that achieves significantly better performance than the previous scheme.
We first present a new data structure and then fill other parts in to provide a full-fledged time-based KA
scheme.
At a high level, to build a new data structure, we partition all time intervals in the system into coarse
√
√
“chunks” ( n chunks of n time intervals each) and apply the basic scheme to the chunks. If access is
to be granted to a large time interval that spans across boundaries of these chunks, we can use this level
of granularity to assign keys. If, on the other hand, the interval to which the user should obtain access is
contained within a chunk, we recursively apply this procedure to the time intervals within each chunk to
support time-based access control of finer granularity. If a time interval spans across different chunks, but
contains partial chunks at the beginning and at the end of the user’s sequence of time intervals, then we
utilize the coarse chunk’s keys along with two new types of keys that are introduced later.

5.1 Reducing storage space
This section describes the tree data structure we build; how it is used is covered in the next sections. For
q
the purposes of presentation of this work, we let n = 22 for some integer q. This allows us to avoid using
rounding notation bxc and dxe throughout the algorithms and results in a cleaner presentation (note that this
assumption is purely to make the presentation cleaner, and the solution will work without this assumption).
Our procedure for building the data structure takes as inputs a node v and the set T = {t1 , . . . , tn }, and
then recursively builds a tree for the set rooted at v. Due to the recursive nature of this function, we use T̂
to denote the working set of the current function invocation and |T̂ | to denote the size of T̂ . Then the data
structure is constructed as follows:
Algorithm DataStructBuild(v, T̂ ):
1. If |T̂ | = 2 (i.e., q = 0), then return. Otherwise, continue with the steps below.
q
q
2. Partition T̂ into |T̂ | sets of |T̂ | contiguous time intervals each, call these T̂1 , . . . , T̂√|T̂ | . That is,
√ }. Create a node vi for each T̂i , and make
if T̂ = {t1 , . . ., t }, then T̂i = {t √
,...,t √
|T̂ |

i

|T̂ |+1

i

|T̂ |+

|T̂ |

vi a child of v.

3. Generate a problem Coarse(T̂ ), derived from T̂ by treating each T̂i as a black q
box (i.e., “merging”
the constituents of T̂i into a single item). Note that the size of set Coarse(T̂ ) is

|T̂ |.

4. Store at node v an instance of the basic scheme for Coarse(T̂ ), denoted D(v). D(v) supports performance of: 1 key, O(time(S1(|Tˆ|))) key derivation, and
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v

v
v1
T1

t1

tm

(a) Initial state.

t1

Coarse(T )

v√m
T√m
tm

(b) State after Step 2.

T1

T√m

D(v)

R(v)
L(v)

(c) State after Step 3. (d) State after Step 5.

Figure 3: Construction of the data structure for the improved scheme (first level of recursion).
O(space(S1(|Tˆ|))) space; but D(v) can only process an interval if it is the union of a contiguous
subset of Coarse(T̂ ) (i.e., it cannot handle intervals whose endpoints are inside the T̂i ’s, as it cannot
“see” inside a T̂i ).
5. Also store at node v two solutions of one-dimensional problems on T̂ : One is for intervals all of
which start at the right boundary of T̂ and end inside T̂ (we call this the right-anchored problem
and denote the one-dimensional structure for it by R(v)); another is for intervals all of which start
at the left boundary of T̂ and end inside T̂ (we call this the left-anchored problem and denote the
one-dimensional structure for it by L(v)). Note that having R(v) and L(v) enables the handling of an
interval that lies within T̂ and also has its left or right endpoint at a boundary of T̂ , with performance
of: 1 key, O(time(S1(|Tˆ|))) steps per key derivation, and O(space(S1(|Tˆ|))) space.
6. Recursively apply
q the scheme to each child of T̂ ; that is, call DataStructBuild(vi , T̂i ) in turn for each
i = 1, 2, . . . , |T̂ |.
Figure 3 gives an illustration of how the data structure is built. The total space S(n) of the above data
√
√
structure satisfies the recurrence S(n) ≤ nS( n) + c1 · space(S1(n)) if n > 2 and S(2) = c2 , where c1
and c2 are constants. Thus, S(n) = O(space(S1(n)) log log n).

5.2 Key assignment
We now turn our attention to which keys are given to a user with access to an arbitrary sequence of time
intervals TU ∈ P. In what follows, v is a node of the above tree data structure, T̂ is the set of time intervals
associated with v, and I is a sequence of time intervals for which the keys must be given. The recursive
procedure below, when invoked on any TU and our data structure, returns a set of (at most 3) keys associated
with TU .
Algorithm AssignKeys(I, v, Tˆ):
1. If v is a leaf, then return a key for each of the (at most two) time intervals in I. Otherwise, continue
with the next step.
2. Let v1 , . . . , v√|T̂ | be the children of v, and let T̂1 , . . . , T̂√|T̂ | be the respective sets of times associated
with these children. We distinguish two cases:
(a) I overlaps with only one set T̂i . Then we return the keys from the recursive call AssignKeys(I, vi , T̂i ).
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(b) I overlaps with all of T̂k , T̂k+1 , . . . , T̂k+` , where ` ≥ 1. These ` + 1 intervals are handled in
3 different ways: Those completely contained in I are collectively processed using the D(v)
structure, resulting in one key. If T̂k overlaps with I, but is not contained in I, then it is rightanchored and is processed using R(vk ), resulting in one key. If T̂k+` overlaps with I, but is
not contained in I, then it is left-anchored and is processed using L(vk+` ), resulting in one key.
Those (at most) 3 keys are returned.
One can achieve a faster key assignment if we store the recursion tree (call it RT ) for the above AssignKeys
algorithm, and use it to speed up the key assignment process. The time-consuming part of the above
AssignKeys algorithm is the step-by-step descent from the root until the node u of RT at which the keys are
actually assigned: The keys we seek would be easy to assign in O(time(S1(n))) if we could, in constant
time, go directly to that node u. This, however, is easy to do once we observe that (i) the parent of u in RT
is the lowest node whose interval contains I (i.e., u is the nearest common ancestor in RT of the two leaves
that correspond to the endpoints of I), and (ii) in any tree it is possible to answer nearest common ancestor
(NCA) queries in constant time (see [11] for details).
All keys given to users must be labeled with the level at which they were retrieved in the data structure,
i.e., the distance from the root node in the tree for T . This is necessary for achieving constant-time computation of access keys, which will be explained in the next section. To make key derivation simpler, we also
label user keys with their type; namely: D, R, or L. In addition, if a user receives more than a single key
for her time sequence TU , each key is labeled with a range of time intervals to which it permits access.
To summarize, we assume that a key given to a user will be labeled with four values (lev, type, ta , tb ),
where 0 ≤ lev ≤ log log n, type ∈ {R, L, D}, and ta , tb ∈ T such that ta < tb . For example, if a
user with access rights to TU = {tstart , . . ., tend } is given private information consisting of three keys
STU = {k1 , k2 , k3 }, then k1 could be labeled with (l, R, tstart , ta ), k2 with (l − 1, D, ta+1 , tb ), and k3 with
(l, L, tb+1 , tend ).

5.3 Content distribution
At time t ∈ T , the service provider wants to make certain content (possibly very voluminous) available to
the users with access rights at time interval t. To do so, the content is encrypted with the access key kt using
a symmetric encryption scheme and is made available to all users in the encrypted form (by placing it in
a public location, broadcasting it to the users, or by other means). In our scheme the server also needs to
ensure that the keys that users derive for t allow them to derive kt . There are O(log log n) such keys for t
in the data structure access to which should allow access to kt . Since the data structure has (log log n + 1)
levels, such keys are:
• Keys from data structure R(v), for some v in the data structure, one from each level.
• Keys from data structure L(v), similarly, for a single v per level.
• Keys corresponding to data structure D(v), one from each level l, where 0 ≤ l ≤ log log n − 1.
We refer to these keys as enabling keys. The server places in the public domain information that permits
derivation of kt from any of the enabling keys above. Additionally, the server labels the public derivation
information associated with each of the enabling keys with the level and the type (i.e., R, L, or D) of the
corresponding enabling key. This is needed to permit fast constant-time derivation of the access key.
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Figure 4: An example illustration of the data structure.

5.4 Key derivation
A user U with access to the sequence of time intervals TU = {tstart , . . ., tend } ∈ P receives private information STU consisting of 1, 2, or 3 keys that permit her to derive enabling keys for each t ∈ TU . In the
most general (and common) case, such private information consists of 3 keys – denoted by k1 , k2 , and k3 –
labeled as (l, R, tstart , ta ), (l − 1, D, ta+1 , tb ), and (l, L, tb+1 , tend ), respectively, for some l, a, and b. Let
us assume, without loss of generality, that if the number of keys is less than 3, then the missing keys are set
to empty strings with k1 remaining of type R, key k2 of type D, and key k3 of type L. Then to obtain the
enabling key for a time interval ti ∈ TU , U executes a derivation algorithm which we sketch here:
Algorithm DeriveKey(TU , ti , STU , Pub):
1. Parse STU as k1 (l, R, tstart , ta ), k2 (l − 1, D, ta+1 , tb ), k3 (l, L, tb+1 , tend ).
2. If ti ∈ {tstart , . . ., ta }, find the node v at level l such that R(v) permits access to ti (note that such
node v can be computed in constant time using index i of the time interval ti ). Use k1 and the public
information about the edges in Pub to derive the key corresponding to ti and return that enabling key.
3. Similarly, if ti ∈ {tb+1 , . . ., tend }, locate the node v at level l such that L(v) permits access to ti . Use
k3 and Pub to derive an enabling key for ti and return that key.
4. Finally, if ti ∈ {ta+1 , tb }, locate v at level l − 1 such that D(v) permits access to ti ; use k2 and Pub
to derive an enabling key for ti and return it.
Key derivation complexity in all of the above cases is O(time(S1(n))).

5.5 Example
To better illustrate how the above algorithms for building the data structure and assigning and deriving keys
work, we give a toy example. Let n = 16. Then the
DataStructBuild(root, T ) procedure will result in a tree of depth three. Let us denote the root of the tree
by v, ith child of the root by vi , and jth child of node vi by vij . Also, let Ti and Tij denote the set of time
intervals that vi and vij cover, respectively. For n = 16, such a tree is given in Figure 4. In the figure, each
node w has data structures D(w), R(w), and L(w) associated with it, which we omit for conciseness.
Now consider users U1 , U2 , and U3 with the following access rights: TU1 = {t1 , . . ., t6 }, TU2 =
{t2 , . . ., t4 }, and TU3 = {t4 , . . ., t14 }. According to the key assignment algorithm AssignKeys(·), they
are assigned keys in the following way: Since U1 ’s sequence of time intervals starts at the beginning of the
system’s lifetime, U1 ’s credentials are left-anchored at the level of v, and U1 obtains a single key from L(v)
corresponding to t6 . Such a key permits derivation of enabling keys for all of t1 through t5 . For user U2 ,
we determine that her access rights are contained within the time interval covered by v1 , so we start at that
node. From D(v1 ), U2 obtains a key corresponding to T12 (covers t3 and t4 ). The remaining part of TU2 is
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Algorithm Gen(1κ , T ):
1. Create a root node root for the data structure and run DataStuctBuild(root, T ). Let G = (V, E)
denote the tree structure returned.
2. For each v ∈ V , randomly choose a secret key kw ∈ {0, 1}κ and a unique public label `w ∈ {0, 1}κ
associated with each node w in D(v), R(v), and L(v).
3. For each v ∈ V , construct public information about each edge in D(v), R(v), and L(v) using the key
derivation method. That is, for each edge (w, u), its public value is yw,u ∈ {0, 1}κ.
4. For each t ∈ T , randomly choose a secret key kt ∈ {0, 1}κ and a unique public label `t ∈ {0, 1}κ.
5. For each t ∈ T , let Vt ⊂ V denote the set of nodes in G access to which implies access to t. Then for
each Vt , for each v ∈ Vt :
(a) find in D(v) the node corresponding to the time interval t; call it w.
(b) create an edge from w to t by computing public information using enabling key kw , t’s secret
key kt , public label `t , and the key derivation method. Mark such an edge with the level of v
and type D.
(c) repeat (a) and (b) for R(v) and L(v), using types R and L, respectively.
6. Let K consist of the secret keys kt for each t ∈ T and Sec consist of the remaining secret keys kw .
Also let Pub consist of G, all public labels (of the form `w and `t ), and public information about all
edges generated above.
Algorithm Assign(TU , Sec):
1. Execute AssignKeys(TU , root, T ), where root is the root node of G.
2. Set STU to the keys computed and return STU .
Algorithm Derive(TU , t, STU , Pub):
1. If t 6∈ TU , return a special rejection symbol ⊥.
2. Execute DeriveKey(TU , t, STU , Pub) to compute an enabling key for t; call it kt0 .
3. Use kt0 along with its (level-type) label and Pub to derive key kt .

Figure 5: Proposed time-based key assignment scheme.
obtained from R(v11 ) (covers t2 ). Finally, for user U3 , the access rights cross the boundaries of the nodes at
the first level, so we start at node v. U3 obtains from D(v) a key that permits generation of keys for T2 and
T3 (their parent) and thus covers t5 through t12 . To cover the remaining parts of TU3 , U3 is given the key
corresponding to t4 from R(v1 ) and a key from L(v4 ) corresponding to t14 (which permits derivation of the
key for t13 as well).
To illustrate content distribution and key derivation, let t4 be the current time interval. Our data structure
contains 8 enabling keys for t4 of level-type (0, R), (1, R), (2, R), (0, L), (1, L), (2, L), (0, D), and (1, D).
The service provider places in the public domain derivation information that, given any of the keys above,
permits computation of the access key kt4 . U1 then uses its only key and L(v) to derive the enabling key
for t4 and derives kt4 by using public information marked with (0, L). U2 uses its key for T12 compute its
enabling key and obtain kt4 using public information marked with (1, D). Finally, U3 uses its key for t4 and
public information with label (1, R) to obtain kt4 .

5.6 Putting everything together
In this section we summarize our construction and show its performance. All proofs corresponding to our
security theorems can be found in Appendix B. Figure 5 gives a complete description of our time-based KA
scheme. In addition to the algorithms given in previous sections, we specify how they are used. Table 3
summarizes performance of our solution. The security of our solution comes from the way key derivation is
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Underlying
scheme
2HS
3HS
4HS
log∗ HS

Private
storage
≤3
≤3
≤3
≤3

Key
derivation
≤ 5 op.
≤ 7 op.
≤ 9 op.
O(log∗ n) op.

Public
storage
O(n log n log log n)
O(n(log log n)2 )
O(n log∗ n log log n)
O(n log log n)

Table 3: Performance of the improved scheme.
performed in a DAG and is not due to the details of the data structures built.
Theorem 1 Assuming the security of the family of PRFs F κ , the time-based key assignment scheme given
in Figure 5 is both complete and sound with respect to key recovery in the presence of a static adversary.
To achieve a stronger notion of key indistinguishability, our solution will require a slightly different key
derivation method. Intuitively, we decouple the keys used in the public information from the actual access
keys, so that now it is not feasible to test access keys using the public information. The separation is
performed using an additional invocation of a PRF, where the keys to be used in Pub are computed as
F (0||k) and the access keys are computed as F (1||k). This key derivation method is described in [1] (full
version only).
Then in our scheme of Figure 5, we use this enhanced key derivation method in Step 3 of the Gen
algorithm (i.e., in data structures D(v), R(v), and L(v)). This means that now someone with access to
a certain key in, for instance, R(v) and who guesses an unauthorized key correctly, cannot use the public
information for that data structure to test the key. This change implies the corresponding change in the
Derive algorithm.
So far we devised a solution to support access rights that span across a contiguous sequence of intervals.
It is also possible to support periodic access rights that span across a contiguous set of time periods but the
time intervals themselves might be discontinuous within a period. If we treat time as a single dimension
and the solution presented in this work as a solution to one-dimensional problem, it is possible to extend our
approach to higher dimensions. An extension to dimension 2, which is useful in the geo-spatial context, is
presented in [3]. This two-dimensional solution can be used to conveniently address the problem of periodic
access rights with a small number of keys per user: we use one dimension to specify periods in user access
rights and the other dimension to specify individual time slots within a period. Assuming that the total
number of time intervals within a period is a fixed constant, the user will obtain a constant number of keys
that allow her to access the resources for a predefined sequence of periods with any subset of time intervals
within the period. See [3] for more information on the key assignment and derivation mechanisms.
In Appendix C we show how the lifetime of the system can be extended to new intervals beyond the
original n. Also, in the same appendix we show one can further decrease public storage space at a slight
increase in the number of user keys (i.e., a generalization in terms of keys/space tradeoff).

6 Temporal Access Control for a User Hierarchy
In systems with hierarchically organized access classes, such a hierarchy is normally modeled as a directed
acyclic access graph which we denote by GU . In such a graph, each node corresponds to an access class
and the edges form a partial order relationship between the classes. An edge from node v to node w means
that the parent node v inherits privileges of the node w (while the converse is not true). This implies that
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a user with access to a specific class obtains access to the resources at that class and the resources at all of
the descendant classes in the hierarchy. With this setup in place, it is possible to assign each class a single
secret key and let users obtain keys of their descendant classes through a key derivation process. Similar to
a general graph, in an access graph GU a directed path from node v to w means that w’s keys are derivable
from v’s key.
Now if we equip the model with time-based policies, in addition to computing keys of descendant
classes, a user should be able to compute keys based on time. That is, a user U entitled to access class
v ∈ VU during a sequence of time intervals TU ∈ P obtains private information that permits her to compute
keys kv,t for her access class v and each t ∈ TU (time-based key derivation). In addition, the private
information allows U to compute, for each t ∈ TU , keys kw,t for each descendant access class w in the user
hierarchy (class-based key derivation). Thus, key derivation now consists of two dimensions, which can
potentially be performed using drastically different techniques.
A definition of a hierarchical time-based KA scheme can be constructed by extending Definition 1 with
user hierarchies. Due to space limitations, we do not provide it in this version of the paper. We only note that
the private information for access class v and time sequence TU is now denoted by Sv,TU . The definition of
a secure time-based KA scheme must also be slightly modified for this setting to take into account different
access classes. Recall from Section 3.1 that we do need to consider active adversaries, and now have a static
adversary Ast who attacks a class v ∈ VU at time t ∈ T . Ast is allowed to obtain access to the secret
information of all classes w ∈ VU at all times t0 ∈ T , except classes Anc(v) at time t. We say that a
hierarchical key assignment scheme is secure if such Ast has at most negligible probability of guessing kv,t
correctly. The formal definition is given in Appendix B.
We can create a hierarchical time-based KA scheme by applying our solution independently to each
access class in the user hierarchy. Then for each t ∈ T , the nodes with keys kv,t for each v ∈ VU are
connected with edges to form the original hierarchy of classes. In more detail, for each v ∈ VU we use the
improved scheme to build the data structure for T and generate access keys kv,t for every t ∈ T . This will
result in |VU | instances of the time-based graph G, each of which permits key derivation for a specific access
class. Since the structure of such graphs is the same for all of them, but the keys assigned to nodes and keys
encoded in the public information will differ, we denote the public information generated for access class v
according to G as PubG
v . Then for any t ∈ T , the public information for GU is constructed according to the
current keys for each access class using the key derivation method (which was the original use of it in [1]).
U
We denote the public information at time interval t generated according to GU by PubG
t . For a user with
access privileges for time interval TU ∈ P at access level v ∈ VU consists of time-based key derivation
GU
(using PubG
v ) of the key kv,t followed by class-based key derivation of the key kw,t (using Pubt ); this is
assuming that t ∈ TU and w ∈ Desc(v, GU ). A more precise description of our scheme is given in Figure 6.
In the figure, we first build the data structure G and generate public labels for the time intervals (Steps
1–3). Then for each class u in the user hierarchy, we pick secret keys for its copy of G and generate public
information according to those keys (Step 5). Next, we connect the data structures corresponding to different
user classes according to the partial order relationship between those classes (Step 6). That is, for each time
interval t, if user class u1 is a parent of user class u2 , we compute public information that permits derivation
of ku2 ,t from ku1 ,t . Finally, Step 7 is similar to Step 5 in Figure 5 and allows computation of t’s access keys
from an enabling key corresponding to t at any level of granularity in the data structure G.
The fact that keys for an access class are assigned independently of the keys for other access classes
allows us to state the following result:
Theorem 2 Assuming the security of the family of PRFs F κ , the time-based key assignment scheme for
hierarchically organized access classes given in Figure 6 is both complete and sound with respect to key
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Algorithm Gen(1κ , T, GU ):
1. Create a root node root for the data structure and run DataStuctBuild(root, T ). Let G = (V, E)
denote the tree structure returned.
2. For each v ∈ V , choose a unique public label `w ∈ {0, 1}κ for every node w in D(v), R(v), and L(v).
3. For each t ∈ T , choose a unique public label `t ∈ {0, 1}κ.
4. For each u ∈ VU , choose a unique public label `u ∈ {0, 1}κ.
5. For each node u ∈ VU , perform the following:
(a) For each v ∈ V , randomly choose a secret key ku,w ∈ {0, 1}κ associated with each node w in
D(v), R(v), and L(v).
(b) For each v ∈ V , construct public information about each edge in D(v), R(v), and L(v) using
the key derivation method.
(c) For each t ∈ T , randomly choose a secret key ku,t ∈ {0, 1}κ.
6. For each t ∈ T , compute public information to permit key derivation between classes: for each edge
(u1 , u2 ) ∈ EU compute public information by setting Su1 = ku1 ,t and Su2 = ku2 ,t and using the key
derivation method and public labels `u1 and `u2 .
7. For each t ∈ T , let Vt ⊂ V denote the set of nodes in G access to which implies access to t. Then for
each Vt , for each v ∈ Vt :
(a) Find in D(v) the node corresponding to the time interval t; call it w.
(b) For each u ∈ VU , compute public information to permit derivation of t’s access key from w’s
enabling key ku,w using the key derivation method and public label `t . Mark such an edge with
the level of v and type D.
(c) repeat (a) and (b) for R(v) and L(v), using types R and L, respectively.
8. Let K consist of the secret keys ku,t for each t ∈ T and u ∈ VU , and let Sec consist of the remaining
secret keys ku,w . Let Pub consist of G, all public labels, and public information about all edges
generated above.
Algorithm Assign(u, TU , Sec):
1. Execute AssignKeys(TU , root, T ) using the data structure stored in PubG
u , where root is the root node
of G.
2. Set Su,TU to the keys computed and return Su,TU .
Algorithm Derive(u1 , u2 , TU , t, Sv,TU , Pub):
1. If t 6∈ TU or u2 6∈ Desc(u1 , G), return ⊥.
0
2. Execute DeriveKey(TU , t, Su1 ,TU , PubG
u1 ) to compute an enabling key for t; call it ku1 ,t .
G
0
3. Use ku1 ,t along with its (level-type) label and Pubu1 to derive key ku1 ,t .
U
4. Use ku1 ,t and PubG
to derive ku2 ,t using the key derivation method.
t

Figure 6: Proposed time-based hierarchical key assignment scheme.
recovery in the presence of a static adversary.
To achieve key indistinguishability in this scheme, as before we need to utilize the enhanced key derivation
method that prevents key testing. In this case we need to use this method within the data structure G itself
(in Step 5b of Gen) to prevent a member of class u from testing keys of unauthorized time intervals. We also
need to use this key derivation method between user classes (in Step 6 of Gen) to prevent a member of class
u from testing keys of its ancestor classes.
It is not difficult to show how dynamic changes to the hierarchy can be addressed, but we leave this
discussion to the full version of this paper.
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Public
information
O(|VU |2 |T |3 )
O(|VU |2 )

Private
information
1
O(|T |)

Key
derivation
1
1

Binary tree

O(|EU ||T |)

O(log |T |)

ISPIT+(3,1)-CSBT
+EBC [15]
Our 4HS-based

O(|EU ||T | + |VU ||T |×
log |T |(log log |T |)2 )
O(|EU ||T | + |VU ||T |×
log∗ n log log |T |)
O(|EU ||T | + |VU ||T |×
log |T | log log |T |)
O(|EU ||T | + |VU ||T |×
log log |T |)

≤3

O(log |T |+
diam(GU ))
O(diam(GU ))

Scheme
Encryption-based [4]
Pairing-based [4]

ISPIT+(3,1)-CSBT
+EBC [15]
Our log∗ HS-based

Operation
type
decryption
pairing
evaluation
PRF

Complexity
assumption
one-way functions
Bilinear DiffieHellman
one-way function

decryption

IND-P1-CO
encryption [13]
one-way functions

≤3

O(diam(GU ))

PRF

≤3

O(log∗ |T |+
diam(GU ))
O(log∗ |T |+
diam(GU ))

decryption

≤3

PRF

IND-P1-CO
encryption [13]
one-way functions

Table 4: Comparison of time-based hierarchical KA schemes.

7 Practical Considerations
As was mentioned earlier, the goal of this work is efficiency under the assumption that the number of unit
intervals n in the system is large. In systems when this is not the case, other, simpler solutions will suffice
(e.g., a simple binary tree built on top of n intervals), and it is common sense to assume that the most suitable
solution for the context will be chosen. We, however, believe that our solution will find its uses in a number
of domains such as, for instance, access to historical data. And even in applications where access is based
on the current time, the service provider will be free to choose the level of granularity for time-based access
rights. For instance, for broadcast-based services, there is no overhead in changing keys often.
Another consideration is that, in subscription-based services where access is based on current time, dues
might be paid in installments. That is, a user subscribes only to a rather short sequence of intervals and
renews her subscription on a periodic basis. But even such systems might be setup for a long time in the
future, and the service provider will choose a solution that minimizes system and user resources.

8 Comparison with Existing Solutions
Table 4 compares performance of our scheme with other existing solutions; only security against recovery
was considered. In the table, diam(GU ) denotes the diameter of the graph (i.e., maximum distance between
nodes) that bounds the number of operations which, given a class key, are necessary to derive the key of
the target descendant class within the user hierarchy. Also, |EU | denotes the number of edges in a user
hierarchy GU . The table does not list private storage at the server since it is equivalent for all solutions.
Before proceeding with comparing existing results, we briefly explain what these parameters mean.
In the great majority of cases, the depth of user hierarchies is a small constant, resulting in small constant
diam(GU ). In cases where the depth of the original graph GU is fairly large and it is unacceptable to have
the user perform diam(GU ) operations, the graph can be modified to significantly reduce diam(GU ). This
is done by inserting shortcut edges at random (if diam(GU ) = O(VU )) or using the techniques of [1] and [2]
that reduce diam(GU ) to a small constant at the expense of small increase in the public storage associated
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with the hierarchy2 . Thus, in this case diam(GU ) is also a small constant, and parameter |EU | will need to
be replaced with a slightly larger value.
We also would like to mention that the schemes [19, 18] are not listed in the table due to the difference
in the expressive power. These solutions allow a user to obtain access to an arbitrary subsequence of time
intervals, but require significantly slower key derivation of O(|VU | · |T |) modular exponentiations.
Considering that small private user storage and fast key derivation, followed by reasonable server storage
are the main evaluation criteria, we can analyze the solutions as follows. The Pairing-based scheme of [4]
will have the slowest key derivation time among all of the schemes listed here, as it uses pairing evaluation
rather than fast encryption or PRF operations. Additionally, the number of secret keys a user has to maintain
is large.
Compared to the Encryption-based scheme of [4], our key derivation time is higher by a constant factor,
private storage is similar (i.e., three keys instead of one), but the amount of public information the server
must maintain is much lower than in that scheme. That is, for modest values of |T | = 1000 and |VU | = 10,
the encryption-based schemes requires storing on the order of 101 1 labels, while in our case it will be bounds
by the order of 106 labels.
While the simple binary-tree approach has asymptotically higher performance, for small values of |T |
it will be preferred due to its simplicity. However, for the applications we envision, other solutions exhibit
better performance. Thus, our recommendation is to use the simplest approach suitable for a particular
setup.
The work of De Santis et al. [15] lists solutions with different performance parameters, and we include
only selected two here. That is, we chose two schemes that require a user to store 3 private keys (just like in
our solutions) and where time-based key derivation involves O(1) and O(log∗ n) decryptions, respectively.
This allows us to directly compare the schemes of [15] with our schemes. As can be seen from the table,
the solutions exhibit very similar performance with CSBT-based constructions having an additional factor
of log |T | in the public storage space. Moreover, they do not discuss key assignment but it does not look like
their key assignment can be done in constant time, whereas we can do it in constant time; recall that this
is the issue of coming up with the keys to be given to a user, given that user’s authorized set of contiguous
time intervals.
To summarize, our solution offers very attractive characteristics and superior performance compared to
other existing solutions: each user in the system receives a small (≤ 3) number of keys, constant-time key
assignment to a user, (off-line) computation of any access key involves a small number of very efficient
operations, and the public storage required by our solution is only slightly higher than the number of access
keys that the system must maintain. It is the most balanced solution among all available in the literature and
appears to be close to the optimal bounds.
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A

Shortcut Techniques for One-Dimensional Graphs

This section reviews selected techniques from existing literature which are used as a building block in our
construction. The techniques we present here work for one-dimensional directed graphs and significantly
decrease the distance between any two nodes (measured as the number of edges on the path from one node
to another) by inserting additional shortcut edges.
Before we proceed with the description, we would like to remind the reader that any DAG G is a partial
order and thus can be represented as the intersection of t total orders. The smallest t for which this is
possible is the dimension of the partial order. Thus in this section we deal with a graph which has a total
order relationship defined over its nodes. Throughout this section we assume that the nodes are sorted
according to the total order, where node vi+1 is the parent of node vi . Since there is a directed edge from
each vi+1 to vi , the graph can be viewed as a linked list. The set of ancestors of node vi is then all nodes vj
such that j ≥ i. Similarly, the set of descendants of vi is all nodes vj such that j ≤ i.
Here we concentrate only on a single scheme, to give the reader an understanding of how such schemes
are built. The scheme, an overview of which we provide, is an adoption of the shortcut technique from [1]
to one-dimensional graphs. Others solutions for one-dimensional schemes can be found in [2].
For an n-vertex graph, this scheme results in O(n log log n) additional edges and the distance between
any two nodes being at most 3 edges (which implies that the key of node v can be derived from the key of
node u in at most 3 steps, if u is an ancestor of v). The idea behind the technique is that the graph G is
√
√
decomposed into n chunks of n nodes each. The nodes used in the decomposition are called the special
nodes, and the chunks are denoted as C1 , . . ., Ck . The special nodes are connected to each other, so that
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Figure 7: Addition of shortcut edges for the three-hop one-dimensional solution: (a) the original hierarchy, (b) the hierarchy after selection of special nodes and constructing their transitive closure, and (c) the
hierarchy after adding shortcut edges to and from the special nodes.
the distance between any two of them is one edge. All nodes within a specific chunk are connected to the
corresponding special node, so that the distance between any non-special node and a special is also one
edge. Then the special nodes are served as a “beltway” between the chunks, and reaching a node from any
other node involves at most three steps: one is to reach a special node, another is to just to a new chunk, and
the third one is to reach the target node.
The algorithm for adding shortcut edges to G uses a notion of a reduced graph. A reduced graph, denoted
Ĝ, that consists of the special nodes and edges that satisfy the following condition: there is an edge from
node v to node w in Ĝ if and only if (i) v is an ancestor of w in G, and (ii) there is no other node of Ĝ on
the v-to-w path in G. Then the following procedure adds shortcut edges to G. In what follows, |G| denotes
the number of nodes in G.
AddShortcuts(G):
1. If |G| ≤ 4 then return an empty set of shortcuts. Otherwise continue with the next step.
2. Compute the special nodes of G. Initialize the set of shortcuts S to be empty.
3. Create, from G, the reduced graph Ĝ and add to S a shortcut edge between every ancestor-descendant
pair in Ĝ (unless the ancestor is a parent of the descendant, in which case there is already such an
edge in G).
4. For every chunk Ci in turn (i = 1, . . . , k), add to S a shortcut edge from the node with the highest
index in Ci , denoted by vCi , to every node in Ci that is not a child of that node.
5. For every chunk Ci in turn (i = 1, . . . , k), add to S a shortcut edge from each node N in Ci (other
than vCi ) to all nodes in Ĝ that are both: (i) descendants of N and (ii) children of the root of Ci in Ĝ.
6. For every chunk Ci in turn (i = 1, . . . , k), recursively call AddShortcuts(Ci ) and, if we let Si be the
set of shortcuts returned by that call, then we update S by doing S = S ∪ Si .
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key−rec κ
Experiment ExpKA,A
(1 )
st
(K, Sec, Pub) ← Gen(1κ , T )
corr ← Corruptt (Sec)
k ← Ast (1κ , Pub, corr)
if k = kt then return 1
else return 0

Figure 8: An experiment in which a static adversary participates.
7. Return S.
Figure 7 illustrates the first level of recursion. There is a corresponding FindPath procedure that, given two
nodes v and w, finds a path from node v to node w of length at most 3 edges in the graph. We omit its
description here. The number of shortcut edges added by the above algorithm is O(n log log n).

B Security Definitions and Proofs
B.1

Security of a time-based key assignment scheme

In our definition of a scheme secure against a static adversary, let adversary Ast attack the security of the
scheme at time t ∈ T . Ast is then allowed to corrupt all users who are not authorized to have access to kt .
We capture this notion using algorithm Corruptt (·) that takes the secret information Sec as input and outputs
a sequence of private information denoted by corr. The adversary then uses corr to try to compute the key
kt .
Definition 2 Let T be a set of distinct time intervals, P be the interval-set over T , and KA = (Gen, Assign, Derive)
be a time-based KA scheme for P and a security parameter κ. Then KA is secure against key recovery in
the presence of a static adversary if it satisfies the following properties:
• Completeness: A user, who is given private information STU for a sequence of time intervals TU ∈ P,
is able to compute the access key kt for each t ∈ TU using only her knowledge of STU and public
information Pub with probability 1.
• Soundness: Let Ast be a static adversary who attacks the scheme KA at time interval t ∈ T . If we let
key−rec
the experiment ExpKA,A
be specified as in Figure 8, the advantage of Ast is defined as:
st
key−rec κ
key−rec κ
AdvKA,A
(1 ) = Pr[ExpKA,A
(1 ) = 1]
st
st

We say that KA is sound with respect to key recovery if for each t ∈ T , for all sufficiently large κ, and
key−rec κ
every positive polynomial p(·), AdvKA,A
(1 ) < 1/p(κ) for each polynomial-time adversary Ast .
st
Proof sketch of Theorem 1 Our proof uses a standard hybrid argument. Per Definition 2, we are dealing
key−rec
with adversary Ast who participates in the experiment ExpKA,A
for time interval t ∈ T . We construct a
st
q
0
sequence of experiments ExpKA,Ast , . . ., ExpKA,Ast , in which we modify the way the scheme is constructed
while ensuring that the distributions of Ast ’ views remain indistinguishable in any two consecutive experiments. Our modification consists of replacing, in the public data structure corresponding to KA, one
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(pseudo-random) output produced by the function F κ with a random sequence. Formally, ExpiKA,Ast for
any i = 0, . . ., q is:
Experiment ExpiKA,Ast (1κ )
(K, Sec, Pub0 ) ← Geni (1κ , T )
corr ← Corruptt (Sec)
k ← Ast (1κ , Pub0 , corr)
if k = kt then return 1
else return 0
Here the algorithm Gen0 corresponds to the original algorithm Gen, while Geni+1 is constructed from Geni
by replacing one edge in the data structure with a random string. The edges that we replace are those that
were constructed using kt or any other key material that can lead to derivation of kt . More precisely, for
each level l in the data structure G, there is a unique v ∈ G that covers t. For each such v, we replace the
edges:
1. In D(v), let w denote the leaf node that covers t. Then replace each edge on the path between any
two nodes in Anc(w, G) and replace each outgoing edge from every node in Anc(w, G).
2. In R(v) and L(v), replace each edge on the path from the root to the node corresponding to t (call it
w) and the edge from w.
The edges are replaced in the top-down fashion to completely exclude from the data structure information
about each key on the way from the root to the node corresponding to time interval t.
Additionally, we replace edges from each of the O(log log n) enabling keys, which correspond to t in
G, to kt . Thus, Exp0KA,Ast corresponds to the case where Ast operates on the data structure of experiment

key−rec
ExpKA,A
, while ExpqKA,Ast corresponds to the case where Ast operates on the data structure with no inst
formation related to kt . Since all of the keys (including kt ) are chosen at random, Ast has at most negligible
probability in succeeding in ExpqKA,Ast . The total number of edges replaced is O(space(S1(n) log log n)
(and thus is polynomial in the security parameter κ).
Using a standard reduction argument, we can show that any non-negligible difference in behavior between experiments ExpiKA,Ast and Expi+1
KA,Ast can be used to construct an algorithm that BF is able to break
the pseudo-random function F with non-negligible advantage. Thus, we conclude that Ast has at most
negligible advantage in breaking the security of the scheme.


B.2

Security of a hierarchical time-based key assignment scheme

Now a static adversary Ast who attacks a class v ∈ VU at time t ∈ T obtains access to the secret information of all classes w ∈ VU at all times t0 ∈ T , except classes Anc(v) at time t. This is modeled by an
algorithm Corruptv,t (·), which now is class-based. The rest of the security definitions for key recovery and
key indistinguishability mimic our previous definitions without a hierarchy of classes.
Definition 3 Let GU = (VU , EU ) be a DAG corresponding to a hierarchy, T be a set of distinct time
intervals, P be the interval-set over T , and KA = (Gen, Assign, Derive) be a time-based hierarchical KA
scheme for GU , P, and a security parameter κ. Then KA is secure against key recovery in the presence of a
static adversary if it satisfies the following properties:
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Experiment Expkey−rec−h
(1κ )
KA,Ast
(K, Sec, Pub) ← Gen(1κ , GU , T )
corr ← Corruptv,t (Sec)
k ← Ast (1κ , Pub, corr)
if k = kv,t then return 1
else return 0
Figure 9: An experiment in which a static adversary attacking a hierarchical scheme participates.
• Completeness: A user, who is given private information Sv,TU for a sequence of time intervals TU ∈ P
and a class v ∈ VU , is able to compute with probability 1 the access key kw,t for each t ∈ TU and
w ∈ Desc(v, GU ) using only her knowledge of Sv,TU and public information Pub.
• Soundness: Let Ast be a static adversary who attacks the class v at time interval t ∈ T . If we let the
experiment Expkey−rec−h
be specified as in Figure 9, the advantage of Ast is defined as:
KA,Ast
(1κ ) = 1]
(1κ ) = Pr[Expkey−rec−h
Advkey−rec−h
KA,Ast
KA,Ast
We say that KA is sound with respect to key recovery if for each t ∈ T , for each v ∈ V , for all sufficiently large κ, and every positive polynomial p(·), Advkey−rec−h
(1κ ) < 1/p(κ) for each adversary
KA,Ast
Ast that runs in polynomial time.
Proof sketch of Theorem 2 Similar to the proof above, in this case we also use a hybrid argument and
construct a sequence of experiments Exp0KA,Ast , . . ., ExpqKA,Ast for adversary Ast who attacks the scheme
at class v during time interval t, defined as follows:
Experiment ExpiKA,Ast (1κ )
(K, Sec, Pub0 ) ← Geni (1κ , GU , T )
corr ← Corruptv,t (Sec)
k ← Ast (1κ , Pub0 , corr)
if k = kv,t then return 1
else return 0
In the experiments, Gen0 corresponds to the original algorithm Gen, and Geni+1 is constructed from Geni
by replacing public information about a single edge in the data structure by a random string. The edges
replaced are:
1. For each access class u ∈ Anc(v, GU ), replace in PubG
u all of the edges that were replaced in Pub
for a single resource in the proof of Theorem 1 (in D(w), R(w), and L(w) for all w of interest and in
the top-down fashion).
3
U
2. Replace in PubG
t , starting at the root , information about edges (u, w) ∈ EU for each u ∈ Anc(v).

Thus, Exp0KA,Ast is the same as Expkey−rec−h
, while ExpqKA,Ast has no information related to kv,t at the
KA,Ast
level of v or any of its ancestors. This means that Ast has at most negligible probability in succeeding in
ExpqKA,Ast .
3

If several roots exist in GU sort the nodes using any topological ordering.
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Since the number of edges replaced is clearly polynomial in the security parameter, we can use a standard
reduction argument to show that any non-negligible advantage between any ExpiKA,Ast and Expi+1
KA,Ast can
be used to break the security of pseudo-random functions. Since by our assumptions the PRF is secure, thus
the scheme is secure as well.


C

Extensions

C.1 Extending the lifetime of the system
So far in all of our discussion we considered the lifetime of the system to consist of a fixed set of time
intervals {t1 , . . . , tn }. In many applications, however, there might eventually be a need to support time
intervals beyond the original n intervals. In this section, we briefly describe techniques for extending the
number of time intervals. The full details of these approaches are not given, but will appear in the full
version of the paper.
One simple approach is to apply the techniques of Section 5 to a second set of intervals. The interesting
case is when a user’s access rights straddle the boundary (i.e., tn and tn+1 ), and this case results in two
sets of keys being issued to that user. This is particular appealing in applications where users purchase
a subscription for a period of time (e.g., they can view a collection of media objects on a specific day or
month), after expiration of which there is no need to maintain keys for that period. However, this approach
is less desirable in applications where objects are assigned a date (e.g., a user requests access to all movies
released in 1977), because previous intervals need to be maintained even after they have elapsed.
Suppose that the keys for previous time intervals need to be maintained. One approach is to extend
the time intervals, rebuild the data structure, and recompute the public information. The downside of this
approach is that all of the public information has to be recomputed (previous shortcuts may no longer
be necessary and other shortcuts may need to be added), but if extensions to the time intervals are rare
(which we assume is the case almost all of the time), then this may be acceptable. If recomputing all of
the public information is unacceptable, then in some cases we can reuse the previous information. The
simplest technique to achieve this is to set the new number of time intervals to n2 (recall that building the
tree data structure involves partitioning the time intervals into chunks of size of square-root of their number).
Unfortunately, squaring the number of intervals is prohibitively expensive, but if we assume that n is a power
of 2 and is a perfect square, then we can achieve full reuse of the previous information by doubling the length
of a time interval. The basic idea of this approach is that, in the data structure for n2 intervals, the subset of
the data structure that effects the first 2c n (c < log n) intervals has size O(space(S1(2c n)) log log (2c n)).
Thus, we can use this subset for the intervals, and when we need to add more intervals we can simply add
the new information from the data structure for n2 intervals. We omit a detailed justification of the claim,
but it will be in the full version of this paper.

C.2 Further decreasing the space or a key-space tradeoff
The purpose of this section is to substantiate Table 5. We do so using the fact that the claims of Table 3 have
already been established. For the sake of definiteness, we explain in detail how the last entry of Table 5 is
obtained from the last entry of Table 3. A similar partitioning scheme works for every pair of corresponding
rows in those two tables.
Let A1 be the scheme (described earlier in the paper) that achieves 3 keys, O(log∗ n) derivation time,
and O(n log(2) n) public space, where the notation log(t) is a shorthand for applying the log function t times.

25

Underlying
scheme
2HS
3HS
4HS
log∗ HS

Private
storage
≤ 2k + 1
≤ 2k + 1
≤ 2k + 1
≤ 2k + 1

Key
derivation
≤ 5 op.
≤ 7 op.
≤ 9 op.

O(log∗ n) op.

Public
storage
k
O(n log n log(2 ) n)
k
O(n log log n log(2 ) n)
k
O(n log∗ n log(2 ) n)
k

O(n log(2 ) n)

Table 5: Key/space tradeoff of generalized scheme, where k is a positive integer.
We now give the construction of a family of schemes A2 , A3 , . . . such that Ak achieves 2k + 1 keys,
k
O(log∗ n) derivation time, and O(n log(2 ) n) public space. We describe the construction inductively, with
k = 1 being the base case. Ai+1 is constructed from Ai as follows:
i

i

1. Partition the range of size n into n0 = n/ log(2 ) chunks of size log(2 ) n each.
2. Considering each chunk as one unit of time, use Ai on the resulting (“reduced”) problem of size n0 .
i
This uses O(n0 log(2 ) n0 ) public space, which is O(n). The number of keys and key derivation times
are those of Ai (2i + 1 and O(log∗ n0 ), respectively). The resulting structure (call it M ) can handle
time intervals that consist of a whole number of chunks, but it cannot handle intervals that start and/or
end inside of a chunk. These are handled as explained in the next steps.
3. The structure built in this step is for handling intervals that start and end inside different chunks (those
that start and end inside the same chunk are handled differently). For each chunk j, we build two
separate 1-dimensional structures: One structure Lj for intervals that start at the chunk’s left boundary
(called left-anchored intervals), and another structure Rj for intervals that start at the chunk’s right
boundary (called right-anchored intervals). Note that Lj and Rj are 1-dimensional structures that are
implemented using the log∗ HS scheme of Table 1 (which includes shortcut edges). Their total public
i
space is O(n0 (log(2 ) n) = O(n). These structures, together with the M structure described in the
above, enable the handling of any interval I that starts and ends inside different chunks as follows:
We break I into 3 pieces, the leftmost of which overlaps with only 1 chunk (call it v), the right most of
which overlaps with only one chunk (call it w), and the middle one consists of the union of a number
of whose chunks. The middle piece of I is handled using the M structure. The left (right) piece of I is
handled using Rv (resp., Lw ). The derivation time and public space are O(log∗ n) and (respectively)
O(n). However, the number of keys now includes 2 more than for scheme Ai , because each of Rv and
Lw introduces an extra key, hence the total number of keys is 2i + 1 + 2 = 2(i + 1) + 1, as required.
4. We are left with the case where both endpoints of the interval I are in the same chunk. To handle such
cases, we associate a structure for scheme Ai with every chunk, thereby enabling a performance of
2i + 1 keys and O(log∗ n) derivation time. The space for each chunk is:
i

i

i

i

i+1 )

(log(2 ) n) log(2 ) (log(2 ) n) = log(2 ) n log(2
i

i+1 )

Since there are n0 = n/ log(2 ) chunks, the total space is O(n log(2
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n

n), as required.

